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Abstract

Cognitive radio (CR) is one of the key enabling technologies for opportunistic spectrum sharing. In such a spec-
trum sharing paradigm, radios access spectrum opportunistically by identifying the under-utilized spectrum and then
transmitting waveforms in that spectrum that are compliant to relevant spectrum access policies. Implementing such
a flexible scheme requires changes in the current static spectrum management approach. As a result, declarative
spectrum management through policy-based dynamic spectrum access has garnered significant attention recently.
Policy-based spectrum access decouples spectrum access policies and Policy Processing Components from the ra-
dio platform. The Policies define conditions under which the radios are allowed to transmit in terms of frequencies
used, geographic locations, time etc. The Policy Processing Components include a reasoning engine called the Policy
Reasoner, which is responsible for enforcement, analysis and processing of the policies, as well as resolving policy
conflicts. This paper describes the design and implementation of a novel policy reasoner that processes spectrum
access policies efficiently by reframing the policy reasoning problem as a graph-based Boolean function manipulation
problem. The proposed policy reasoner has the capability to respond to either under-specified or invalid transmission
requests (sent by the system strategy reasoner) by returning multiple sets of opportunity constraints that prescribe
different ways of modifying transmission parameters in order to make them policy compliant.

Keywords: Spectrum access policy, cognitive radio, policy reasoner, binary decision diagram, policy algebra,
Boolean function manipulation.

1. Introduction

Cognitive Radios with the capability of dynamic spectrum access can help address the spectrum shortage problem
through more efficient usage of spectrum. However, in order to realize the full potential of Cognitive Radios, a spec-
trum access control mechanism is needed to ensure the flexibility of regulating radio behaviors in different domains.
Recently, the policy-based management approach has been proposed to resolve the flexibility concerns in regards to
the spectrum regulations [16] [17].

In order to fully reap the potential benefits of dynamic spectrum access (DSA), radios need to be able to cope
with evolving spectrum access policies and constantly changing application requirements [14]. Policy-based spectrum
access addresses these challenges by decoupling the policies from device-specific implementations and optimizations.
This decoupling of the policies and the radio platform has a number of important advantages such as facilitating
dynamic policy changes, reducing certification efforts and enabling extensible DSA in terms of enabling the radios to
be regulated by flexible and expressive regulatory policies [21].

From the above points, we can see that decoupling policies from the radio is not just beneficial but may be nec-
essary for realizing opportunistic spectrum sharing in an effective manner. Each Cognitive Radio is equipped with a
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set of Policy Conformance Components (PCCs), which are responsible for ensuring that the radios behavior conforms
to the currently active set of policies and does not cause harmful interference [17]. The main policy reasoning com-
ponent in a spectrum agile radio is a reasoning engine called the Policy Reasoner (PR). The policy reasoner carries
out a number of tasks related to policy analysis and processing, and assists in policy enforcement by evaluating trans-
mission requests. Another important PCC is the system strategy reasoner (SSR) that controls the hardware, gathers
sensory information, formulates transmission strategies, and acts as an interface for transmitting and receiving signals.
The SSR interacts with the PR to determine the available spectrum access opportunities that conform to the currently
active set of policies. Specifically, the SSR formulates a transmission strategy, based on collected sensory information
and its current state and sends this information to the PR in the form of a transmission request. The PR evaluates
the transmission request against the policies to verify whether the request conforms to the policies. If some of the
configuration states in the transmission request are under specified (or invalid)—which renders the transmission re-
quest invalid—then the PR computes the missing (or corrected) parameters and returns them to the SSR along with a
transmission denial message. The missing parameters computed by the PR are referred to as transmission opportunity
constraints.

The core of the Policy Reasoning problem is the following: given a set of policies and a transmission request,
the reasoner needs to determine whether the transmission request is allowed or denied in the context of the currently
active policies. If the transmission request is denied, the policy reasoner needs to return a set of opportunity constraints
which when satisfied allow transmission.

In this paper, we describe a policy reasoner that uses binary decision diagrams (BDDs) to represent and process
policies. Our policy reasoner demonstrates that policies can be processed very efficiently by reframing the policy
reasoning problem as a graph-based Boolean function manipulation problem. This policy reasoner is an enhanced
version of BRESAP (Binary decision diagram-based REasoner for Spectrum Access Policies) that was described in
our previous work [3], and thus we will refer to it as BRESAP+. BRESAP+ has a number of new features and
advantages compared to BRESAP such as:

• it returns multiple sets of transmission opportunity constraints instead of a single transmission opportunity
constraint set;

• it requires less memory compared to BRESAP; and

• it employs a policy preprocessor to generate higher-quality opportunity constraints.

The proposed policy reasoner uses a set of efficient graph-theoretic algorithms to translate policies into BDDs, merge
policies into a single meta-policy BDD, evaluate the validity of a transmission request, and compute opportunity
constraints. This policy reasoner employs four graph-based algorithms to compute opportunity constraints for under-
specified or invalid transmission requests. The first algorithm computes opportunity constraints for under-specified
transmission requests and its complexity is proportional to the number of variables in the meta-policy BDD. The
second and third algorithms compute opportunity constraints for invalid transmission requests and their complexities
are proportional to the number of variables and the size of the meta-policy BDD, respectively. The fourth algorithm
is an extension of the third algorithm that computes multiple sets of optimal opportunity constraints.

The rest of this paper is organized as follows. We discuss related works and provide technical background in
Sections 2 and 3, respectively. In Section 4, we describe the architecture of BRESAP+. Section 5 provides details on
the reasoning algorithms that are used in the policy reasoner. We provide the results of the experimental evaluation in
Section 6 and conclude the paper in Section 7.

2. Related Work

In the past few years, a significant amount of work on spectrum access policies and policy-based cognitive radios
has been carried out by various research groups in industry and academia, some of which were sponsored by DARPA’s
neXt Generation (XG) and Wireless Network After Next (WNaN) programs.

In [8], Feeney et al. propose the management and administration of dynamic spectrum access policies via a
community-based method. The authors examine the practical issues of administrating a multi-organizational policy
management system through an analysis of the interactions between the existing components of a case study. Their
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work takes a step towards solving the problem of mapping policies onto complex organizational settings that are likely
to emerge in the dynamic spectrum access domain.

The DARPA XG program aims to develop the concepts, framework and enabling technologies for DSA. Under
the auspices of DARPA’s XG program, contractors have developed a number of key components for enabling policy-
based spectrum access. For instance, BBN Technologies developed an XG policy language framework, which is
based on OWL (Web Ontology Language) [5], and SRI International [6] [21] and Shared Spectrum Company [16]
[17] developed policy-based spectrum access control systems. One of the core components of these systems is the
policy reasoner.

In [21], SRI International introduces a policy language called Cognitive Radio Language (CoRaL), which is a
cognitive radio specific and logic-based specification language. SRI International also developed a policy engine that
carries out reasoning using the CoRaL policy language. This policy engine uses a Prolog-based reasoning engine.
However, a major shortcoming of this policy engine is that it returns only Yes/No replies without any opportunity
constraints. In [19] and [15], the authors describe an extension to the CoRaL policy language that contains end-user
generated policies (non-spectrum related policies) in addition to spectrum access policies, and propose a policy reason-
ing system architecture for the ARAGORN (Adaptive Reconfigurable Access and Generic Interfaces for Optimization
in Radio Networks) project’s policy layer architecture.

In [7], Elenius et al. describe a policy reasoner which uses a Maude-based reasoning engine. This reasoner
processes policies written in SWRL FOL (Semantic Web Rule Language First Order Logic) policy languages. Policies
and facts written in these languages are converted to a specification language called Maude for reasoning. After
receiving a transmission request from the SSR, the Maude-based reasoner returns either a Yes or No response—Yes
signifying permission to transmit, and No signifying denial of transmission. The reasoner also returns opportunity
constraints to the SSR if the transmission request has been denied because it was determined to be illegal or under-
specified. This reasoner uses a combination of different techniques to process policies, including forward chaining,
backward chaining, partial evaluation-based on conditional rewriting, and constraint propagation and simplification.

Shared Spectrum Company has been developing policy-based spectrum access control systems [16] [17]. In
field demonstrations, engineers from Shared Spectrum Company showed that declarative spectrum management is
operationally feasible by demonstrating radios that made correct runtime decisions to restrict spectrum access based
on stakeholder’s requirements [16]. However, the demonstrations also highlighted the fact that the policy reasoner
can incur significant memory overhead and processing delay unless its design and implementation are optimized to
minimize such overhead. In light of the complexity of the policies, the dynamic nature of spectrum availability, and
the stringency of the required spectrum evacuation time, it is evident that more research is needed in the design of
policy reasoners.

3. Technical Background

3.1. XG Radio Architecture

System 
Strategy 
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Figure 1: XG radio architecture.

DARPA’s XG program is a technology development project
sponsored by its Strategic Technology Office, with the goal of
developing both the enabling technologies and system concepts
to dynamically redistribute allocated spectrum along with novel
waveforms [5]. The XG Architecture consists of Radio Hard-
ware, Firmware and the Software components. At the highest
level of abstraction it consists of the Sensors, the RF module, the
System Strategy Reasoner (SSR) and the Policy Reasoner (PR) as
shown in Figure 1.

• Sensors: The sensors carry out spectrum sensing to identify fallow spectrum.

• Radio Frequency (RF): The RF module is used to send and receive transmission signals.

• System Strategy Reasoner (SSR): The SSR component controls the hardware, gathers sensory information,
formulates transmission strategies, and acts as an interface for transmitting and receiving signals. The SSR
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interacts with the PR to determine the available spectrum opportunities that conform to the policies. Specifically,
the SSR formulates a transmission strategy, based on collected sensory information and its current state, and
sends this information to the PR in the form of a transmission request.

• Policy Reasoner (PR): The PR is a platform independent module. It works as a local policy decision unit
for every XG Radio. It receives requests from the SSR, evaluates these requests based on the set of Active
Policies. Once the transmission request evaluation is complete, the PR returns a reply which is either Allow
Transmission, Deny Transmission or Transmission Request is Incomplete. In case the transmission request is
denied or incomplete, the PR also returns opportunity constraints which if satisfied by the radio will allow
transmission.

A more detailed description of the XG architecture can be found in [5], [9].

3.2. Spectrum Policies and Policy Languages

The main requirements for a policy language, as stated in [7], are accreditability, extensibility and expressiveness.
The accreditability requirement dictates that it should be possible to accredit the policies independently of the policy
reasoner and the radio. The extensibility requirement prescribes that it should be straightforward to add new domains
to the policies, while the expressiveness requirement dictates that the policy language should be capable of satisfying
the requirements of any new domain introduced. The XG policy language was devised to satisfy these three require-
ments. The XG policy language is a declarative, semantic language, and it uses Semantic Web Rule Language First
Order Logic (SWRL FOL), which is an extension of the Semantic Web Rule Language (SWRL) [12].

A policy language uses the concepts of permissions and prohibitions to express the actions that the device can
undertake. Two types of policies are used—viz, permissive policies and prohibitive policies. The permissive policy
expresses the states in which the policy is applicable to the device and the constraints the device must satisfy in order
to allow the transmission. On the other hand, the prohibitive policy defines the states and the conditions under which
the device is prohibited from transmitting. Spectrum access policies usually adopt a de-confliction rule, such as a rule
that prescribes that a prohibitive policy always overrides a permissive policy. This means that if a prohibitive policy
and a permissive policy conflict with each other (i.e., both cannot be satisfied), then the transmission is prohibited.

3.3. Policy Representation and MTBDDs

A Binary Decision Diagram (BDD) is a data structure that is used to represent a Boolean function [2]. A Boolean
function can be represented as a rooted, directed, and acyclic graph, which consists of decision nodes (a.k.a. internal
nodes) and two terminal nodes called the 0-terminal and the 1-terminal. Each decision node, u, is labeled by a Boolean
variable, var(u), and has two child nodes called a low child, low(u) and a high child, high(u). An edge from a node to
a low (high) child represents an assignment of the variable to 0 (1). In a figurative representation of a BDD, an edge
to a low child is represented using a dotted line whereas an edge to a high child is represented using a solid line. Such
a BDD is called an ordered BDD if different variables appear in the same order on all paths from the root. A BDD is
said to be reduced if no two distinct nodes have the same variable name and the same low- and high-successors, and
no variable node has identical low- and high- successors.

In popular usage, the term BDD almost always refers to Reduced Ordered Binary Decision Diagram (ROBDD).
The advantage of an ROBDD is that it is unique for a particular functionality. The size of the BDD is determined both
by the function being represented and the chosen ordering of the variables.

Multi-terminal BDDs [10] (a.k.a. algebraic decision diagrams) extend BDDs such that they can represent functions
of an arbitrary range, while their domain is still a multidimensional Boolean space, i.e., an MTBDD provides a
compact representation of functions of the form P : Bn → E, which maps bit vectors over a set of variables, Bn, to a
finite set of results E. So the structure of an MTBDD is the same as a BDD with the difference that MTBDDs have
more than two terminal nodes.

BRESAP+ processes MTBDDs with three terminal nodes. We use the following explicit representation of MTB-
DDs. Nodes will be represented by the integers 0, 1, 2, . . ., with 0, 1 and 2 reserved for the terminal nodes N, Y and
NA, respectively. The variables in the ordering x0 < x1 < . . . < xn−1 are represented by their indices 0, 1, 2, . . ., n− 1.
The MTBDD is stored in a table T : u→ (i, l, h) which maps a node u to its three attributes var(u) = i, low(u) = l and
high(u) = h.
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MTBDDs have been proven to be a simple and an efficient representation method for policies written in XML
(eXtended Markup Language). All the operators in the fine-grained algebra that our policy reasoner employs can be
mapped to efficient operations on the underlying MTBDD. BDDs is an appropriate data structure for representing and
processing dynamic spectrum access policies, because they are scalable and there are powerful tools for processing
and merging policies represented by BDDs. Another important advantage is the simplicity of conflict resolution when
BDDs are used to represent and process spectrum policies.

3.4. XML Policy Algebra
To precisely describe the workings of BRESAP+, we need to formally define the notion of transmission requests

and spectrum access policies. Throughout the paper, we use the terms transmission request and request interchange-
ably. Suppose there exists a finite set of names, A. Each attribute, characterizing an object in a policy, has a name,
a, in A. In spectrum access policies, these attributes include transmission power level, frequency band, peak sensed
power, location and time. The formal definitions of transmission requests and spectrum access policies are given in
Definition 1 and Definition 2, respectively. A spectrum access policy is defined by the set of transmission requests that
are permitted by the policy and the set of transmission requests that are prohibited by the policy. This simple notion
will provide us with a precise characterization of the meaning of policy integration in terms of the sets of permitted
and prohibited requests.

Definition 1. Let a1, a2, ..., ak represent a sequence of attribute names and v1, v2, ..., vk represent a sequence of at-
tribute values, where vi is an attribute value of the attribute ai. We define a transmission request as r = {(a1, v1), (a2, v2),
· · · , (ak, vk)}.

Definition 2. Let P be a 3-valued spectrum access policy. We define the semantics of P as a 3-tuple 〈RP
Y ,R

P
N ,R

P
NA〉,

where RP
Y is the set of requests that is permitted, RP

N is the set of requests that is prohibited, and RP
NA is the set of

requests that do not belong to either of the other two sets.

BRESAP+ utilizes the Fine-grained Integration Algebra (FIA) proposed in [18] to analyze and merge policies.

4. BRESAP+ Architecture

BRESAP+ consists of six different components: Policy Parser, Policy Converter, Transmission Request Inter-
preter, Policy Merger, Policy Preprocessor, and Reasoner. Figure 2 illustrates the architecture of our policy reasoner.
In what follows, we will describe these components and their functionalities.

4.1. Policy Parser
The Policy Parser module converts the spectrum access policies that are written in SWRL into Boolean expressions

using Boolean encoding. The attributes are the building blocks of an SWRL FOL policy which represent the various
parameters of Dynamic Spectrum Access domain such as center frequency, transmit power, sensed power, time and
location. Each of these attributes has a certain value assigned to it, called an attribute value. A fragment of an SWRL
FOL policy designating the center frequency to 231 MHz is shown below:

< swrlx : datavaluedPropertyAtom swrlx : property =“xg;centerFrequency”>
< ruleml : var > tr < /ruleml : var >
< owlx : DataValue owlx : datatype =“xsd;integer”> 231000000 < /owlx : DataValue >
< /swrlx : datavaluedPropertyAtom >
This fragment represents an attribute-value pair.
As mentioned in Section 3, we can define policy P as a function P : R→ E that is a mapping from the domain of

requests R onto the domain of effects E, where E = {Y,N,NA}. Before a policy can be transformed into an MTBDD,
it has to be converted into a Boolean expression (parsing). A Boolean expression is composed of atomic Boolean
expressions (AEs) combined using the logical operations ∨ (logic or) and ∧ (logic and). We provide an example
below that explains how a policy is converted into a Boolean expression.

Example 1. Consider the following spectrum access policy, P1. P1: Allow transmission in [255 MHz, 328 MHz]
or [2200 MHz, 2290 MHz] frequency bands, if the mode is “Day to Day” or “Special Event” and the transmission
power level is less than 25 dBm. Deny transmission if the mode is “Day to Day” and the time is between 11 a.m. and
2 p.m.
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Figure 2: Architecture of BRESAP+.

Figure 3: An MTBDD representation of
policy P1

We now map each policy constraint to an atomic Boolean expression,
AEi, represented by variable xi such that: xi = 0 if AEi is false; xi = 1 if AEi

is true:
x0 : mode = Special Event
x1 : mode = Day to Day
x2 : T Xpower < 25dBm
x3 : 11 < time < 14
x4 : 255MHz < f requency < 328MHz
x5 : 2200MHz < f requency < 2290MHz

Using the above Boolean encoding, policy P1 can be transformed into
the function P : Bn → E, which is a mapping from a vector of Boolean
variables, −→x = (x0, x1, ..., xn−1), onto the finite set of effects, E = {Y,N,NA},
where n is the number of unique atomic Boolean expressions in policy P1.

After Boolean encoding, the policy P1 is transformed into the function:

P1(r) =

{
Y, if ((x0 ∨ x1) ∧ (x4 ∨ x5) ∧ x2)
N, if (x1 ∧ x3)

These Boolean expressions are then passed on to the policy converter
and the policy preprocessor module.

4.2. Policy Converter
The Policy Converter converts each active policy’s Boolean expression that is generated by the policy parser into

an MTBDD.
The internal (or non-terminal) nodes represent variables of the atomic Boolean expressions and the terminal nodes

represent values in the policy’s set of effects. Each complete path in the MTBDD, from the root node to one of the
terminal nodes, represents one instance of assigning values to the Boolean variables. In other words, the value of
the Boolean function, representing a given policy, can be determined for a given variable assignment by following
a path down the MTBDD graph from the root node to one of the terminal nodes. Any given transmission request,
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r, corresponds to one of the paths. A complete transmission request would correspond to a complete path and an
under-specified transmission request would correspond to an incomplete path.

Note that different orderings of the variables may result in different MTBDD representations of different sizes. In
this paper, we use the fixed variable ordering x0 < x1 < ... < xn−1, where n is the number of variables in the BDD. An
MTBDD representation of policy P1 is shown in Figure 3. In the figure, the dashed lines denote 0-edges (Boolean
variables assigned the value 0) and solid lines denote 1-edges (Boolean variables assigned the value 1). Policy P1 is
composed of a permissive policy and a prohibitive policy, so it has all three terminal nodes (i.e., Y , N and NA nodes).
A single permissive (prohibitive) policy can be represented by a BDD with two terminal nodes: Y (N) and NA nodes.

4.3. Transmission Request Interpreter
The PR assumes that the transmission request submitted by the SSR is in the format prescribed by Definition 1. For

example, a request that conforms to policy P1 of the previous example may take the form {(frequency, v1), (mode, v2),
(power, v3), (time, v4)}. In order for the Reasoner component of the PR to compute a response to a transmission request,
assignment of values to the Boolean variables of the meta-policy’s MTBDD representation needs to be executed. A
meta-policy is the integration of all currently active policies. The Transmission Request Interpreter evaluates the
transmission request and assigns a value to each of the Boolean variables of the meta-policy BDD based on the
transmission request. In other words, the Transmission Request Interpreter translates each complete request to a
complete path from the root node (the node corresponding to the first variable in the variable ordering) to one of the
terminal nodes. An under-specified request is translated as an incomplete path. An example is provided below.

Figure 4: The path corresponding to a trans-
mission request.

Example 2. Consider policy P1 and the following transmission re-
quest:
R1 = {(mode,DaytoDay), (power, 20dBm), (time, 6.00), ( f requency, 300MHz)}.
The Transmission Request Interpreter assigns values to the Boolean vari-
ables as follows: x0 = 0, x1 = 1, x2 = 1, x3 = 0, x4 = 1, x5 = 0. The path
corresponding to this request is shown in Figure 4 with bold blue lines. It
can be seen that the response to this request is Yes (i.e., transmission request
permitted).

4.4. Policy Merger
The Policy Merger combines all of the MTBDDs that the policy con-

verter has generated (these represent the set of active policies) to build a
single meta-policy MTBDD. All of the binary and unary FIA operations on
policies can be performed on the corresponding MTBDD representations
using equivalent graph-theoretic operations. Many efficient operations for
manipulating data in MTBDDs have been proposed in the literature.

The Reasoner module of our policy reasoner uses the meta-policy
MTBDD that the Policy Merger has created to carry out policy reasoning.
Once the meta-policy MTBDD has been created, determining a transmission
reply in response to a transmission request is straightforward. The Reasoner
simply determines the transmission reply by traversing the path in the meta-policy MTBDD dictated by the transmis-
sion request. If this transmission request is a “complete” request, then it will dictate a complete path from the root
node to one of the terminal nodes—viz, Y , N, or NA node. If the path ends at the Y node, the transmission request is
granted permission; if the path ends at either the N or NA node, the transmission request is denied.

When the terminal nodes of the BDDs are reached, the pre-defined binary arithmetic operation, which we refer to
as the Terminal Node Combination Operation, is applied to obtain a resulting terminal node. A policy conflict occurs
when two different policies loaded on the Reasoner induce the Reasoner to compute two different transmission replies
for the same transmission request. The specified Terminal Node Combination Operation also determines the conflict
resolution policy of the reasoner. BRESAP+ uses the Deny Override Rule to resolve policy conflicts. According to
the deny override rule, the reasoner denies a transmission request if any of the active prohibitive policies denies that
transmission request.

During the policy merging process, the proposed policy reasoning methodology uses MTBDDs, instead of BDDs,
to represent intermediate policies (i.e., any policy that is not the final meta-policy) because of the importance of
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having the third terminal node—viz, the NA node. When merging multiple policies into one meta-policy, the NA
terminal node plays an important role in certain instances. For example, suppose an intermediate policy, say policy
A, explicitly permits a transmission request, say request x, and a second intermediate policy, say policy B, is not
applicable to request x—i.e., it neither prohibits nor permits the request explicitly. If the two policies are each part of
a larger meta-policy, say policy C, then they need to be merged to form policy C before any transmission requests are
evaluated. After the merging process, policy C should permit request x. If an MTBDD is used to represent policy B,
its NA node can be used to represent the fact that policy B neither permits nor denies request x. This would result in a
correctly formed meta-policy, viz policy C, that enables the policy reasoner to correctly evaluate request x. However,
if a BDD is used to denote policy B, then there is no way for the graphic representation of policy B to represent the fact
that request x is neither permitted nor denied. In such a case, if policy B uses the N node to represent not-applicability,
then the resulting meta-policy would not enable the policy reasoner to correctly evaluate request x—specifically, the
resulting meta-policy would cause the policy reasoner to deny request x (assuming the Deny Override Rule is in
effect), which is an incorrect evaluation. On the other hand, if policy B uses the Y node to represent not-applicability,
this would violate the semantics of the BDD representation of the policy.

It should be noted that although there is an important logical difference between the N and NA nodes when
representing intermediate policies (as explained above), there is no difference between the two terminal nodes in the
meta-policy. This is because all transmission requests whose corresponding paths terminate at either the N or NA
node are denied by the Reasoner module. Therefore, we can simply treat the meta-policy MTBDD as a BDD with
two terminal nodes (viz Y and N nodes) by combining the N and NA nodes into a single N node. This means that
we can use a BDD instead of an MTBDD to represent a meta-policy. The use of a BDD, as opposed to an MTBDD,
is advantageous because it enables us to decrease the size of the meta-policy representation (i.e., smaller number of
nodes), and enables the use of a number of graph-theoretic algorithms that work only on BDDs.

BRESAP uses an MTBDD-based merging approach. In the MTBDD-based merging approach, policies are first
represented as BDDs. These BDDs are then merged to get a meta-policy MTBDD which is then processed upon and
converted into a meta-policy BDD. The meta-policy BDD is then used for reasoning. The intermediate MTBDDs that
MTBDD-based reasoner uses for combining the policies may have up to three terminal nodes viz. N, NA and Y . The
terminal node combination approach that MTBDD-based reasoner uses while combining the policies is shown below:
Y ∧ Y → Y
Y ∧ NA→ Y
N ∧ NA→ N
N ∧ N → N
Y ∧ N → N

The result of using this terminal node combination approach is that, effectively, in case of two permissive policies,
we “OR” the two policies, and in case of two prohibitive policies or one permissive and one prohibitive policy, we
“AND” the two policies. This observation leads us to an intuitive approach that is used in BRESAP+, wherein, we can
modify the specified terminal combination approach to use just BDDs instead of MTBDDs while combining any two
policies. The terminal node combination approach used in the BDD-based reasoner would be used in the following
way to merge policies:
Two permissive policies are always “ORed” together.
Y ∨ Y → Y
Y ∨ N → Y
N ∨ N → N
One permissive Policy and one prohibitive policy or two prohibitive policies are always “ANDed” together.
Y ∧ Y → Y
Y ∧ N → N
N ∧ N → N

Special attention is warranted when merging permissive and prohibitive policies. Suppose we want to merge
a permissive and a prohibitive policy using the BDD-based reasoner. In this combination, when we merge the “N”
terminal of a permissive and “Y” terminal of the prohibitive policy. The correct result here would be an “NA” terminal.
However, a BDD does not have an “NA” terminal, and hence this policy merging is incorrect as it would lead to loss
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of valid paths if any other permissive policy is combined with this meta-policy.
In order to avoid this loss of valid paths in the BDD-based merging, we change the way in which the policies are

merged. We maintain two meta-policy BDDs one for all the permissive policies and a second for all the prohibitive
policies. Any new permissive policy is combined with the permissive meta-policy BDD while any new prohibitive
policy is merged with the prohibitive meta-policy BDD. When there are no more policies that need to be merged
with either the permissive or prohibitive meta-policy BDD, the two meta-policy BDDs are combined to form a single
meta-policy BDD. Note that we combine the permissive and the prohibitive meta-policy BDDs only at the last instant.
At this point, the NA terminal and the N terminal need to be merged into one since no more policies need to be
merged with the meta-policy BDD and we don’t need the NA terminal anymore. This approach for merging policies
is advantageous as it leads to a final meta-policy BDD with less number of nodes, thus reducing memory overhead of
BRESAP+.

4.5. Reasoner

To compute a transmission reply in response to a transmission request, the Reasoner uses the meta-policy BDD
and the Boolean interpretation of the transmission request. The Reasoner sends one of the following responses to the
SSR:

• Yes: This response is given to a valid transmission request. The transmission is allowed. The SSR cannot
transmit unless it receives such a message.

• No, invalid TX request: This response is given to an invalid transmission request. The transmission is not
allowed, but if the SSR applies a set of appropriate changes to its transmission request, the transmission will be
allowed. These changes are called opportunity constraints.

• No, under-specified TX request: This response is given to an under-specified transmission request. The
transmission request is incomplete, but will be allowed if the SSR applies the appropriate opportunity constraints
to its transmission request.

If a transmission request is under-specified, the Reasoner simplifies the meta-policy BDD and then uses one of the
reasoning algorithms to find the opportunity constraints, i.e. appropriate values for parameters that are not specified
in the transmission request.

When a transmission request is invalid, the path specified by the request ends at the N terminal node of the meta-
policy BDD. In such a case, the Reasoner needs to compute the correct opportunity constraints by finding a new path
that terminates at the Y node and has certain specific properties. The Boolean variables and their values represented by
this new path constitute the opportunity constraints. There are several performance issues that need to be considered
when determining this path. We provide more details on how to determine the new path in the next section.

4.6. Policy Preprocessor

When merging two BDDs into one BDD, we need to analyze the Boolean expressions represented by the nodes
of each BDD prior to merging. Without such analysis, the resulting BDD after merging may contain nodes that
represent illogical policy constraints. Such paths in the meta-policy BDD can cause the Reasoner to compute illogical
opportunity constraints. For example, consider the following two policies:

• P1: Allow transmission only in frequency band [233 MHz, 235 MHz].

• P2: Allow transmission only in frequency band [250 MHz, 255 MHz].

Suppose we assign the Boolean variables, X1 and X2, to the frequency bands [233 MHz, 235 MHz] and [250
MHz, 255 MHz], respectively. The BDD representations of P1, P2, and the combination of them (P1&P2) are shown
in Figure 5.

Suppose that the BDD representation of P1&P2 represents the meta-policy BDD. In this case, the Reasoner
would compute the opportunity constraint represented by the path to the Y terminal node—viz, X1 = 1 and X2 = 1.
It is obvious that this opportunity constraint is illogical, because the transmission frequency cannot be in both bands
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Figure 5: BDD representations for P1, P2 and their combination.

Table 1: Algorithms Parameters
Variable Description

Y Y-terminal node of BDD
N N-terminal node of BDD

high(t) high child of node t
low(t) low child of node t
var(t) variable of node t

p the path that is determined by the transmission request
path the array that stores opportunity constraint
〈x〉 the value assigned to Boolean variable x

S ize(B) number of nodes in BDD B
c[i] the flip cost of the Boolean variable xi

MC[i] the minimum cost sum of any path between node i and the Y-terminal node
MaxPaths the maximum number of optimal solutions that the SSR prescribes the PR to generate

simultaneously. Existence of such illogical paths can cause the reasoner to return illogical opportunity constraints and
hence such illogical paths must be removed from the meta-policy BDD.

The policy preprocessor semantically analyzes the Boolean expressions generated by the Policy Parser module
and generates additional constraints (Boolean expressions), which we refer to as auxiliary rules, such that, when these
auxiliary rules are combined with the meta-policy BDD, they eliminate all the illogical paths from the meta-policy
BDD. These auxiliary rules represent the constraints for dynamic spectrum access, and the Preprocessor module is
thus responsible for enforcing the constraints by eliminating the illegal paths which violate them. Currently we do not
consider cross domain environmental constraints, so BRESAP uses one auxiliary rule per domain to constrain all the
parameters in that particular domain. For instance, in the previous example, the Policy Preprocessor would generate
the rule: “Either X1 or X2 can be true, but not both.”, i.e. ¬(X1&X2) where ¬ and & represent binary negation
and the logical AND operation respectively. Then the Policy Converter converts this rule to an MTBDD. The Policy
Merger merges this MTBDD with policy MTBDDs so that all of the illogical paths end at the N terminal node in the
meta-policy BDD. A more detailed description of our policy preprocessor can be found in [22].

5. The Reasoning Algorithms

We have devised four different algorithms used by the Reasoner to compute opportunity constraints. These algo-
rithms are: FindPath, GreedyPath, MinCostPath, and AllMinCostPath algorithms. The FindPath algorithm evaluates
transmission requests by traversing the meta-policy BDD. The GreedyPath algorithm computes a set of suboptimal
opportunity constraints for an invalid transmission request with minimal runtime latency. The MinCostPath algorithm
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computes a set of optimal opportunity constraints for an invalid transmission request. The AllMinCostPath algorithm
computes multiple sets of optimal opportunity constraints for an invalid transmission request. Table 1 summarizes the
variables that are used in these algorithms.

5.1. FindPath Algorithm

The FindPath algorithm utilizes the observation that in BDDs, if a given node is not the N terminal node, it
has at least one path leading to the Y terminal node. This algorithm is used for evaluating transmission request via
traversing the meta-policy BDD but we can use it for computing a transmission opportunity for an under-specified
transmission request. A pseudo-code of the FindPath algorithm is given below. In this pseudo-code, terminal nodes
are represented by N and Y . Also, high(t) and low(t) represent high-child and low-child of node t, respectively. The
FindPath algorithm finds a path that terminates at the Y terminal node and stores this path in the array Path.

To find a path from the root node to the Y terminal node, we apply FindPath algorithm to the root node. The
FindPath algorithm traverses a BDD from top to bottom, one level at a time, recursively. Hence, the number of
recursive calls to the algorithm is at most n and the algorithm’s complexity is O(n), where n is the height of the BDD.
Note that n is also equal to the number of variables in the BDD. This algorithm is guaranteed to find a path from the
root node to the Y terminal node, if such a path exists.

Algorithm 1 FindPath Algorithm
Input: BDD, start node
Output: Path

1: FindPath(t)
2: Add node t to array Path
3: if (high(t) = Y or low(t) = Y) then
4: return True
5: else if (low(t) = N) then
6: return FindPath(high(t))
7: else
8: return FindPath(low(t))
9: end if

5.2. GreedyPath Algorithm

The GreedyPath algorithm quickly finds a path that leads to the Y terminal node but this path may not be optimal.
In the context of opportunity constraints, an optimal solution refers to a set of constraints that requires a minimum
number of changes to the SSRs original transmission request. The GreedyPath algorithm does not guarantee an
optimal solution, but many of its output paths are optimal. This algorithms complexity is significantly lower compared
to algorithms that compute an optimal path, and hence it finds a solution much faster.

Suppose that the path that ends in the N terminal node has length m and is stored in the array p[0], . . . , p[m − 1],
i.e., p[0] is the root node, p[m − 1] is the N terminal node and the other elements of p represent the other nodes
along the path. Also, assume that 〈xi〉 is a value assigned to the Boolean variable xi by the Transmission Request
Interpreter during the process of evaluating a transmission request. The notations high(t), low(t), and var(t) represent
the high-child, the low-child and the variable of node t, respectively. The GreedyPath algorithm finds a suboptimal
path that leads to the Y terminal node and stores the new path in the array Path. The policy reasoner returns this array
to the SSR as a set of opportunity constraints. The pseudo-code for the GreedyPath algorithm is given below.

Like the FindPath algorithm, the GreedyPath algorithm traverses a BDD from the top to the bottom, one level at
a time, recursively. However, unlike FindPath, we apply GreedyPath to a node that is directly connected to the N
terminal node by an edge (i.e., node stored in p[m − 2]). Starting from this node, GreedyPath finds a path towards
the Y terminal node such that the value of each Boolean variable in the path is the same as its value assigned by the
Transmission Request Interpreter unless this assigned value leads to the N terminal node.

The number of recursive calls to the GreedyPath algorithm is at most n, and the algorithm’s complexity is O(n),
where n is the height of the BDD. Note that n is also equal to the number of variables.
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Algorithm 2 GreedyPath Algorithm
Input: BDD, p, 〈xi〉

Output: Path
GreedyPath (t)

2: Add node t to Path
if (high(t) = Y or low(t) = Y) then

4: return True
else if 〈xvar(t)〉 = 0 then

6: if (low(t) = N) then
return GreedyPath (high(t))

8: else
return GreedyPath (low(t))

10: end if
else if (high(t) = N) then

12: return GreedyPath (low(t))
else

14: return GreedyPath (high(t))
end if

5.3. MinCostPath Algorithm

The MinCostPath algorithm is used by the Reasoner when it needs to compute optimal opportunity constraints
in response to an invalid transmission request sent by the System Strategy Reasoner. The definition of optimality
is described in the previous subsection. Unlike the GreedyPath algorithm, the MinCostPath algorithm is guaranteed
to find an optimal path from the root node to the Y terminal node. The MinCostPath algorithm finds an optimal
opportunity constraint by solving the following problem:

Problem 1. Suppose that X = (x1, . . . , xn) is a sequence of BDD variables and that each variable, xi, is associated
with a constant non-negative cost ci. In the BDD, find a path from the root node to the Y-terminal node such that the
cost sum, α1c1 + . . . + αncn, is minimized, where αi denotes a Boolean value assigned to xi.

By solving the above problem, MinCostPath can be used to compute the opportunity constraints that are optimal
in the context of the following cases:

• Case 1. Suppose that the parameters of a transmission request are not weighted. In this case, the Reasoner
assigns a unitflip cost to each of the variables in the meta-policy BDD, i.e. the cost of flipping each Boolean
variable xi is equal to one. Using the MinCostPath algorithm, the Reasoner computes a set of opportunity
constraints by finding a path to the Y-node with a minimum cost sum. This path minimizes the number of
changes to the variable assignment made by the Transmission Request Interpreter. Hence, as a result, the
number of transmission parameter changes prescribed by the computed opportunity constraints is minimized.
If we assume that the parameters included in the transmission request were optimized by the System Strategy
Reasoner to meet some performance criteria, it is obvious that it is advantageous to make as few changes to
those parameters as possible.

• Case 2. Suppose that the SSR assigns a non-negative changing cost to each of the transmission parameters based
on a pre-defined criterion such as the difficulty of changing a parameter or its importance. For example, the SSR
may assign a greater changing cost to the transmission power level compared to the modulation method because
of its greater effect on network performance. The reasoner assigns a flip cost value to each variable in the meta-
policy BDD that is equal to the changing cost assigned to the corresponding transmission parameter. Using the
MinCostPath algorithm, the Reasoner computes a set of opportunity constraints by finding a path to the Y-node
with a minimum cost sum. The resulting path is found by making preferential changes to the variable assignment
made by the Transmission Request Interpreter—i.e., making preferential changes to variable assignments in
which changing the variables have less cost whenever possible. Using this strategy, the Reasoner can compute
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a set of opportunity constraints that prescribes changes to the transmission parameters which take into account
their weighted importance.

In the MinCostPath algorithm, we assume that the variable ordering is x1 < . . . < xn and the nodes are numbered
from the bottom of the BDD, i.e., if var(x) represents the Boolean variable of node x then var(i) > var( j) ⇒ i < j.
The pseudo-code of the algorithm is given below. In the algorithm, we set MC[0] = +∞—this prevents the algorithm
from outputting a path that terminates at the N-node (node 0).

To avoid a path that terminates at the N-node (node 0) as the final result of the algorithm, we set MC[0] = +∞.

Algorithm 3 MinCostPath Algorithm
Input: BDD, c[i]
Output: Path

MC[0] = +∞

MC[1] = 0
3: for i = 2 to S ize(B) − 1 do

l = low(i)
h = high(i)

6: v = var(i)
if 〈xv〉 = 0 then

if (MC[l] ≤ MC[h] + c[v]) then
9: MC[i] = MC[l]

Path[i] = 0
else

12: MC[i] = MC[h] + c[v]
Path[i] = 1

end if
15: else

if (MC[h] ≤ MC[l] + c[v]) then
MC[i] = MC[h]

18: Path[i] = 1
else

MC[i] = MC[l] + c[v]
21: Path[i] = 0

end if
end if

24: end for

Theorem 1. Given the cost of each variable in a BDD, the MinCostPath algorithm finds the path with minimum cost
sum.

use strong induction to prove the correctness of the algorithm. Suppose that APi denotes the set of all paths between
node i and the Y terminal node. We define three functions R(i), t(u) and C(u, v) as follows:

R(i) = min
p
{cost(p)|p ∈ APi}

t(u) =

{
high(u) if 〈xvar(u)〉 = 0
low(u) if 〈xvar(u)〉 = 1

C(u, v) =

{
c[var(u)] for v = t(u)
0 otherwise
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Because all paths from node i to terminal nodes passes through low(i) or high(i), we can define a recursive defini-
tion for R(i):

R(i) = min
child(i)

{R(child(i)) + C(i, child(i))} (1)

where child(i) ∈ {high(i), low(i)}. We want to prove MC[i] = R(i) by strong induction on i. We define R(0) = MC[0] =

+∞ and R(1) = MC[1] = 0.
Assume that for all i ≤ m− 1, we have MC[i] = R(i). We need to prove that MC[m] = R(m). Because the ordering

is x1 < . . . < xn, we know that var(m) < var(low(m)) and var(m) < var(high(m)), hence low(m) < m and high(m) < m
that results in MC[low(m)] = R(low(m)) and MC[high(m)] = R(high(m)). Suppose that 〈xvar(m)〉 = 0, so we have
t(m) = high(m) and consequently

C(m, child(m)) =

{
c[var(m)] for child(m) = high(m)
0 otherwise . From the algorithm, we know that:

MC[m] = min(MC[low(m)],MC[high(m)] + c[var(m)])
= min(R(low(m)),R(high(m)) + c[var(m)])
= min

child(m)
{R(child(m)) + C(m, child(m))}

= R(m)

The last equality is a result of Equation (1).
Similarly for 〈xvar(m)〉 = 1, it can be proved that MC[m] = R(m).
Because the algorithm includes a loop with b = S ize(B) iterations, its complexity is O(b).

5.4. AllMinCostPath Algorithm

Algorithm 4 CreateCostMap
Input: BDD, c[i]
Output: MC[i],NodeList[]

MC[0] = +∞

MC[1] = +∞

MC[2] = 0
4: for (i = 3 to S ize(B) − 1) do

l = low(i)
h = high(i)
v = var(i)

8: if 〈xv〉 = 1 then
MC[i] = Min(MC[l] + c[v],MC[h])
if (MC[l] + c[v] == MC[h]) then

NodeList.add(〈xv〉)
12: end if

else
MC[i] = Min(MC[l],MC[h] + c[v])
if MC[l] == MC[h] + c[v] then

16: NodeList.add(〈xv〉)
end if

end if
end for

The AllMinCostPath algorithm can be used by the Reasoner to find multiple optimal opportunity constraints. Mul-
tiple optimal opportunity constraints exist when the meta-policy BDD has multiple paths with the same minimum cost
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value. The AllMinCostPath algorithm is capable of identifying all the minimum cost paths. However, in some cases,
the number of paths with the same minimum cost in the meta-policy BDD will be large, thus causing the processing
latency of the Reasoner to be overly long and unacceptable for real-time operation. To avoid such situations, one of
the inputs to the AllMinCostPath algorithm is a parameter from the SSR which prescribes the maximum number of
optimal solutions.

The definition of arrays and variables and the variable ordering that are used in the AllMinCostPath algorithm
is the same as those used in the MinCostPath algorithm. The only additional variable is MaxPaths that defines the
maximum number of optimal solutions that the SSR prescribes the PR to generate. The AllMinCostPath algorithm
needs inputs from another algorithm, called CreateCostMap, to generate its outputs. A brief description of the two
algorithms are given below, and their pseudo codes are given in Algortihm 4 and Algorithm 5, respectively.

Algorithm 5 AllMinCostPath
Input: MC[i], NodeList[], c[i], Re f RootNode, MinCostPathNum, MaxPaths
Output: Path[]

if MaxPaths < MinCostPathNum then
MinCostPathNum = MaxPaths

end if
for (i = 0 to MinCostPathNum) do

5: RootNode = Re f RootNode
l = low(i)
h = high(i)
v = var(i)
while (RootNode , TerminalNode) do

10: if (〈xv〉 = 1) then
if (MC[l] + c[v] < MC[h]) then

RootNode = low(RootNode)
else if (MC[l] + c[v] == MC[h]) then

RootNode = high(RootNode)
15: RemNodeList.add(〈xv〉)

else
RootNode = high(RootNode)

end if
else

20: if (MC(h) + c[v] < MC[l]) then
RootNode = high(RootNode)

else if (MC[h] + c[v] == MC[l]) then
RootNode = low(RootNode)
RemNodeList.add(〈xv〉)

25: else
RootNode = low(RootNode)

end if
end if
if (RootNode = TerminalNode) then

30: if (RemNodeList , Ø) then
j = GetLastNode(RemNodeList)
MC[high(high( j))] = +∞

MC[low(high( j))] = +∞

end if
35: end if

end while
end for
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Table 2: Reasoning Algorithms
Algortihm Complexity Optimal Path Number of Paths
FindPath O(n) No single

GreedyPath O(n) No single
MinCostPath O(b) Yes single

AllMinCostPath O(b + np)1 Yes multiple

1. CreateCostMap - The cost from each node to the Y terminal node is calculated. Also the total number of
minimum cost paths is calculated.

2. AllMinCostPath - This algorithm iterates through the meta-policy BDD x times, where x is either the number
of minimum cost paths or MaxPaths, whichever is smaller. Each iteration results in one path. The algorithm
avoids traversing the same path twice by changing the paths weight to infinity before starting the next iteration.

The correctness of AllMinCostPath algorithm is dependent on the correctness of the MinCostPath algorithm. The
total complexity of AllMinCostPath, including the complexity of CreateCostMap, is O(b + pn), where b is the size
of the meta-policy BDD, p is the number of optimal paths, and n is the height of the meta-policy BDD (number of
variables). Note that the complexity of CreateCostMap is O(b) and the complexity of AllPathTraversal by itself is
O(np).

5.5. Comparison of Reasoning Algorithms
Table 2 compares the four reasoning algorithms proposed in this paper. From the table, we can see that the com-

plexity of the FindPath and GreedyPath algorithms are less than those of the other two algorithms, but they are unable
to guarantee an optimal solution. On the other hand, the MinCostPath and AllMinCostPath algorithms guarantee at
least one optimal solution, but they have greater complexity. Note that both MinCostPath and AllMinCostPath have
an exponential time complexity, since the number of nodes of a BDD is exponential in the number of variables in the
worst case. However, in [3], we showed that the size of BDDs generated to represent spectrum policies is polynomial
in the number of variables in most cases.

6. Experimental Evaluation

We have developed prototype for a device independent policy reasoner in Java that facilitates Dynamic spectrum
access. The processing tasks performed by the policy reasoner can be divided into two types: offline tasks and online
tasks. These two types of processing tasks are described below.

• Offline tasks: Offline tasks can be carried out while initializing the radio or whenever the radio downloads a
new policy and hence we consider the processing involved in this module to be less time critical. The modules
that carry out offline tasks are policy parser, policy preprocessor, policy converter and policy merger.

• Online tasks: Online tasks are time critical and affect the performance of policy reasoner. Interpreting trans-
mission requests and reasoning are from this type.

For the purpose of evaluation we generated frequency, time and radio location dependent SWRL policies. The number
of policies was varied from five to fifty while varying the number of variables (or AEs) in each of the policies from
five to fifteen. The experiments were conducted on Intel Core 2 CPU 1.86GHz machine with 3GB RAM.

6.1. Offline Processing
The policy reasoner carries out four tasks offline: (1) converting the SWRL policies into Boolean functions using

the JDOM parser (parsing), (2) preprocessing policies, (3) converting the Boolean functions of the policies and the
auxiliary rules into MTBDDs (building) and (4) generating the meta-policy BDD by merging the individual MTBDDs.

1This includes the complexity of CreateCostMap.
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Figure 6: Offline processing time vs. number of AEs

Figure 6 shows the performance of the offline tasks in a semi-logarithmic format. The curve with the triangle
markers shows the time taken by the policy parser module to parse a policy when the number of AEs is varied from
5 to 15; the curve with the circle markers shows the cumulative time taken till the generation of the MTBDD, i.e. till
the end of policy converter module; and the curve with the square markers illustrates the cumulative time taken till the
merging of the MTBDD with the existing meta-policy BDD which is equivalent to the total offline time.

6.2. Online Processing

The policy reasoner carries out two tasks online: (1) Interpreting the transmission request and giving values to
AEs of each policy, and (2) performing reasoning algorithms. The time taken for reasoning and returning trans-
mission opportunity constraints depends on the number of AEs in the policies and the type and complexity of
the policies that have been used to create the Meta-policy BDD. The policy reasoner traverses the meta-policy
BDD using the values that the Transmission Request Interpreter module has assigned to the Boolean Variables.
The Reasoner first uses the FindPath algorithm for this purpose. If the transmission request is allowed, the Rea-
soner sends back a positive reply to the System Strategy Reasoner. However, if the Reasoner determines that the
transmission request is invalid or incomplete, then the Reasoner returns a transmission denial reply along with
opportunity constraints appropriate for that transmission request. The Reasoner may use any one of the three al-
gorithms (viz. GreedyPath algorithm, MinCostPath algorithm or AllMinCostPath algorithm) to compute the op-
portunity constraints. In general, the computation time of the reasoning increases proportionally to the follow-
ing factors: number of policies, number of Boolean variables per policy, and number of constraints per policy.
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Figure 7: Total online processing time using the MinCost-
Path Algorithm.

Figure 7, shows the computation time to compute the oppor-
tunity constraints, using the MinCostPath algorithm, as the num-
ber of policies is increased from 5 to 50 and the number of AEs
per policy is increased from 5 to 15. The reasoning algorithm
used in this case was MinCostPath Algorithm. The time plotted
on the Y axis includes the time taken by the Transmission Re-
quest Interpreter, the time taken by the FindPath algorithm, and
the time taken by the MinCostPath algorithm when the transmis-
sion request is denied. Note that the results in Figure 7 were
generated with only transmission requests that were denied (and
consequently resulted in the computation of the corresponding
opportunity constraints).
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Figure 8: Computation time of the reasoning algorithms vs. number of AEs per policy

Figure 8 compares the performance of the three reasoning algorithms using a set of 50 policies as the number
of boolean variables per policy is increased from 5 to 15. Note that this figure only shows the computation time
required for computing the opportunity constraints. As expected the computation time of the GreedyPath algorithm
is much less as compared to that of the MinCostPath and the AllMinCostPath algorithms. We can also notice that
the computation time of the AllMinCostPath algorithm is more than that of the MinCostpath algorithm, which can
be attributed to the fact that the AllMinCostpath algorithm iterates the meta-policy BDD multiple times while the
MinCostPath algorithm iterates through the meta-policy BDD just once.

As mentioned in Section 4.4, BRESAP+ uses a merging approach that is different from the one used in BRESAP.
In BRESAP, MTBDDs are used for intermediate policies at the time of merging, but for BRESAP+ two separate
BDDs (for permissive and prohibitive policies respectively) are used. Figure 9 illustrates the result of the new policy
merging approach that reduces the number of nodes of the meta-policy BDD which results in huge reduction of
required memory in BRESAP+.

Figure 9: Comparison of the two policy merging approaches.

A set of transmission opportunity constraints that is produced by the reasoning algorithms may not be useful
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to the SSR. This may be due to illogical paths (discussed in Section 4.6) or limitations imposed on the SSR when
choosing transmission parameters. For example, a set of transmission opportunity constraint may prescribe that the
radio must transmit signals with a lower power in a given band, but the SSR cannot decrease the transmission power
due to quality-of-service requirements. In such a case, the SSR may reject the set of opportunity constraints generated
by the policy reasoner. The percentage of rejected opportunity constraints is a metric for quantifying the quality of
opportunity constraints. Figure 10 shows the percentage of rejected opportunity constraints vs. the number of policies
processed by the Reasoner during one experiment. As expected, BRESAP+ outperforms BRESAP in terms of this
metric because 1) the Policy Preprocessor that is employed by BRESAP+ prevents illogical paths in the meta-policy
BDD and 2) the AllMinCostPath algorithm of BRESAP+ returns multiple optimal solutions (i.e., optimal opportunity
constraints), which increases the likelihood that at least one solution is accepted by the SSR. From Figure 10, we
can see that there is a positive correlation between the number of active policies and the percentage of rejected
opportunity constraints. This phenomenon can be attributed to the fact that the increase in the number of policies
results in the increase of illogical paths in the resulting meta-policy BDD, which in turn increases the probability of
rejected opportunity constraints.
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Figure 10: Percentage of rejected opportunity constraints vs. number of policies.

7. Conclusion

Policy reasoning is a key ingredient in policy-based spectrum access. In this paper, we described the design and
implementation of a novel policy reasoner. The proposed policy reasoner uses multi-terminal binary decision diagrams
(MTBDDs) to represent, interpret, and process policies in an efficient manner. The proposed policy reasoner has the
capability to process either under-specified or invalid transmission requests sent by the system strategy reasoner.
We have also proposed four different graph-based algorithms for computing the opportunity constraints. In this
paper, we have demonstrated that spectrum access policies can be processed efficiently by converting the policy
reasoning problem into a graph-based Boolean function manipulation problem. Our work takes a small step forward
in addressing the problem of designing policy reasoners that can correctly process complex policies while satisfying
the stringent spectrum access control requirements of the spectrum stakeholders.
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