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Abstract—Mobile Ad hoc NETworks (MANETs) are 
decentralized environments comprised of mobile 
computing devices that interact among each other via 
multi-hop wireless links. MANET nodes forward packets 
on behalf of other nodes in the network. Such routing 
decisions are made autonomously by individual nodes. 
MANET characteristics make them highly vulnerable to a 
myriad of physical and cyber attacks. Cryptographic 
solutions, while effective for maintaining confidentiality 
and authentication, cannot mitigate some critical attacks 
on MANET availability, in particular insider and 
protocol-compliant routing disruption Denial-of-Service 
(DoS) attacks. This paper proposes a novel secure routing 
architecture for MANET called ThroughpUt-Feedback 
(TUF) routing, which is designed to be resilient against 
most known forms of routing disruption DoS attacks. Our 
approach is to monitor the end-to-end "good" throughput 
(or "goodput") of closed-loop flows to detect attacks that 
are impossible to detect using existing methods operating 
at the network layer. A major advantage of the TUF 
architecture is that it can be readily integrated into 
on-demand source routing protocols. TUF provides 
mechanisms that monitor the goodput of the current route 
to detect abnormalities (e.g., node or link failures, DoS 
attacks, etc.), and then initiates a route rebuilding process 
once the route has been determined to be abnormal. TUF 
is agile in that it is designed in a way that allows it to limit 
control overhead by using low-overhead schemes until an 
attack condition requires the use of higher-overhead route 
management schemes. Using analysis and simulations, we 
show that the TUF architecture is resilient against a wide 
range of attacks, including protocol-compliant (also 
known as "JellyFish") attacks. 

Keywords-Mobile Ad Hoc Networks; Denial-of-Service 

Attacks 

I. INTRODUCTION 
In a Mobile Ad hoc NETwork (MANET), wireless 

devices communicate by forwarding packets on behalf 
of other devices—there is no central base station or 

fixed infrastructure to handle data routing. MANETs 
are particularly useful when a fixed infrastructure (e.g., 
a base station or access point) is impractical due to 
space or time constraints or when an existing 
infrastructure is not suitable for the required task. 
Example applications range from mission-critical, such 
as military communication and disaster relief, to 
ordinary daily-use applications such as inter-PDA 
(Personal Digital Assistant) communications. For 
mission-critical and other information-sensitive 
applications, the dependability and security aspects of 
the network, including reliability and availability, are of 
great importance. 

Denial of Service (DoS) attacks is a major obstacle to 
MANET security. To date, quite a few DoS attacks that 
can threaten MANETs have been discovered and 
discussed in the literature. According to the goals of an 
attack, DoS attacks can be broadly classified into two 
classes: routing disruption attacks and resource 
consumption attacks [11]. A routing disruption attack 
attempts to cause legitimate data packets to be routed in 
a dysfunctional way, whereas a resource consumption 
attack injects packets into the network to consume 
valuable network and node computing and 
communication resources. In this paper we focus on the 
first class of DoS attacks.  

We divide routing disruption DoS attacks based on 
their different levels of sophistication into three 
categories: outsider attacks, insider attacks, and 
protocol-compliant attacks. Outsider attacks are the 
easiest type of attack to defend against. The attackers 
are assumed to have no knowledge of the keys that are 
used to encrypt and authenticate the data and routing 
control packets. Preventing outside attackers from 
tampering with the data is accomplished by encryption 
and authentication schemes. Several schemes for 
providing such security mechanisms for MANETs have 
been proposed [10, 11, 19, 20, 24, 28]. 

In an insider attack, the attacker has compromised or 
captured a node, thus gaining access to encryption and 
authentication keys. Also “selfish” behavior by nodes 
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that act in a non-cooperative manner but are legitimate 
members of a network also may be considered a form 
of insider attack. In both cases, conventional security 
mechanisms (i.e., encryption and authentication) cannot 
deter the attacks. The primary method of detecting and 
mitigating insider attacks is to monitor the packet 
forwarding behavior among the nodes [2, 4, 18, 27]. 
Also, there are approaches that focus on thwarting 
specific forms of insider attacks [12, 13, 25]. 

A new class of DoS attacks, called 
protocol-compliant DoS attacks, was introduced 
recently [1]. This class of attacks is the most difficult to 
defend against. In [1], Aad et al. refer to such attacks as 
“JellyFish” (JF) attacks. While the two types of attacks 
discussed above disobey protocol rules, JF attacks 
conform to all routing and forwarding rules. They are 
also passive, and therefore difficult to detect. A typical 
target of JF attacks is closed-loop flows that respond to 
packet delay and loss. Examples include TCP and 
congestion-controlled UDP (e.g., unicasts that employ 
TFRC [8]). Protecting MANETs against JF attacks is a 
formidable task that has yet to be addressed. 

The main contribution of this paper is a routing 
architecture for MANETs that is resilient to a wide 
range of attacks, including protocol-compliant attacks. 
Our approach is to monitor the end-to-end “good” 
throughput (or “goodput”) of a closed-loop flow to 
detect attacks that may be, otherwise, impossible to 
detect using existing methods [1]. The justification for 
this is based on the following observation that all 
known forms of DoS attacks lower network goodput. 
We refer to our approach as the ThroughpUt-Feedback 
routing (TUF) architecture. The proposed TUF 
architecture supports all on-demand source routing 
protocols and is composed of two components: 
Throughput Monitoring (TM) and Route Rebuilding 
(RR). TM is the module responsible for detecting any 
abnormalities that might occur on a route. RR is 
invoked by TM to find a new route if any abnormalities 
are detected. When RR is invoked, one of two 
algorithms is employed to build a new route: namely, 
least-alike re-routing (LARR) and link exclusion 
re-routing (LERR). While LARR is more efficient and 
suitable when the number of attackers is small, LERR is 
better able to cope with a large number of attackers. 

The advantages of our solution can be summarized as 
follows: (1) To the best of our knowledge, there is no 
known security mechanism or routing architecture that 
can defend against protocol-compliant attacks. Our 
simulation results show that TUF can effectively thwart 
such attacks; (2) TUF is capable of circumventing a 
variety of insider attacks such as blackhole, grayhole, 
rushing, and wormhole attacks; and (3) TUF is agile in 
that it is designed in a way that allows it to limit control 
overhead by using low-overhead schemes until an 
attack condition requires the use of higher-overhead 
route management schemes. 

The remainder of this paper is organized as follows. 
Section II discusses research related to the topic of 
MANET routing security and provides technical 
background of TUF. Section III introduces TUF and its 
modules. The security aspects of TUF are explored in 
Section IV. The simulation results are shown in Section 
V. Finally, we discuss conclusions and future work in 
Section VI. 

II. RELATED RESEARCH 

A. Network Layer DoS Attacks on MANET and 
Countermeasures 

Spoofing and replay [14] are typical outsider attacks. 
They can be countered by encryption and packet 
authentication [10, 11, 19, 20, 24, 28]. The Secure 
Routing Protocol (SRP) [19] designs a security 
extension header that is attached to control packets for 
route discovery. SRP can be either used in the Dynamic 
Source Routing (DSR) [15] or in the Interzone Routing 
Protocol of the Zone Routing Protocol (ZRP) [22]. 
Secure Link-State Protocol (SLSP) [20] ensures the 
security of link-state updates with digital signatures and 
one-way hash chains. SLSP can provide authentication 
service to Intrazone Routing Protocol of the ZRP. 
ARAN [24] and SAODV [28] are both security 
enhancements to the Ad hoc On-demand Distance 
Vector (AODV) [23] routing protocol. Ariadne [11] and 
SEAD [10] provide efficient authentication for the DSR 
and Destination-Sequenced Distance Vector (DSDV) 
[21] routing protocol respectively. SEAD uses one-way 
hash chains for authentication keys whereas Ariadne 
employs a variant of TESLA source authentication 
technique. 

Various insider attacks have been discussed in the 
literature, including blackhole, grayhole [11], rushing 
[13], wormhole [12], blackmail, flooding [11], and 
selfish attacks [5]. An overview of these attacks can be 
found in Section IV. It can be argued that a malicious 
node in a rushing or wormhole attack could act like a 
repeater without requiring knowledge of any keys. 
However, to really do harm, the attacker needs to 
distinguish control packets from data packets in either 
of the attacks. This is possible only when the attacker 
has knowledge of the encryption key. Therefore, we 
classify both attacks as insider attacks. The research 
community has made a great effort to combat insider 
attacks [2, 4, 12, 13, 18, 25, 27]. Awerbush et al. [2] 
propose a technique for detecting faulty links on a path 
from the source to the destination. They employ probe 
packets and search for the faulty links using a binary 
search. Hu et al. propose the Rushing Attack Prevention 
(RAP) scheme [13] as a generic defense against the 
rushing attack for protecting on-demand routing 
protocols. It uses secure neighbor detection and secure 
route discovery procedures to provide packet 
authentication while using randomized message 
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forwarding to mitigate the effects of a rushing attack. 
The same authors propose “packet leashes” [12] to 
thwart wormhole attacks during a route search process. 
In [25], Srdjan et al. propose SECTOR, which is a set 
of protocols to authenticate information exchanged 
when nodes encounter each other (e.g., each other’s 
identity, distance between the nodes, etc.) Using 
SECTOR, the maximum routing distance of routes can 
be controlled. A reputation-based system is another 
approach that has been proposed to thwart attacks by 
monitoring the traffic in a network [4, 18, 27]. Marti et 
al. [18] propose two modules—“watchdog” and 
“pathrater”—for this purpose. Watchdog is a module 
that detects neighbor node misbehavior in promiscuous 
mode of the wireless interface; and pathrater defines the 
route quality as the average reputation of the nodes on a 
route and chooses the route with the best quality. 
Several schemes use similar ideas [4, 27]. 

Protocol-compliant DoS attacks, also known as JF 
attacks [1], is by far the most difficult to defend against. 
In a JF attack, the malicious node can reorder packets, 
periodically drop packets, or increase packet jitter. 
Although such behavior can be considered a 
network-layer attack it will affect the transport-layer 
goodput by exploiting the vulnerabilities of the 
congestion control mechanism. It was shown in [1] that 
the JF attack can result in near zero goodput in the 
transport layer while keeping network-layer throughput 
fairly stable. Currently, there is no known 
countermeasure for the JF attack. (L’Hospital [16] is a 
very recent scheme that tries to use a community-based 
secure routing to thwart JF attack. However, this 
scheme assumes an intrusion detection system to detect 
JF attack. Our solution does not depend on the 
existence of such a system.) 

B. Overview of the Dynamic Source Routing Protocol 
(DSR) 

TUF is an architecture for secure routing in 
MANETs that can be applied to a wide range of 
on-demand routing protocols. TUF can be most readily 
integrated into on-demand source routing protocols. To 
demonstrate TUF’s functionalities, we describe it in the 
context of the Dynamic Source Routing Protocol (DSR) 
[15] that is recognized as the first on-demand routing 
protocol. DSR generally targets MANET with up to 
two hundred mobile nodes. DSR does not maintain any 
routing table, but it utilizes the source routing option in 
data packets to carry the routing information. Each 
node, using a Route Cache, stores one or more 
complete lists of node addresses that form a path 
towards a destination. DSR is composed of two phases: 
route discovery and route maintenance. 

Route discovery: When a node has packets to send, it 
first checks its route cache. If a route entry 
corresponding to the destination is not present in its 
route cache, a ROUTE REQUEST packet is broadcast 

over the network. The ROUTE REQUEST packet is 
uniquely identified by the source address, the 
destination address, and the sequence number that is 
incremented by the source node for each route discover 
request. Before an intermediate node forwards the 
packet, it appends its own address to the node list in the 
ROUTE REQUEST packet. When the ROUTE 
REQUEST packet reaches the destination node, it has 
accumulated the path from the source to the destination. 
If the underlying MAC layer supports bidirectional 
links, the destination node can get a valid route back to 
source node simply by reversing the source route 
recorded in the ROUTE REQUEST packet. In this case, 
the destination node sends back to the source node a 
ROUTE REPLY packet along the same route in the 
opposite direction. The ROUTE REPLY packet 
contains the information needed for the source node to 
route its packets to the destination node. If the 
underlying MAC layer only supports unidirectional 
links, the destination node performs another route 
discovery to find a route to the source and piggybacks 
the ROUTE REPLY packet in the ROUTE REQUEST 
packet. After the source node replies to the ROUTE 
REQUEST packet, both nodes acquire routing 
information to each other. It is possible for a node to 
receive the same ROUTE REQUEST packet multiple 
times because it is broadcast over the network. DSR 
requires a node to respond only to the first ROUTE 
REQUEST packet received and ignore the other 
duplicates, which is known as “duplicate suppression”. 
Note that duplicate suppression makes DSR vulnerable 
to rushing and wormhole attacks—if a malicious node 
manages to disseminate ROUTE REQUEST packets 
quickly so that they reach the other nodes before the 
legitimate packets, then the malicious node on a route 
with the least delay will always be included in the 
selected route. 

Route maintenance: Every node along a route is 
responsible for the validity of the downstream link 
connecting itself and its next hop node. Link validity 
can be verified at the MAC layer, or DSR control plane 
acknowledgements can be used for this purpose. If link 
breakage is found, the source node will be notified with 
a ROUTE ERROR packet. The source node then 
initiates another route discovery procedure. Note that 
this procedure has a vulnerability: since sending a 
ROUTE ERROR packet is voluntary, malicious nodes 
can break links without being detected by the source 
node. 

III. THE THROUGHPUT-FEEDBACK ROUTING 

ARCHITECTURE 

A. Network Assumptions 
TUF is an architecture for secure routing in 

MANETs that can be applied to a wide range of routing 
protocols. To facilitate our presentation of TUF, we 
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describe it in the context of DSR. Although DSR and 
TUF share some common features, they also have 
important differences. These include: (1) Unlike DSR, 
TUF does not allow nodes to reply to route requests 
using cached routes; (2) Unlike DSR, TUF does not 
support automatic route shortening; and (3) Unlike 
DSR, TUF does not support flow state extension. These 
differences arise from the security requirements of 
TUF. 

We assume all links in the network to be 
bidirectional. Also, we disregard DoS attacks to the 
physical or link layers of a wireless network. In a 
communication session, we assume that neither the 
source node nor the destination node is compromised or 
malicious. We consider only routing disruption attacks 
and do not consider resource consumption attacks. It is 
assumed that all control packets used in TUF are 
authenticated using some security mechanism (such as 
SRP [19] or Ariadne [11]). This means that TUF is 
inherently resistant against outsider attacks. We focus 
our discussions on insider and protocol-compliant 
attacks hereafter. Any route with one or more malicious 
nodes is considered to be infected. 

B. Throughput Monitoring (TM) and TUF Flow 
The TM module is one of TUF’s two main modules. 

The TM module exists in the source node of a 
communication route. Its primary function is to monitor 
the TCP goodput of a route after it has been built. If any 
abnormalities are observed in the route, the RR module 
is invoked to find a new route. Because the JF attack 
affects the transport layer goodput but not the network 
layer throughput, monitoring the former lets us detect 
JF attacks [1]. When UDP is employed, we assume that 
the application layer protocol with an end-to-end 
acknowledgement mechanism (e.g., Real-Time 
Streaming Protocol) will provide adequate state 
information that can be used to keep track of real-time 
statistics on transport layer goodput. Hereafter, we 
assume that goodput measurements are extracted from 
the TCP layer.  

In the TCP header, there is a 32-bit acknowledgement 
number field that specifies the sequence number of the 
next byte that a node is expecting from the other node 
that it is communicating with. This number indirectly 
indicates that the bytes corresponding to the range of 
sequence numbers from the initial number (of the 
present TCP connection) to the one just before the 
current sequence number have all been correctly 
received. Hence, a sending node can determine how 
many bytes have been correctly received by the 
receiving node by inspecting the largest 
acknowledgement number among the segments 
received. Now that we have a method of extracting 
goodput information from TCP segments, the next step 
is to set two crucial parameters: the observation interval 
and the goodput threshold. 

TM monitors a route’s status by making periodic 
observations on its goodput; the goodput is monitored 
over a time interval ∆t (sec). We also set another 
parameter, namely the threshold of acceptable 
throughput, which we represent as Gth (bytes/sec). If the 
observed goodput averaged over ∆t seconds is less than 
Gth, then the TM module determines that the current 
route is under attack. Note that a source node can 
distinguish attacks from link breakage, because the 
latter instance will cause the ROUTE ERROR packets 
to be sent to the source node. If TM determines that an 
attack is underway, then the RR is invoked.  

The values of ∆t and Gth are crucial in determining 
TUF’s performance. If ∆t is too large, then TUF will 
not react quickly enough to attacks. On the other hand, 
if ∆t is too small, fluctuations in the wireless link 
channel may trigger more unnecessary route rebuilds 
(i.e., cause more false positives). We propose to set the 
value of ∆t using the round trip time (RTT) between the 
source and destination node. It is known that the size of 
the TCP congestion window changes over time, which 
results in multiple crests and troughs in the curve of the 
TCP throughput over multiple RTT time spans [17]. 
We take a simplistic macroscopic view of TCP 
throughput and compute the average throughput value 
as the average of a given crest and trough value. This 
means that ∆t needs to cover at least a full time period 
from a crest to the next crest. In [9], the authors showed 
that the average measured congestion window is 
approximately 20 MSS (maximum segment size) in a 
typical size MANET (such as a 169-node grid); we use 
this value in our calculations. Using the TCP Reno [7] 
congestion control algorithm, we can calculate that the 
time it takes the congestion window to change from a 
crest value c (MSS) to a trough value t (MSS) is 
approximately 14 RTT. This was calculated from c = 2t, 
(c + t) / 2 = 20, and using the fact that the congestion 
window is increased by 1 MSS for every RTT in the 
congestion avoidance phase. Furthermore, we have 
assumed that the RTT and the size of the congestion 
window when a loss event occurs are both 
approximately constant over the duration of a 
connection. Here, the slow start phase is ignored since 
it is relatively short. We propose to set the lower limit 
of ∆t as the time interval between a crest to the next 
crest (i.e., a period), which is approximately 15 RTT. 
Notice that we added one RTT to the 14 RTT (the time 
interval from a trough to a crest) because we are 
measuring the time between two consecutive crests 
(which is one RTT longer than the interval between a 
trough and a crest). RTT can be estimated by measuring 
the time interval between the transmission of a ROUTE 
REQUEST packet and the reception of the 
corresponding ROUTE REPLY packet. Here, our 
reasoning has idealized some minor factors. In Section 
V, we shall evaluate ∆t’s impact on overall performance 
using simulations. 
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For Gth, we propose a technique to dynamically 
adjust its value using specific network parameters. To 
decide on a value of Gth, we use the TCP performance 
model proposed by Floyd and Fall [6]. In this model, 
the average TCP throughput T (bytes/sec) can be 
expressed as:  

 
1.5 2 3

,
B

T
RTT p

=
⋅

 (1) 

where B denotes the TCP maximum segment size 
(bytes), and p denotes the packet loss ratio. 

Since RTT and B are known to the source node, if the 
minimum tolerable p is predefined, then the source 
node can estimate the average throughput of a route 
using (1). Then, one can set the value of Gth as  
 ,th aG T r= ⋅  (2) 
where ra (< 1) is a coefficient that is introduced to 
reduce the number of false positives. The relationship 
between ra and the number of false positives is 
investigated in Section V using simulations. Here the 
estimated value of Gth is only useful when the source 
node has sent more than Gth · ∆t units of data in the past 
∆t interval. Otherwise, if we denote the amount of data 
the source has sent in past ∆t interval as Ds, then Gth 
should be set as the ra · Ds / ∆t. 

In a hostile environment, an adversary might attempt 
to obstruct the source node’s estimation of T so that the 
source node will incorrectly set Gth to a value that is 
lower than what it should be. If Gth is set to a value that 
is too low, then the adversary can carry out an attack 
without being detected by the TM module. We argue 
that the value of T can be estimated correctly even in a 
hostile environment. If we assume that p is predefined 
and B is fixed, then the only way that a malicious node 
can hinder the correct estimation of T is to somehow 
trick the source node into estimating RTT incorrectly. 
Specifically, the malicious node might attempt to 
increase the estimated value of RTT (so that Gth will be 
set to an incorrectly small value). TUF prevents such an 
attack by requiring the source node to accept only 
ROUTE REPLY packets that arrive within a certain 
time limit (see Step 5 in Fig. 1). Hence, an 
“intentionally delayed” ROUTE REPLY packet from 
the malicious node will be ignored by the source node.  

In the above discussion, we have assumed that p is 
predefined. But in practice, this might not be 
appropriate because the packet loss ratio varies over 
time and link. One solution is to collect the real-time 
measurement of p at every intermediate node during the 
route discovery phase. That is, each intermediate node 
would attach its estimation of p in a ROUTE REPLY 
packet that gets forwarded to the source node. In [26], 
Takahashi et al. proposed a technique that can be used 
to measure p at each node in real time and forward the 
information to the source node. In this case, a malicious 

node might attempt to obstruct the estimation of T by 
attaching an incorrectly large value of p. The source 
node can counter this by considering p as a routing 
metric and filtering out the routes with large estimated 
packet loss ratios. 

TM is needed to be integrated into TUF’s flow. Next 
we introduce the working flow of TUF. TUF specifies 
the same set of procedures as DSR when a source node 
is initiating a route discovery process for the first time 
or rebuilding a route after receiving authenticated 
ROUTE ERROR packets. However, the similarities 
between the two schemes end here. When a RR process 
is invoked by the TM module, TUF specifies an entirely 
different set of procedures for following: how the 
intermediate nodes forward a ROUTE REQUEST 
packet; how a destination node handles a ROUTE 
REQUEST packet; and how a source node selects a 
new route. Here we give a description of TUF applied 
to DSR to make it resilient to routing disruption DoS 
attacks. Fig. 1 presents a flowchart of TUF, the numbers 
in the boxes correspond to the following step numbers: 

1) The first route discovery round is initiated using 
the set of procedures prescribed by DSR. Duplicate 
suppression is enabled when the ROUTE REQUEST 
packet is broadcast over the network. When the route is 
found, the TM at the source node starts running. 

2) If any intermediate node detects link breakage 
and sends a ROUTE ERROR packet to the source node, 
the sequence of execution (SOE) goes back to to Step 
1). If the TM module detects that the average goodput 
in ∆t is lower than Gth, the source node tags the current 
route as being infected. If there is any route in the local 
cache that is not tagged as infected, the source node 
selects one route using LARR algorithm (which will be 
described in III.C.1) and SOE jumps to step 6). 
Otherwise, TM issues a request to the RR module to 
find a new route and then SOE moves onto step 3). 

3) In a TM-triggered route discovery, the new 
ROUTE REQUEST packet includes a “blacklist” that 
lists all the routes to the destination node that are tagged 
as infected. This packet also includes a flag showing 
that it is TM-triggered, so that it is broadcast over the 
network with duplicate suppression disabled. That is, 
each (non-malicious) node i forwards all ROUTE 
REQUEST packets with the latest sequence number 
unless the node list in the packet includes node i itself, 
or includes a route that was included in a node list of a 
previous ROUTE REQUEST packet. We coin the term 
multiple route requests to describe the aforementioned 
procedure. The multiple route requests procedure not 
only distinguishes packet sequence numbers, but also 
the paths traveled by packets. This procedure enables 
the gathering of more route information in the route 
discovery phase, thus eliminating the vulnerability 
caused by duplicate suppression (see Section II.B). To 
limit the increased communication overhead incurred 
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Figure 1. Flowchart of TUF routing. 

 

 

by multiple route requests, one can employ either (or 
both) of the following restrictions: restrict the 
maximum number of hops that a ROUTE REQUEST 
packet can be forwarded; limit the number of ROUTE 
REQUEST packets that a node can forward. 

4) Once the destination node receives the ROUTE 
REQUEST packet, it replies by sending back the route 
information along the reverse route in a ROUTE 
REPLY message. However, the destination node does 
not send ROUTE REPLY packets for routes included in 
the blacklist of the ROUTE REQUEST packet. The 
destination node replies to not only the first ROUTE 
REQUEST packet, but to every such packet with the 
latest sequence number that are received within time ∆τ. 
To measure ∆τ, a “timer” is kept at the destination node, 
and it is started when the first ROUTE REQUEST 
packet with a non-infected route is received. We coin 
the term multiple route replies to describe this 
procedure; this procedure enables the source node to 
collect a greater number of valid routes. The value ∆τ is 
the maximum expected difference between the one-way 
delays of two valid routes in one iteration of the RR 
process. Increasing ∆τ makes it easier to find more 
routes in one RR iteration, whereas decreasing ∆τ 
imposes a tighter bound on the range of estimated RTT 

values. One straightforward way to set the value of ∆τ 
is to make it equal to τ, which is the pessimistic upper 
bound on the end-to-end network delay as defined in 
[11]. 

5) When the source node receives the first ROUTE 
REPLY packet that contains a new route, it saves the 
route to its local cache, applies LARR to find an 
appropriate route from the cache, and starts a timer. 
Route information contained in the ROUTE REPLY 
packets received within 2∆τ is stored in the cache. SOE 
goes to Step 6). 

6) The source node sends data along the selected 
route. TM is restarted. 

In Fig. 1, the shaded portions represent steps unique 
to TUF, and the non-shaded portions represent steps 
shared by TUF and DSR. From Fig. 1, one can see that 
except for TM, TUF extensions are activated only when 
the TM module detects attacks. When there are no 
attacks, TUF operates within the non-shaded area (i.e., 
the standard DSR SOE) and TM. In this case, the slight 
increase in communication overhead is caused by TM 
and message authentication. The increase in 
communication overhead caused by the multiple route 
requests and multiple route replies are more significant, 
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but such an increase is incurred only when attacks are 
detected. Therefore, TUF exhibits agile behavior. 

There are three types of attacks that we need to 
consider that may attempt to undermine TUF. First, one 
might think of launching DoS attacks by repeatedly 
sending ROUTE REQUEST packets requesting 
multiple route requests and multiple route replies. This 
can potentially waste great bandwidth. Such an attack 
can be mitigated by having each node forward such 
ROUTE REQUEST packets only for a limited times in 
a given time interval. Second, an attacker might initiate 
a rushing attack or a wormhole attack by forwarding 
ROUTE REQUEST packets rapidly, but refuse to 
forward ROUTE REPLY packets. In such a case, DSR 
with duplicate suppression will fail to find any valid 
routes. A solution to this attack is to enable multiple 
route requests and multiple route replies if no response 
to the transmission of a ROUTE REQUEST packet is 
received. In the third attack, a malicious node may 
repeatedly launch rushing attacks to set up a route and 
then send a ROUTE ERROR packet to invalidate the 
route. The purpose of this attack is to prevent the source 
node from finding a valid route by muffling TM. To 
thwart such attacks, the source node should set a limit 
on the number of attempts that can be made for the 
same route. If the source node continues to receive 
more ROUTE ERROR packets, it should tag this route 
as infected and turn on multiple route requests and 
multiple route replies to find a new route. 

C. Route Rebuilding (RR) 

The primary function of the RR module, the other 
major TUF component, is to build a new route after the 
TM module has invoked a route rebuild request. We 
propose two algorithms for rebuilding routes: 
least-alike re-routing (LARR) and link exclusion 
re-routing (LERR). 

1) Least-alike Re-routing (LARR) 
Assume that the source node’s set of cached 

(uninfected) routes are represented by SN = {Nj : 1 ≤ j ≤ 
U}, where U = |SN| (|X| denotes the number of elements 
in set X), and the routes that are tagged as infected are 
represented by SR = {Ri : 1 ≤ i ≤ M}, where M = |SR|. 
Here, Nj or Ri denotes a set of nodes contained in a 
given route. Let us define the “alikeness degree” of Nj 
with respect to SR to be |)(|max)( iRjN

i
jE ∩= .  

Then, LARR can be expressed as follows: the sender 
selects a new route by selecting a route in the cache 
with the smallest alikeness degree. That is, it selects a 
new route 'jN  such that ))((minarg' jEj

j
= . If there 

are multiple routes that satisfy the aforementioned 
condition, then the one with the least number of nodes 
is selected among them. If there are still more than one 
routes to choose from, then the one with the smallest 
index is chosen. This algorithm is described in a C-style 

pseudocode in Fig. 2. It can be shown that for a k-hop 
route, if n nodes are inserted by an attacker and can be 
deployed anywhere, then the complexity of route 
rebuilding is O(nk–1) using LARR. (Refer to the 
Appendix for the proof.) 

 
// Input: SN = {Nj : 1 ≤ j ≤ U}, SR = {Ri : 1 ≤ i ≤ M}; Output: j’ such 
that Nj’ // is the result of running the LARR algorithm 
int Least_alike(N[], R[]) { 
 int E[U] = 0; // stores the alikeness degrees of {Nj} 

int MIMA = ∞, MINI = ∞; // MIMA stores the minimum 
// number of E[U]; MINI stores the minimum |Nj| with E[j] = MIMA
 int result = 0;  // used to hold the output value 
 for (j = 1; j <= U; j ++) { 
   for (i = 1; i <= M; i ++) 
  E[j] = (E[j] > INTS(N[j],R[i])) ? E[j] : INTS(N[j],R[i]);
   // INTS(N[j],R[i]) is a function for |Nj ∩ Ri| 
  MIMA = (MIMA < E[j]) ? MIMA : E[j]; 
 } 
 for (j = 1; j <= U; j ++) { 
   if ((E(j) == MINI)  
  && ((result == 0) || (LEN(N[j]) < LEN(result))))  
   // LEN(N[j]) is a function for |Nj| 
  result = j; 
 } 
 return (result); 
} 

Figure 2. C-style pseudocode of the LARR algorithm. 

2) Link Exclusion Re-routing (LERR) 
As mentioned previously, LARR’s complexity of 

route rebuilding is O(nk–1). This implies that LARR 
cannot build new routes efficiently when the current 
route is long (i.e., includes many hops) and the network 
includes a large number of malicious nodes inserted by 
an adversary. We propose another route rebuilding 
algorithm that is more appropriate for such a scenario: 
link exclusion re-routing, or LERR. This algorithm 
relies on the link status information collected from the 
route audit process in order to exclude “infected” links 
in the new route being built. The resultant route rebuild 
complexity is O(n2) (see the Appendix for the proof). 

When LERR is employed instead of LARR, changes 
to TUF include: (1) whenever TM invokes a route 
rebuild request, the route audit process is started before 
the RR module is invoked; (2) LERR is used instead of 
LARR to rebuild the current route; and (3) the blacklist 
attached to ROUTE REQUEST packets lists infected 
links instead of infected routes. (Note that any route 
containing one or more links from the blacklist will be 
ignored by the destination node.) 

The route audit process assumes that each 
intermediate node in a route records and updates two 
values: (1) the sequence number of the next byte that 
the intermediate node is expecting from the source node, 
which is the acknowledgement number that the 
intermediate node would be using if it were the 
destination; and (2) the latest TCP acknowledgement 
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number from the destination node that was observed. 
Note that in the above discussions, we have assumed 
that TCP header information is utilized in the routing 
process. In a conventional network, routing is 
performed by dedicated machines that are configured to 
ignore information in the TCP header. In a MANET, 
however, individual hosts act as routers. Hence, it is 
much easier to configure them to use information in the 
TCP header when routing packets. When TM issues a 
request to RR, a route audit process begins, and the 
source node sends an AUDIT REQUEST packet along 
the current route. When the destination node receives 
the packet, it sends back an AUDIT REPLY packet to 
the source node. In this packet, the destination node 
attaches its expected sequence number from the source 
node, which may not be the most updated at the source 
node. Each intermediate node i attaches to the packet 
the next TCP sequence number that it expects to receive 
from the source node, say iseq, and the latest 
acknowledgement number that it has seen from the 
destination node, say iack. After receiving the AUDIT 
REPLY packet, the source node identifies an infected 
link by using a two step process: (1) Select the link with 
the greatest value of |iseq - jseq|, where i and j are 
neighboring nodes at either end of a link. If such a 
value is the same for all links, go to Step 2; (2) select 
the link with the greatest value of |iack - jack|. If such a 
value is the same for all links, no link is considered to 
be infected. For example, suppose a source node S has a 
TCP connection with a destination node D through 
intermediate nodes A and B in sequence. At a certain 
point in time S has finished sending TCP segments up 
to sequence number 1000. Suppose in the received 
AUDIT REPLY packet, S sees Aseq = 1001, Bseq = 901, 
and Dseq = 501. Then, the largest gap 400 lies in link 
B-D, which will be identified as being infected. Now 
suppose that Aseq = Bseq = Dseq = 1001, and Aack  = 501 
and Back  = 1001. Then, link A-B is identified as 
infected due to the acknowledgement number gap of 
500. The latter scenario is possible because a malicious 
node (say B in this example) may forward all TCP data 
packets but drop all TCP acknowledgements.  

Note that an intermediate node can also send an 
AUDIT REPLY packet to the source node in case a 
broken link is discovered by that node. Every node 
needs to set a timeout value so that if there is a broken 
link, it does not wait for AUDIT REPLY from its 
downstream node but send an AUDIT REPLY packet 
to the source node by itself. The node’s downstream 
link will be recognized as being infected after the 
source node has received the AUDIT REPLY. The 
timeout value should decrease for the nodes in the route 
from upstream to downstream so that the upstream node 
would not send AUDIT REPLY too early. To meet this 
requirement, the timeout value can be set based on τ, 
the pessimistic upper bound on the end-to-end network 
delay, which is also used in the step 4 in Fig. 1. If the 
route under audit has hop count d, then a node on the 

route should set the timeout waiting for AUDIT REPLY 
as 2τ · (d′ / d), where d′ is the hop count from the node 
to the destination node. Since the audit packets (AUDIT 
REQUEST and AUDIT REPLY) are authenticated, 
even if a malicious node creates bogus AUDIT REPLY 
packets or drops packets of other nodes, at least one of 
the links connecting the malicious node to the network 
will be identified as being infected. Therefore, the 
malicious node will be excluded in future route 
selections.  

Using the link status information collected from the 
route audit process, the source node executes LERR to 
choose a new route. The LERR algorithm can be 
described as follows. Assume that the source node’s set 
of cached routes is represented as SN = {Nj : 1 ≤ j ≤ U}, 
where U = |SN| and Nj denotes the set of links {Ljh: 1 ≤ h 
≤ |Nj|} contained in the route. Also, assume that SD = {di: 
1 ≤ i ≤ M} (where M = |SD|) denotes the source node’s 
cached list of infected links. The source node selects the 
new route by choosing Nj’ such that 

}1,|:{|minarg' UjSNNj Djj
j

≤≤== φ∩ . If there 
are multiple routes that satisfy this condition, then the 
route with the smallest index is chosen. This algorithm 
is also shown as a C-style pseudocode in Fig. 3. 

 
// Input: SN = {Nj : 1 ≤ j ≤ U}, SD = {di: 1 ≤ i ≤ M}; Output: j’ such 
// that Nj’ is the result of running the LERR algorithm 
int Link_exlusion(N[], D[]) { 
 int result = 0; // this variable will hold the output value 
 bool tmpvar; // temporary variable 
 for (j = 1; j <= U; j ++) { 
   tmpvar = false; 
   for (i = 1; i <= M; i ++) 
  tmpvar = tmpvar || (INTS(N[j],D[i]) > 0); 
   // INTS(N[j],D[i]) is a function for |Nj ∩ SD| 
   if (tmpvar && (LEN(N[j]) < LEN(result)) 
    // LEN(N[j]) is a function for |Nj| 
  result = j; 

 } 
} 

Figure 3. C-style pseudocode of the LERR algorithm. 

IV. SECURITY ANALYSIS OF TUF 
 TUF is designed to counter a wide range of attacks, 

including blackhole, grayhole, rushing, wormhole, and 
JF attacks. In this section, we analyze TUF in terms of 
its ability to defend against these attacks. We assume 
there is at least one uninfected route between a source 
node and a destination node. We will refer to the 
example network shown in Fig. 4 in our discussions. In 
the figure, S and D are source and destination nodes, 
respectively. A, B, C, and E are intermediate nodes; and 
A and E are malicious nodes. We assume that LARR is 
used. 
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Figure 4. Example network. 

Blackhole/Grayhole attacks: In a blackhole attack, 
the malicious node attracts routes passing through it by 
forwarding control packets normally, but drops all data 
packets once it is included in a route. A grayhole differs 
from a blackhole in that it drops data packets 
probabilistically. If A is a blackhole/grayhole node 
while other nodes are all benign, the throughput of any 
route containing A will be affected. Suppose that route 
S-F-A-B-G-D has been selected (using Step 1) and is 
currently in use. Recall in Equation (2), Gth can be 
estimated by using ra (coefficient), p (loss rate), and 
RTT (estimated by taking the difference between the 
time of sending a ROUTE REQUEST and receiving a 
corresponding ROUTE REPLY). Since S-F-A-B-G-D 
was chosen based on having the minimum delay, the 
measured RTT of the route will be less than all of the 
other uninfected routes; the route’s Gth will be relatively 
high. Suppose A, the blackhole node, drops data packets, 
thus dropping the goodput of the S-D connection. Once 
the goodput drops below Gth, TM will readily detect 
this and the route will be tagged as being infected. Then, 
TUF will trigger another round of route discovery with 
duplicate suppression disabled to collect more routes, 
including S-F-A-E-G-D, S-F-C-B-G-D, and 
S-F-C-E-G-D. The LARR algorithm will output either 
S-F-C-B-G-D or S-F-C-E-G-D, whichever one has the 
smaller route index (see description of LARR). 

Rushing attack: In a rushing attack, the malicious 
node suppresses ROUTE REQUEST packets forwarded 
by other nodes by disseminating ROUTE REQUESTs 
very quickly. If the malicious node forwards packets 
without any modification and makes itself transparent 
to the network layer, this behavior is called a repeater 
attack. A repeater attack can effectively disrupt routing 
in reputation-based schemes [4, 18, 27], since the 
malicious node is invisible to others. In Fig. 4, assume 
that A is malicious while other nodes are all benign. 
Assuming that A has successfully launched a rushing 
attack, it can take two types of actions to disrupt routing. 
The first action A can take is not forwarding the 
ROUTE REPLY packet. However, this is ineffective 
when TUF is employed. According to the prescribed 
procedure of TUF, S will send a new ROUTE 
REQUEST packet without duplicate suppression if no 
ROUTE REPLY packet is received. Consequently, S 
will receive at least one ROUTE REPLY packet via 
routes that do not include A (i.e., S-F-C-B-G-D and 
S-F-C-E-G-D in Fig. 4). The other action A can take is 
to forward ROUTE REPLY packets and place itself in 
the established route. Then A can launch a 
blackhole/grayhole attack to disrupt communications 
between S and D. Again, this is ineffective because such 

an attack will be readily detected and a new route will 
be found (see discussions on blackhole attacks). 

Wormhole attack: In a wormhole attack, a pair of 
malicious nodes tunnel packets from one part of the 
network to another, thus disrupting routing by short 
circuiting the normal flow of routing packets. This 
attack can be regarded as a colluding rushing attack. 
Like the repeater attack, the two nodes may also make 
themselves transparent. Countermeasures such as 
packet leashes [12] and SECTOR [25] were proposed to 
thwart wormhole attacks. However, both schemes are 
effective only when the two ends of a wormhole are far 
apart from each other in distance; the two solutions are 
ineffective when the two ends are located in close 
proximity. TUF, on the other hand, takes a different 
approach. A wormhole attack is not harmful if the 
malicious nodes tunnel all packets they receive. In that 
case, a wormhole would be beneficial since it 
contributes to the network’s overall throughput. The 
wormhole attack is harmful when launched together 
with other attacks such as the two attacks that were 
described when we were discussing the rushing attack. 
Since TUF can detect and thwart these concomitant 
attacks, it can effectively counter harmful wormhole 
attacks. Note that if the two wormhole nodes are 
transparent, then more attempts are needed by LARR to 
find a valid route (compared to when the two are 
visible). We illustrate this fact using the following 
example. In Fig. 4, suppose that A and E compose a 
wormhole, and other nodes are all benign. Also, 
suppose that both A and E attempt to disrupt routing by 
launching a blackhole attack after a route has been 
established. Two scenarios are possible. In the first case, 
A and E add themselves to the list of route nodes and 
are seen by other nodes. Because A and E are blackhole 
nodes, route S-F-A-E-G-D will be tagged as being 
infected by TM, and the LARR algorithm will return 
S-F-C-B-G-D as the next route to use, which is an 
uninfected route. In the second scenario, both A and E 
make themselves transparent to other nodes. Initially, 
route S-F-(A)-(E)-G-D will be selected and used. 
Because A and E are blackhole nodes, TM will detect 
that the route is infected, and a route rebuilding process 
will be invoked. As a result, three new routes will be 
found: S-F-(A)-B-G-D, S-F-C-(E)-G-D, and 
S-F-C-B-G-D. All three routes have the same alikeness 
degree with respect to the routes recognized as being 
infected. Hence, either the first or second route will be 
selected, since they have shorter hop counts compared 
to the third route. Since both S-F-(A)-B-G-D and 
S-F-C-(E)-G-D contain a blackhole node, they will both 
be tagged as infected routes in the next two trials. In the 
final trial, the uninfected route S-F-C-B-G-D will be 
selected.  

JF attack: All three variants of the JF attack target 
the end-to-end congestion control mechanism to 
adversely affect the TCP goodput of a route [1]. If Gth is 
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set to an appropriate value, the TM module should 
detect most instances of abnormal goodput drops 
caused by a JF attack. Since the end-to-end goodput is 
monitored to detect attacks, a JF attack is no different 
from a blackhole/grayhole attack to the TM 
module—both types of attacks affect goodput and can 
be detected in the same way. Therefore, TUF’s ability to 
counter blackhole/grayhole attacks also applies to JF 
attacks. 

Blackmail attack: In a blackmail attack, malicious 
nodes libel legitimate nodes and make them 
unreachable. TUF is not subject to this attack because 
blacklists of routes (when LARR is employed) or links 
(when LERR is employed) are maintained instead of 
node blacklists. Moreover, a blackmail attack is not 
effective because a node cannot cause a route or link to 
be blacklisted if it is not part of that route or link. 

We summarize our security analysis by comparing 
TUF with existing countermeasures [2, 4, 12, 13, 18, 25, 
27]. In Table 1, we list the attack-thwarting capabilities 
of eight schemes side-by-side, including TUF. In the 
table, rushing (normal) denotes a rushing attack in 
which the malicious node is seen by other nodes at the 
network layer, and rushing (repeater) denotes a repeater 
attack. The schemes listed as [18], [4], and [27] are all 
reputation-based solutions. All three solutions are 
vulnerable to blackmail attacks and colluding attacks 
(such as wormhole attacks). Although the Friendship 
and Honesty Score mechanisms have been proposed to 
alleviate the effects of blackmail attacks [27], they are 
insufficient to deter blackmail attacks completely. In 
reputation-based solutions, attacks are thwarted by 
observing the reputation of individual nodes, and not by 
observing the links themselves. Hence, such solutions 
are also vulnerable to repeater attacks in which the 
malicious node is transparent to other nodes. The 
countermeasures represented by [12] and [25] thwart 
rushing and wormhole attacks by limiting a packet’s 
maximum allowed transmission distance. Hence, they 
are only partially effective against such attacks, i.e., 
they are effective only when rushing and wormhole 
attacks cover overly long distances. The scheme 
proposed by Awerbuch et al. [2] is effective when 
dealing with a single malicious node in a route, but is 
not effective against multiple malicious nodes. RAP [13] 
rebuilds a new route by using a random route selection 
process, and therefore might require several attempts 
before an appropriate route is found. Moreover, RAP 
implicitly relies on ROUTE ERROR messages to detect 
an invalid route. RAP would not attempt to find a new 
route if an attacker can disrupt routing without 
triggering the transmission of any ROUTE ERROR 
messages. In such a case, the current route will continue 
to be used—this is the reason why RAP is only partially 
effective against most of the attacks. Among the 
schemes listed in Table 1, only TUF is able to 
effectively counter JF attacks because it is the only 

approach that detects attacks by monitoring the 
transport-layer goodput. According to our security 
analysis given in the previous paragraphs, TUF 
provides a comprehensive blanket of protection against 
all of the attacks listed in the table. 

Table 1. Comparison of TUF with other countermeasures. 

 [18] [4] [2] [12] [13] [25] [27] TUF
blackhole/grayhole Y a Y Y N a N N Y Y 
rushing(normal) b Y Y Y P a P P Y Y 
rushing(repeater) b N N Y P P P N Y 
wormhole b N N N P P P N Y 
blackmail N N Y Y Y Y P Y 
JF N N N N N N N Y 
a. Y – has the capability to thwart the given attack; N – does not have the 

capability to thwart the given attack; P – partially effective against the 
given attack. 

b. In these attacks, we assume that blackhole/grayhole attacks are also 
launched in conjunction. 

V. SIMULATION 

A. Simulation Environment and Performance Metrics 
In this section, we perform simulations using the 

simulation tool ns-2 to characterize the parameters used 
in TUF and demonstrate its effectiveness in mitigating 
JF attacks. 

We consider networks of 200 nodes in a 2000m × 
2000m square area. 5-flow and 50-flow networks are 
simulated with 0, 16, 25, and 49 malicious nodes. Six 
different movement patterns are generated for each of 
these for a total of 48 topologies. Malicious nodes are 
placed statically in a square grid. They are spaced 2d 
meters apart and d meters from the map edge, where d 
= 2000 / (2 m ) and m is the number of malicious 
nodes. Nodes use the 802.11 MAC with a 250m 
communication range. The parameters for the number 
of nodes, flows and malicious nodes are based on those 
used in the simulation experiments of [1]. 

Mobile nodes move based on the Manhattan model 
[3], which is designed to model the movement of 
independent nodes in a well-planned urban environment. 
In the model, node movement is restricted to a 
well-defined map of intersecting, bi-directional vertical 
and horizontal streets. For our simulations, horizontal 
streets are spaced 75m apart and vertical streets are 
spaced 150m apart. At intersections, nodes will 
continue on the same street with a probability of 0.5 or 
turn left or right with a probability of 0.25 for either 
direction. A node’s maximum velocity is 3m/s (a fast 
walking pace) for these simulations. When a node 
reaches the end of the street, it will switch lanes and go 
the opposite direction. 

Each simulation run lasts 300 seconds. The flows use 
TCP Reno [7] senders with standard TCP receivers. 
Each flow generates traffic at a constant rate of 
1KBytes/second starting at one second into the 
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simulation and ending at the end of the simulation. A 
malicious node, when present, is malicious throughout 
the simulation. The simulations consider a Periodic 
Drop JF attack in which JF nodes forward all control 
packets and drop data packets for 300ms every second. 
The period of one second was shown to be the worst 
case in [1]. 

We need to define the parameters used in TUF, 
including ∆τ, τ, p, ra, and ∆t. we employ ∆τ = τ = 5s, 
which is a conservative estimation that will not exceed 
the maximum end-to-end delay of the considered 
network. From (1) and (2) it can be seen that increasing 
p has the same effect as decreasing ra, and vice versa, 
so in our simulation we fix the value of p and 
characterize ra. We first used 5-flow to simulate DSR 
without malicious nodes, and observed an average 
packet loss ratio p = 0.05. Then fixing p to the observed 
value, we vary ra to calculate the number of false 
positives, which is the number of re-routing requests 
raised by TM when there is no attack. Finally, based on 
the false positive results averaged over ten independent 
simulations with different movement patterns, we can 
derive the appropriate value of ra. In addition, we will 
investigate the effect of different values of ∆t. Each ∆t 
setting together with DSR is simulated for each 
topology, i.e., for 48 times. 

With the selected TUF parameters, we evaluate 
TUF’s effectiveness with LARR in occurrence of 
attacks. Results are averaged for each variant within 
each flow size group (either 5 or 50 flows). In the 
simulation, we measured four metrics, three of which 
were used by [1] when evaluating the impact of JF 
attacks: 

1) Total system throughput: This shows the total 
number of first-time (non-duplicate) acknowledgements 
received at a TCP sender. This value is an indicator of 
the number of packets successfully transmitted 
aggregated across all flows in the system. We consider 
normalized system throughput. All values are 
normalized to the value obtained with the network 
running DSR with no malicious nodes. 

2) Control traffic: This measures the total number of 
control packets sent or forwarded by nodes in a network. 
It is an indicator of the overhead associated with a 
given routing protocol. All values are normalized to the 
value obtained with the network running DSR with no 
malicious nodes. 

3) Average successful route length: This is an 
indicator of a protocol’s ability to maintain flows 
requiring multi-hop routes which tend to be affected the 
worst by malicious nodes. Since we are evaluating a 
protocol-compliant attack, we consider any data packet 
received at a flow destination or acknowledgement 
received at a flow source as successful. 

4) System fairness: Jain’s fairness index, used in [1], 

is computed using long-term average throughput and is 
a way of evaluating how well network bandwidth is 
shared. An index closer to 1 is desirable since it 
indicates that all flows receive an equal share of the 
network bandwidth. If one flow tends to monopolize 
the network, the index is equal to 1/m where m is the 
number of flows. 

B. Simulation Results 

1) Characterization of TUF parameters 
As is discussed above, we need to characterize ra and 

∆t. Fig. 5(a) shows the result of false positives when ra 
varies. The figure shows that the false positive is not 
zero even when ra approaches zero. This is because it is 
possible for the TM to invoke route rebuilding requests 
when link quality degrades, which otherwise would 
trigger re-routing with ROUTE ERROR messages. 
Therefore, this scenario cannot be really regarded as 
false positives. In fact, as Fig. 5(b) and 5(c) show, TUF 
has greater throughput when there is no malicious node. 
This means that our so-called “false positives” are 
actually beneficial in terms of helping the nodes build 
up new routes more quickly. Since ra should be 
maximized to make TM more sensitive to attacks, we 
should choose the maximum value of ra that does not 
cause an unacceptable number of false positives. 
Finally ra = 0.8 was used for the rest of our simulations 
because its false positives are no greater than ra = 0.4. 
We did not choose the value smaller than 0.4 because in 
that case the minimal loss of sensitivity to attacks (50%, 
from 0.8 to 0.4) would exceed the maximal decrease of 
false positives (19%, from 91.3 to 74). 

In Fig. 5(b)-(g), all simulations on TUF are repeated 
for ∆t = 5RTT, 10RTT, and 15RTT. The results show 
that overall performance is not very sensitive to the 
value of ∆t in terms of RTT, which we understand as 
the result of conservative estimation of Gth, because ∆t 
is no longer important if Gth is smaller than the trough 
of the TCP throughput curve. However, for the control 
overhead, the different ∆t settings have slight 
differences. TUF with larger ∆t has less control 
overhead because it makes TM trigger route rebuilding 
less frequently. Since for the other metrics we are 
evaluating, different ∆t settings show similar results, we 
conclude that 15RTT is the best choice among the 
options we have considered. 

2) Data Throughput and Control Traffic 
Fig. 5(b) and 5(c) show the normalized data 

throughput for both 5-flow and 50-flow simulations. As 
malicious nodes are introduced into the network, we 
observe a decrease in the throughput. This is expected 
since it becomes significantly more difficult for both 
TUF and DSR to find an uninfected route as the number 
of malicious nodes increases. However, TUF shows an 
increase in the achieved throughput for both 5 and 50 
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flows for all cases of malicious nodes. The observed 
benefit from TUF is smaller with the larger flow set 
because the flows are limited not only by malicious 
nodes but also by congestion caused by contention for 
network resources. 

The increased data throughput comes at the expense 
of increased control traffic, as Fig. 5(d) and 5(e) show. 
TUF adds additional criteria for removing routes from 
the route cache—measured throughput. It is therefore 
more likely that a route will be either tagged as bad 
(and not be used) or evicted from the cache by DSR’s 
normal ROUTE ERROR process. In either case, a route 
discovery process is started if no useable routes exist in 
the cache, and therefore results in the exchange of 
control traffic. The increase was smaller for the 50-flow 
networks because the control traffic is already very high 
given the number of flows. The amount of additional 
control traffic imposed by TUF was, relative to the 

already high control traffic, acceptable. In the figures, 
the control traffic rate is proportional to the data traffic 
rate because the routing protocols are on-demand, i.e., 
control traffic is only generated in response to a need to 
send data (ROUTE REQUEST and REPLY) and in 
response to a lower-layer transmission error while 
sending data (ROUTE ERROR). 

3) Successful Route Length 
It is expected that as the number of malicious nodes 

increases, the ability to form a multi-hop route will be 
severely degraded. The results show that the average 
route length, measured in number of hops, decreases as 
the number of malicious nodes increases, for both TUF 
and DSR. However, it should be noted that TUF is able 
to maintain longer multi-hop routes than DSR under all 
scenarios, as shown in Fig.5(f) and 5(g). 
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Figure 5. Simulation results. (a). Number of false positives vs. ra. (b). Normalized system throughput for 5 flows. (c). Normalized system 
throughput for 50 flows. (d). Normalized control overhead for 5 flows. (e). Normalized control overhead for 50 flows. (f). Average route length 
for 5 flows. (g). Average route length for 50 flows. (h). System fairness for 5 flows. (i). System fairness for 50 flows. 
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4) System Fairness 
JF attacks have the potential to seriously decrease the 

system fairness index by disrupting flows that require 
long routes for communication. When these flows 
experience a large amount of dropped packets, 
single-hop flows can dominate the network. To ensure 
that all of the flows in the network receive roughly 
equal throughput gain, we look for TUF to have at least 
as high a fairness index as DSR on average. The 
averaged simulation results, shown in Fig. 5(h) and 5(i), 
indicate that TUF does not significantly affect system 
fairness. Though shorter flows still tend to be less 
affected by the malicious nodes regardless of the 
routing protocol in use, this result shows that the 
increased throughput in TUF is relatively equal for 
every flow, no matter how many hops a flow has. 

VI. CONCLUSION 
This paper described a novel secure routing 

architecture for MANETs called ThroughpUt-Feedback 
(TUF) routing, which is designed to be resilient against 
most known forms of routing disruption DoS attacks. 
TUF is composed of two modules: Throughput 
Monitoring (TM) and Route Rebuilding (RR). Our 
analysis and simulation results show that TUF is able to 
thwart a variety of insider attacks as well as 
protocol-compliant attacks. To the best of our 
knowledge, no existing scheme can effectively defend 
against protocol-compliant attacks. We compared TUF 
and DSR using four metrics—total system throughput, 
control traffic throughput, system fairness, and average 
route length—when both schemes were under the JF 
attack. Results show that TUF is effective in thwarting 
JF attacks in certain network environments. 

Additionally, we note that the TUF architecture may 
also be applied to on-demand distance-vector (DV) 
routing protocols. The major obstacle lies in the 
required modification to the RR module because in DV 
protocols, the routing decision is made at intermediate 
nodes in a route, not at the flow source as in source 
routing protocols. A new approach is needed to 
guarantee the discovery of multiple routes and the 
selection of an appropriate route based on information 
about the suspected bad routes from the source or 
destination node. As part of our future work, we will 
explore the possibility of adapting TUF to DV routing 
protocols. We are also exploring optimization of TUF 
parameter values under differing network conditions. 
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APPENDIX: COMPLEXITY ANALYSIS OF LARR 
AND LERR ALGORITHMS 

1. Theorem I: In the LARR algorithm, for a k-hop valid 
route, if n nodes are tampered with by an attacker and 
can be arbitrarily deployed, then the attacker can make 
the complexity of route discovery O(nk – 1). (All nodes 
are assumed to be static.) 

Proof: For the k-hop valid route (denoted as NV), 
there is a total of k – 1 intermediate node hops. The 
attacker (denoted as A) tries to distribute its n nodes so 
as to maximize the number of routes that can be 
selected before NV. We assume that the largest 
hop-count route except NV has m intermediate hops. We 
introduce three Lemmas to help prove the theorem.  

Lemma 1: The best choice for A is to make m ≤ k 
– 1. 

Proof: A route with m intermediate hops, denoted 
as Nm, is a (m + 1) hop route. If m ≥ k, then |Nm| > |NV|. 
In LARR, for the worst case, NV has its alikeness 
degree with respect to SR to be E(V) = k – 1, which 
cannot be k since NV cannot be tagged as infected and 
NV’s superset route (which contains all nodes of NV 
and some other nodes) cannot be chosen before NV. 
According to LARR, since |NV| < |Nm|, in order to be 
chosen over NV, Nm has to have its alikeness degree 
E(m) < E(V). Therefore, E(m) ≤ k – 2. The attacker 
wants to reveal as few malicious nodes as possible to 
meet the requirement. However, since Nm cannot be a 
superset of NV, at most (k – 2) nodes of Nm can 
belong to NV. This means that the attacker needs at 
least [m – (k – 2)] ≥ 2 additional nodes to make Nm to 
be selected before NV. Given the fact that if m = k – 1 
and Nm take (k – 2) nodes from NV, the attacker will 
only need one additional node to make Nm possibly 
selected before NV, it is not wise for the attacker to 
make m ≥ k and reveal two additional nodes. 
Therefore, m ≤ k – 1. 

Lemma 2: The best choice for A is to distribute n 
nodes evenly to m after m is decided. 

Proof: In these Lemma 2 and Lemma 3, we 
assume that k is the minimum hop count to establish 
a route connecting the source and destination node 
and that every node can only exist in one 
intermediate hop. This assumption will be loosened 
later. After n nodes are distributed to the m 
intermediate hops, the number of all possible routes 
is given by the product of node numbers of all 
intermediate hops. Assuming ni and nj to be the 
numbers of nodes distributed to the i-th and j-th 
intermediate hop (1 ≤ i, j ≤ m), because ninj ≤ [(ni + nj) 
/ 2]2, it holds that evenly distributing (ni + nj) / 2 to 
the i-th and j-th intermediate hops can maximize the 
number of routes. Repeating this derivation, we can 
conclude that for m intermediate hops case, all nodes 
should also be distributed evenly. 

Lemma 3: The best choice for A is to distribute n 
nodes to as many as intermediate hops as possible. 

Proof: According to Lemma 2, n nodes should be 
evenly placed at m intermediate hops, so each hop 
has x = n / m nodes. Then the number of all possible 
routes N becomes (n / m + 1)m. Regarding N as a 
function of x and computing N’s logarithm, we get 
InN(x) = (n / x)In(x + 1).  

Its derivative is: 
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The inequatity is true because x < (x + 1)In(x + 1) 
when x ≥ 1.  
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Therefore, to maximize the value of N, the lower 
the x and the larger the m the better. 

Next we prove Theorem I based on Lemmas 1-3. If n 
≥ k – 1, according to Lemma 1 and Lemma 3, the value 
of m has to be k – 1 and then from Lemma 2 there is: N 
= [(n / k – 1 )+ 1] k – 1, which is on O(nk – 1). (When n < k 
– 1, according to Lemma 3, the value of m is n and then 
N would be 2n.) Recall that we assumed that the 
shortest possible route was k-hops. However, for the 
situation where there exist fewer hop routes, which 
means that the intermediate hop count is fewer than k – 
1, the number of routes that the total (n + k – 
1) nodes can form, (which is upper-bounded by 
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is smaller than O(nk – 1). 

2. Theorem II: In the LERR algorithm, for a k-hop 
valid route, if n nodes are tampered with by the 
attacker and can be deployed wherever he wants, then 
the attacker can make the complexity of route discovery 
O(n2). (All nodes are assumed to be static.) 

Proof: The LERR algorithm excludes one link at a time, 
so the attacker should try to increase the link number as 
much as possible. There always exists a location in the 
network where a node can neighbor the largest number 
of nodes. A node deployed at this location can generate 
the most new links. We denote this maximum number 
of links as constant c. The best case for an attacker is to 
create c new links with existing nodes for every added 
node while at the same time every two inserted nodes 
have a link between them. Therefore the maximum 
number of links or the maximum number of trials of 
link exclusion re-routing N is [nc + n(n – 1) / 2], which 
is of O(n2). 

 


