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Abstract

With the ever increasing deployment and usage of gigabit networks, traditional network
anomaly detection based Intrusion Detection Systems (IDS) have not scaled accordingly.
Most, if not all, intrusion detection systems (IDS) assume the availability of complete and
clean audit data. We contend that this assumption is not valid. Factors like noise, mobil-
ity of the nodes and the large amount of network traffic make it difficult to build a traffic
profile of the network that is complete and immaculate for the purpose of anomaly detec-
tion. In this paper, we attempt to address these issues by presenting an anomaly detection
scheme, called SCAN (Stochastic Clustering Algorithm for Network anomaly detection),
that has the capability to detect intrusions with high accuracy even with incomplete au-
dit data. To address the threats posed by network-based denial-of-service attacks in high
speed networks, SCAN consists of two modules: an anomaly detection module that is at
the core of the design and an adaptive packet sampling scheme that intelligently samples
packets to aid the anomaly detection module. The noteworthy features of SCAN include:
(a) it intelligently samples the incoming network traffic to decrease the amount of audit
data being sampled while retaining the intrinsic characteristics of the network traffic itself;
(b) it computes the missing elements of the sampled audit data by utilizing an improved
Expectation-Maximization (EM) algorithm-based clustering algorithm; and (c) it improves
the speed of convergence of the clustering process by employing Bloom filters and data
summaries.
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1 Introduction

Intrusion detection is an important component of a network’s security system. It
complements existing security technologies (such as firewalls) by providing crucial
information to the network administrators about attacks and intrusions that may be
undetected by existing security technologies. They also provide invaluable forensic
information that will allow organizations to trace back the origins of attacks and
aid in the prosecution of the attackers.

Intrusion detection systems (IDS) have traditionally been classified into two cat-
egories — anomaly detection and misuse- or signature-based detection. Misuse
detection systems match incoming network traffic to a database of known attack
signatures to detect intrusions. While a misuse detection system enjoys a high rate
of success at detecting known attacks, they are ineffective at detecting new or un-
known attacks. On the other hand, anomaly detection systems create a normal pro-
file of the network or host under observation and flag deviations from the normal
profile as probable intrusions. As these systems predict anomalous behavior, they
have the advantage of being able to detect new and novel attacks.

However, IDS’s have not kept pace with the rapidly evolving field of computer net-
working. An example is the domain of high speed networks especially gigabit net-
works, where the large amount of network data that the network produces is posing
new challenges in anomaly detection. Prohibitively large volume of network data
makes the tasks of storing, classifying, and labeling the data almost infeasible. We
can, of course, obtain labeled data by simulating intrusions in a network. However,
then we would be limited to the set of known attacks and we would not be able to
detect new attacks. As a result, it has been seen that currently available commercial
solutions to detect intrusions in gigabit networks can detect less than half of the
attacks directed at them [1] at gigabit speeds.

Another assumption that most deployed IDS’s work under is the assumption that
they have available for analysis, clean 1 , complete and labeled data. Tradition-
ally, both anomaly detection and misuse techniques, have traditionally relied on
the availability of clean and complete data for analysis. This, however, is not a
valid assumption any more due to the emergence of new types of networks such as
Mobile and Ad hoc Networks (MANETs). In MANETs, mobility, sleep patterns of
mobile devices and other characteristics specific to mobile and wireless networks
prevent the collection of complete audit data for analysis.

Therefore, the focus of this paper is the detection of intrusions in environments
where it is not feasible to analyze complete network traffic as is the case in high

1 By ”clean” we mean training data that is free of attacks. The availability of attack free
data is very important during the training phase of an anomaly detection system, as during
this phase an anomaly detection creates a baseline of normal system usage.
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speed IP networks and wireless ad hoc networks. We are particularly concerned
with mining network data in such a dynamically changing, high volume environ-
ment for the express purpose of network anomaly detection in the presence of
missing information. We contend that, network monitoring and data mining in high
speed networks operates under a few constraints. For example, as pointed out in [2],
capturing per packet information at the network edge and transporting it to a cen-
tral data warehouse is unrealistic because of the storage and transportation costs.
A more realistic approach would be to monitor the network traffic at key loca-
tions (network gateways and other egress and ingress points) and thereafter pos-
sibly share newly discovered intrusion details amongst the key locations. Sekar et
al. [3] describe an approach to perform high performance analysis of network data,
but unfortunately they do not provide experimental data based on live traffic analy-
sis. Their claim of being able to perform real-time intrusion detection at 500 Mbps
is based on the processing of off-line traffic log files.

Although there have been recent attempts [4, 5] to train anomaly detection mod-
els over noisy data, to the best of our knowledge, the research presented in this
document is the first attempt to investigate the effect of incomplete data sets on
the anomaly detection process. The anomaly detection approach we present in this
paper follows the typical anomaly detection paradigm. We assume attack-free train-
ing data, but the outlier detection method we chose, is robust over small amount of
missing audit data and noise.

The motivation behind our intrusion detection framework is straightforward: sam-
pling reduces the amount of audit data that needs to be processed, thereby enabling
anomaly detection in high-speed networks. In typical cases, sampling would lead
to loss of information, leading to inaccurate predictions and/or false alarms. To
avoid such a scenario, the proposed intrusion detection scheme, christened SCAN
(Stochastic Clustering Algorithm for Network anomaly detection), includes two
distinguishing modules:

• An adaptive sampling module that intelligently adapts the sampling rate to sam-
ple packets.

• A predictive data mining based anomaly detection module that has the capability
to estimate the missing data and reduce the occurrence of false alarms.

At the core of SCAN is a stochastic clustering algorithm which is based on an
improved version of the Expectation–Maximization (EM) algorithm [6]. The EM
algorithm’s speed of convergence was accelerated by using a combination of Bloom
filters, data summaries and associated arrays. The advantage of using the EM al-
gorithm is that unlike other imputation techniques, EM computes the maximum
likelihood estimates in parametric models based on prior information. The clus-
tering approach that we propose can be used to process incomplete and unlabeled
data. To the best of our knowledge, there have been no prior attempts to investigate
the effects of incomplete audit data in anomaly detection.
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The salient features of SCAN are:

• Ability to intelligently sample incoming network traffic to reduce the amount of
audit data that needs to be processed without losing the inherent characteristics
of the network traffic.

• Ability to detect anomalies with a high degree of accuracy in the absence of
complete audit data.

The paper is organized as follows. In section 2 we survey the related work. Section 3
presents some background information related to the EM algorithm, the k-means
clustering algorithm and the Hurst parameter. Section 4 gives a detailed description
of the proposed anomaly detection system, SCAN. Section 5 presents our simula-
tion results. Finally, Section 6 summarizes our findings and concludes the paper.

2 Related Work

In [7], Anderson et al. propose an anomaly detection system called NIDES. NIDES
uses a frequency-based model in which the probability of an event is estimated by
its average frequency during training. The model is based on the distribution of
source and destination IP addresses and ports per transaction. NIDES models ports
and addresses, and flagging differences between short and long term behavior.

PHAD (Packet Header Anomaly Detector) [8], LERAD ( LEarning Rules for Anomaly De-
tection) [9], and ALAD (Application Layer Anomaly Detector) [10] use time-based
models in which the probability of an event depends on the time since it last oc-
curred. For each attribute, the aforementioned schemes collect a set of allowed
values and flag novel values as anomalous. PHAD, ALAD, and LERAD differ in
the attributes that they monitor. PHAD monitors 33 attributes from the Ethernet, IP
and transport-layer packet headers. ALAD models incoming server TCP requests
such as source and destination IP addresses and ports, opening and closing TCP
flags, and the list of commands (the first word on each line) in the application pay-
load. Depending on the attribute, it builds separate models for each target host, port
number (service), or host/port combination. LERAD models TCP connections. Al-
though the data set is multivariate network traffic data containing fields extracted
out of the packet headers, they break down the multivariate problem into a set of
univariate problems and sum the weighted results from range matching along each
dimension. Although this paradigm is computationally efficient and effective in
detecting some network intrusions, breaking the multivariate data down into uni-
variate data has significant drawbacks in detecting network-based DoS attacks. For
example, an indicator for a SYN flood attack is the reception of a high volume of
SYN requests along with a lower than normal ACK rates. However, either a higher
SYN rate or lower ACK rate by itself is not an appropriate indicator for a SYN
Flood attack. The former can occur when the network is busy and the latter can
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occur when the network is idle. Thus, it is the combination of the two that should
be regarded as the indicator of the SYN Flood attack.

In network intrusion detection, the network traffic that is available is primarily cat-
egorical 2 . Many of the clustering approaches that process categorical data, such as
ROCK [11], are often resource intensive. For example, ROCK has a high computa-
tional cost and requires sampling in order to scale to large datasets. Unsupervised
approaches 3 for detecting outliers in large dataset have been proposed [12,13], but
these approaches are primarily based on ordered data.

In [14, 15], Lee et al. examined the problems of combining misuse detection and
anomaly detection in a supervised learning scenario. The purpose of these methods
is to incorporate supervised information in the anomaly paradigm, which typically
doesn’t include attacks in the training data. Although incorporating supervised in-
formation leads to increased detection performance, it is often difficult to obtain.

Lee and Xiang [16] proposed to use several information-theoretic measurements
such as entropy and information gain to help evaluate the quality of anomaly de-
tection methods, determine the system parameters and build models for intrusion
detection.

More recently, researchers have been looking at hardware based solutions that use
FPGA’s and network cards equipped with a NPU (Network Process Unit). These
hardware solutions are able to compute traffic statistics directly on the card without
having to move all the traffic to the computer. Kruegel et al. [17] describe a hard-
ware architecture that splits incoming traffic into several intrusion detection sensors
that work in parallel to identify intrusion attempts. An entirely different approach
was proposed by Franklin et al. [18]. Their approach is to build an intrusion detec-
tion system using Non-Deterministic Finite Automata (NFA). The NFA approach
has the advantage of being able to match quite complex regular expressions with-
out the need to convert the NFA into a Deterministic Finite Automata (DFA). One
drawback of this approach is the fact that it does not support dynamic reconfigura-
tion. As a result, the FPGA designs need to be re-compiled following rule changes.
The scheme proposed by Franklin et al. operates on a 8-bit data block and achieves
FPGA clock rates of 30-120 MHz, dependent on the regular expression complexity.
As a result, processing complex regular expressions would be (time) expensive.

Hardware-based solutions such as the one mentioned above have certain draw-
backs; these include the following: (1) They are expensive; (2) They are available
only for a few media types, usually for Ethernet and a few others; and (3) They
have little memory on board, thus dramatically limiting the size of programs that
can run on the card itself.

2 Categorical data is data that fits into a small number of discrete categories.
3 Learning in which the system parameters are adapted using only the information of the
input and are constrained by pre-specified internal rules.
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A number of commercial products have come out onto the market to respond to the
need for high speed IDSs. A number of vendors now claim to have sensors that can
operate on high-speed ATM or Gigabit Ethernet links. For example, ISS [19] offers
NetICE Gigabit Sentry, a system that is designed to monitor traffic on high-speed
links. ISS advertises the system as being capable of performing protocol reassembly
and analysis for several application-level protocols (e.g., HTTP, SMTP, and POP)
to identify malicious activities. The tool claims to be the first network-IDS that can
handle full Gigabit speeds. However, the tests [1] have shown that under real world
conditions GigaSentry can only capture slightly more than 500,000 packets/second.

These comments show the actual difficulties of performing network-based intrusion
detection on high-speed links. Other IDS vendors (like Cisco [20]) offer compara-
ble products with similar features. Unfortunately, no experimental data gathered on
real networks is presented. TopLayer Networks [21] presents a switch that keeps
track of application-level sessions. The network traffic is split with regard to these
sessions and forwarded to several intrusion detection sensors. Packets that belong
to the same session are sent through the same link. This allows sensors to detect
multiple steps of an attack within a single session. Unfortunately, the correlation of
information between different sessions is not supported. This could result in unde-
tected attacks when attacks are performed against multiple hosts (e.g., ping sweeps)
or performed across multiple sessions.

3 Preliminaries

In this section, we review some of the background information that is relevant
to understanding SCAN. Section 3.1 reviews simple random packet sampling, a
widely utilized sampling technique. In this paper, we compare the performance of
our adaptive sampling technique with the simple random packet sampling tech-
nique using the sample mean and the Hurst parameter (described in Section 3.2) as
performance metrics. In Section 3.3, we give a brief description of the Expectation-
Maximization algorithm which forms a basis for the predictive data mining algo-
rithm described in this paper. We compare the performance of our algorithm with
the popular k-means clustering algorithm which we describe briefly in Section 3.4.

3.1 Simple Random Packet Sampling

In simple random sampling, a sample of n individuals are drawn from a population
of N individuals, in such a way that each individual has equal probability to be
drawn. This implies that all combinations of n individuals have the same probability
to be drawn.
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The essential characteristics of simple random sampling are:

• Each member of the population has an equal chance of being picked
• Selection are independent

There are, however, a number of potential problems with simple random sampling.
Firstly, it is time-consuming to draw a random sample one individual at a time.
Secondly, if the population is widely dispersed, it is extremely costly to reach them.
In other words, it will be expensive to sample outliers and some sections of the
population may, by chance, be sampled too heavily and others too lightly. Lastly,
determining the appropriate sample size often requires a statistician.

3.2 Self Similarity and the Hurst Parameter

In 1994. Leland et al. [22] performed a statistical analysis of Ethernet traffic in a lo-
cal area network and showed that the Ethernet traffic consisted of slowly decaying
packet count bursts across all time scales. Time series that consist of such a pattern
are said to exhibit the property of long range dependence and are termed as “self-
similar” 4 . Similar self-similar behavior has also been observed in wide area Inter-
net traffic by other researchers [23]. We believe that a loss in self-similarity of the
incoming network traffic is an important indicator of an ongoing attack [24] [25].

One important characteristic of a self-similar process is that its degree of self-
similarity can be expressed with a single parameter, namely the Hurst parame-
ter [26] which can be derived from the re-scaled adjusted range (R/S) statistic.
It is defined as follows:

For a given set of observations X1,X2 . . . ,Xn with sample mean, Mn defined as
(1/n)∑ j X j, adjusted range R(n) and sample variance S2, the rescaled adjusted
range or the R/S statistic 5 is given by

R(n)
S (n)

=
(

1
S (n)

)(
Max

j=1

∑
k

(
X j−Mn

)−Min
j=1

∑
k

(
X j−Mn

)
)

. (1)

Hurst discovered that many naturally occurring time series are well represented by
the relation

4 A self-similar time series has the property that when aggregated the new series has the
same autocorrelation function as the original
5 The R/S statistic is the adjusted range of partial sums of deviations of a times series from
its mean, rescaled by its standard deviation.
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E
[

R(n)
S (n)

]
∼ cnH , as n→ ∞, (2)

with the Hurst parameter H normally around 0.73, and a finite positive constant, c,
independent of n. On the other hand, if the Xk‘s are Gaussian pure noise or short
range dependent, then H = 0.5 in equation (2), and the discrepancy is referred to as
the Hurst effect.

3.3 The Expectation-Maximization Algorithm

The Expectation-Maximization (EM) algorithm is a general method of finding the
maximum-likelihood estimate of the parameters of a distribution from a given data
set when the data is incomplete or has missing values. There are two main appli-
cations of the EM algorithm. In the first application, the EM algorithm is applied
when the data has missing values, due to problems or limitations of the observation
process. In the second application the EM algorithm is used to optimize when op-
timizing the likelihood function is analytically intractable but when the likelihood
function can be simplified by assuming the existence of values for additional but
missing (or hidden) parameters. The latter application of the EM algorithm is more
commonly seen in pattern recognition.

Let us suppose that,

• X : Observed (incomplete data) that is generated by some distribution
• Y : Missing/Unobserved data
• Z: Complete data set such that Z=(X ,Y )
• p(z|Θ): Joint conditional density function such that

p(z|Θ) = p(x,y|Θ) = p(y|x,Θ)p(x|Θ), (3)

where Θ is the set of means and covariances and is also sometimes known as the
mixture model. The density function described above arises from the marginal den-
sity function p(x|Θ) and the the assumption of hidden variables and parameter
value guesses.

Given the density function, we can define a likelihood function as

L(Θ|Z) = L(Θ|X ,Y ) = p(X ,Y |Θ). (4)

The likelihood function is also called the complete-data likelihood. The EM algo-
rithm first finds the expected value of the complete-data log-likelihood log(p(X ,Y |Θ))
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with respect to the unknown data Y given the observed data X and the current pa-
rameter estimates.

We use the EM algorithm to estimate the parameters of a mixture of k distributions.
The multivariate Gaussian density function for vector X on a d-dimensional space
for cluster j, where j ∈ {1, . . . ,k}, is

p(x,M j,C j) =
(

1√
((2π)d|C|)

)
e−

1
2 (x−M j)TC−1

j (x−M j), (5)

where M j is the d-dimensional mean vector and C j is a d × d diagonal matrix
representing the covariance vector. The index i is used for points and the index
j for clusters.

The EM algorithm makes use of the Mahalanobis distance. Using Mahalanobis dis-
tance is particularly useful for skewed data having different sizes. The covariance
matrix C j is used to scale each dimension for distance computation. The squared
Mahalanobis distance of point yi to cluster j is

δ2(yi,M j,C j) = δ2
i j = (yi−M j)TC−1

j (yi−M j). (6)

The EM algorithm takes a dataset containing n points as an input. The output of
the algorithm is the average logarithmic likelihood L(θ) which is a measure of the
quality of the solution and is defined as

L(Θ) =
1
n

n

∑
i=1

log(P(xi;Θ)), (7)

where Θ is the mixture model. The algorithm clusters the dataset into k clusters.

EM starts from an approximation to Θ. It has two major steps: the Expectation (E)
step and the Maximization (M) step. EM iteratively executes the E step and the M
step as long as the change in L(θ) is greater than an accuracy threshold ε or as long
as a maximum number of iterations has not been reached. The E step computes
P(xi,M j,C j) and P(xi,θ). The M step updates Θ based on the probabilities com-
puted in the E step. EM is theoretically guaranteed to monotonically increase L(θ)
in each iteration and to converge to a locally optimal solution.

The two major drawbacks of the EM algorithm are that it is slow to converge and
for many real world problems, the E- or M-steps may be analytically intractable.
To alleviate this and other problems, a number of strategies have been proposed.
The most important previous work comes from the machine learning community.
Neal et al. [27] introduce the idea of using sufficient statistics 6 . In this work, the

6 A quantity T (X) that depends on the (observable) random variable X but not on the
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authors analyze several variants of EM, conceptualizing the logarithmic-likelihood
optimization as an optimization of an energy function. The key idea behind one
of the variants presented in their work is to use sufficient statistics. They describe
a simple mixture problem with a dimensionality of one and a cluster size of two.
They also show experimental evidence of the superiority of their approach. How-
ever, their study is incomplete as it does not address the problem of clustering large
datasets with high dimensionality. Problems related to numerical stability, proper
initialization, and outlier handling are not addressed in their work either. In [28],
Bradley et al. present a scalable EM (SEM) algorithm that iterates in memory and
also summarizes points through their sufficient statistics. To avoid locally optimal
solutions, they re-seed empty clusters and estimate several models concurrently,
sharing information across models. The scheme presented by the authors, requires
the user to specify what fraction of the working buffer should be from the entire
database. The value for this parameter is typically 1%. The authors, however, do
not explain why this value gives the best results. BIRCH [29] and newer exten-
sions of the classical EM algorithm [28, 30] use data summarization to accelerate
convergence.

3.4 The K-Means Clustering Algorithm

The k-means algorithm [31] was first introduced by MacQueen in 1967. It is one
of the most commonly used clustering algorithms to group data with similar char-
acteristics. The k-means clustering algorithm assigns multivariate observations to
a pre-determined number of groups (k). Each of the k groups consists of mk data
items and a group centroid (yk). In the beginning, the algorithm randomly selects k
initial clusters from the dataset as the group centroids. Then the k-means algorithm
calculates the arithmetic mean of each cluster formed in the dataset. In each of the
first k initial clusters, there is only one record.

Every observation, thereafter, is assigned to the one group to whose centroid they
are nearest by using a distance or similarity metric. Once all observations are al-
located to groups, the new group centroids are then recalculated and the original
observations reallocated to the new groups. The process is repeated until the clus-
ter’s arithmetic mean does not shift more than a given cut-off value or the iteration
limit is reached.

The drawback of the k-means algorithm is that the quality of the local optimum
strongly depends on the initial guess (either the centers or the assignments). If we
start with a wild guess for the centers it would be fairly unlikely that the process
would converge to a good local minimum. Another disadvantage of the k-means

(unobservable) parameter θ is called a statistic. A sufficient statistic captures all of the
information in X that is relevant to the estimation of θ.
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algorithm is that the answers it gives are not unique. Therefore it is difficult to
compare the quality of the clusters produced.

4 Description of SCAN

In this paper we describe the design and development of a network based IDS that
can be deployed in high speed networks. To achieve this goal, SCAN’s architec-
ture combines intelligent sampling and flow aggregation with data reduction and
anomaly detection to achieve a high degree of accuracy in detecting intrusions with
partial audit data. The design requirements for such a network based IDS were
(a) stateless inspection of packets, protocols and/or packet headers at wire speed,
(b) low occurrence of false alarms and high detection rate, (c) ability to track TCP
states, and (d) ability to report events and/or alarms. Based on these requirements
SCAN (see Figure 1), is composed of the following five modules:

(1) Adaptive weighted packet sampling
(2) Flow aggregation
(3) Clustering
(4) Data reduction
(5) Anomaly detection

The adaptive weighted sampling module intelligently samples incoming network
traffic to reduce the amount of network traffic that has to be processed without los-
ing the inherent characteristics of the network traffic. The sampled traffic is then
aggregated into flows in the flow aggregation module based on the destination host
and port information. The aggregated flows are then clustered and simultaneously
several data summaries are extracted from the flow information for every time slice.
Data summarization has two advantages. Firstly the summaries are used to increase
the speed of convergence of the clustering algorithm and secondly data summariza-
tion enables data reduction. The last step in SCAN involves performing anomalous
flow detection on the clustered data.

Fig. 1. System model.
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4.1 Adaptive Weighted Packet Sampling

Traffic measurement and monitoring serves as the basis for a wide range of IP net-
work operations and engineering tasks such as trouble shooting, accounting and
usage profiling, routing weight configuration, load balancing, capacity planning,
etc. Traditionally, traffic measurement and monitoring is done by capturing every
packet traversing a router interface or a link. With today’s high-speed (e.g., Giga-
bit or Terabit) links, such an approach is no longer feasible due to the excessive
overheads it incurs on line-cards or routers. As a result, packet sampling has been
suggested as a scalable alternative to address this problem. In this paper we have
investigated two sampling techniques, viz., simple random packet sampling and
adaptive weighted packet sampling.

Given the dynamic nature of network traffic, static sampling does not always en-
sure the accuracy of estimation, and tends to over sample at peak periods when
efficiency and timeliness are most critical. More generally, static random sampling
techniques do not take traffic dynamics into account, thus they cannot guarantee
that the sampling error in each block falls within a prescribed error tolerance level.

In the commercial world, NetFlow is a widely deployed general purpose measure-
ment feature of Cisco and Juniper routers. The volume of data produced by Net-
Flow is a problem in itself. To handle the volume and traffic diversity of high speed
backbone links, NetFlow resorts to 1 in N packet sampling. The sampling rate is
a configuration parameter set manually and seldom adjusted. Setting it too low,
causes inaccurate measurement results; setting it too high, can result in the mea-
surement module using too much memory and processing power, especially when
faced with increased volume of traffic or unusual traffic patterns.

In other words, under some traffic loads, simple periodic sampling may be poorly
suited to the monitoring task. During periods of idle activity or low network loads,
a long sampling interval provides sufficient accuracy at a minimal overhead. How-
ever, bursts of high activity require shorter sampling intervals to accurately measure
network status at the expense of increased sampling overhead. To address this issue,
adaptive sampling techniques can be employed to dynamically adjust the sampling
interval and optimize accuracy and overhead.

In this paper, we investigated adaptive sampling techniques to intelligently sample
the incoming network traffic and aid the network anomaly detection process. The
main thrust of this phase of the paper has been the development of an intelligent
adaptive sampling scheme that samples the incoming network traffic by taking into
account the past N observations to determine and control the next sampling inter-
val. The sampled data that was collected in this phase is then used by our estima-
tion algorithm, which uses a statistical estimation procedure, to detect anomalous
behavior in the network.
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Adaptive sampling techniques dynamically adjusts the sampling rate based on the
observed sampled data. A key element in adaptive sampling is the prediction of
future behavior based on the observed samples. The weighted prediction method
described in this section predicts the value of the next sampling interval based on
the past N samples. Inaccurate predictions indicate a change in the network behav-
ior and require an increased/decreased sampling rate to determine the new pattern.

Let us assume that the vector, Z̄, holds the values of the N previous samples, such
that Z [N] is the most recent sample and Z [1] is the oldest sample. Having fixed a
window size of N, when the next sampling occurs, the vector is right shifted such
that Z [N] replaces Z [N−1] and Z [1] is discarded. The weighted prediction model
will therefore be the prediction of Z [N] given Z [N−1] , ...,Z [1]. In general, we can
express this predicted value as a function of the N past samples i.e.

Ẑ [N] = Φ(Z [N−1] , ...,Z [1]) = ᾱT Z̄, (8)

where Ẑ [N] is the new predicted value, Z̄ is the vector of past N−1 samples, and ᾱT

are predictor coefficients distributed such that newer values have a greater impact
on the predicted value Ẑ [N]. A second vector, t, records the time that each sample
is taken and is shifted in the same manner as Z. The objective of the weighted
prediction method is to find appropriate values of ᾱT such that the sum of the
square of the errors between the predicted and actual values is minimized, i.e.

S =
N

∑
i=1

wi
(
Zi− Ẑi

)2
, (9)

where wi denotes the weight in the ith interval.

The coefficient vector is given by:

α̂T =
(
Z̄TWZ̄

)−1
Z̄TWy, (10)

where W and Wy are N×N diagonal weight matrices and represents the individual
weights in these matrices. The weights are determined according to two criteria:

(1) The “freshness” of the past N samples. The more recent a sample is the greater
is its weight.

(2) The similarity between the predicted value at the beginning of the time–slot
and the actual current value. The similarity between two vectors is measured
by the distance between them. The smaller the distance is, the more similar
they are to each other.

Based on the above two criteria, we define a weight coefficient as
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wi =
1

(t [N]− t [i])

(
1∣∣Z [N]− Ẑ [N]

∣∣2 +η

)
, (11)

where η is a quantity introduced to avoid a division by zero error.

The predicted output, Ẑ [N], which has been derived from the previous N samples,
is then compared with the actual value of the sample, Z [N]. A set of rules is applied
to adjust the current sampling interval, ∆TCurr. = t [N]− t [N−1], to a new value,
∆TNew, which is used to schedule the sampling query. The rules used to adjust
the sampling interval compare the rate of change in the predicted sample value,
Ẑ [N]−Z [N−1], to the actual rate of change, Z [N]−Z [N−1]. The ratio between
the two rates is defined as R, where

R =
∣∣∣∣
Ẑ [N]−Z [N−1]
Z [N]−Z [N−1]

∣∣∣∣ . (12)

The value of R will be equal to 1 when the predicted behavior is same as the ob-
served behavior. We define a range of values RMIN ≤ 1≤ RMAX , such that

R < RMIN ⇒ ∆TNew < ∆TCurr. ⇒ ∆TNew = (R)×∆TCurr.

RMIN < R < RMAX ⇒ ∆TNew = 2×∆TCurr.

R > RMAX ⇒ ∆TNew < ∆TCurr. ⇒ ∆TNew = (1+R)×∆TCurr.

Runde f ined ⇒ ∆TNew = 2×∆TCurr.

(13)

4.2 Flow Aggregation

In the context of SCAN, a flow is all the connections with a particular destination
IP address and a port number combination. The measurement and characterization
of the sampled data proceeds in time slices. We process the sampled packets into
connection records. Because of its compact size as compared to other types of
records (e.g., packet logs), connection records are appropriate for data analysis. A
connection record provides the following fields:

(SrcIP,SrcPort,DstIP,DstPort,ConnStatus,Proto,Duration),

where
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SrcIP and DstIP : Source and destination IP addresses
SrcPort and DstPort : Source and destination port numbers

ConnStatus : Status of connection (closed/open)
Proto : Network layer protocol identifier

Duration : Duration of connection

Each field can be used to correlate network traffic data and extract intrinsic features
of each connection.

The flow aggregation algorithm employed by SCAN is shown in Fig. 2. Bloom
filters [32] and associated arrays are used to store, retrieve and run membership
queries on incoming flow data in a given time slice. When a packet is sampled,
we first identify the flow the packet belongs to by executing a membership query
in the Bloom filter based on the flow’s flow ID. The flow ID is a unique ID that is
generated from a combination of the destination IP address and the destination port
number. If an existing flow ID cannot be found, a new flow ID is generated based
on the information from the connection record. This is called the insertion phase. If
the flow ID exists, the corresponding array entry that is being used to track the flow
is updated. If the flow ID does not exist, we run the flow ID through each of the k
hash functions (that form a part of the Bloom filter), and use the result as an offset
into the bit vector, turning on the bit we find at that position. If the bit is already
set, we leave it on.

Fig. 2. Online sampling and flow aggregation algorithm.

Bloom filters [32] were first proposed as a space efficient data structure for answer-
ing approximate membership queries over a given set. One drawback of Bloom
filters is the risk of false positives (i.e. returning a “yes” indicating that a given
element is in the set when it is not). The false positive probability is a function of
the length of the filter and the number of items stored in it.

To succinctly represent a set S = {x1,x2, ...,xn} of n elements and support member-
ship queries, we first select an array A consisting of m 1-bit elements and initialize
them to zero. In addition, we select k distinct hash functions h1, ...,hk each with a
range of [1,m]. During the insertion phase, for each element x ∈ S, the bits at the
position h1(x), ...,hk(x) in A are set to 1. In the query phase, to check if an element
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y is in S, we check the value of the bits at positions h1(y), ...,hk(y) in A. The answer
to the query is a yes if all of these bits are one and no otherwise.

4.3 POTION: EM Algorithm-Based Clustering Algorithm

The goal of clustering is to divide flows into natural groups. The instances contained
in a cluster are considered to be similar to one another according to some metric
based on the underlying domain from which the instances are drawn. In this sec-
tion, we describe POTION (exPectatiOn maximizaTIon algOriThm for aNomaly
detection), SCAN’s EM-based clustering algorithm which has advantages over the
k-means clustering algorithm in the context of anomaly detection.

A stochastic clustering method (such as the EM algorithm) assigns a data point to
each group with a certain probability. Such statistical approaches make sense in
practical situations where no amount of training data is sufficient to make a com-
pletely firm decision about cluster memberships. Stochastic clustering algorithms
aim to find the most likely set of clusters given the training data and prior expecta-
tions. The underlying model, used in the stochastic clustering algorithm, is called
a finite mixture model. A mixture is a set of probability distributions—one for each
cluster—that models the attribute values of the members of that cluster.

In the finite mixture model under consideration, we consider a scenario where we
assume that the distribution T that describes incoming network traffic 7 to a server
s is distributed as a mixture of two populations [4]: a normal (N) distribution and
an anomalous (A) distribution such that the ith traffic element 8 , xi, in a given time
slice t is generated from the normal distribution N with a probability of p or from
an anomalous distribution A with a probability of 1− p. In other words,

T = pN+(1− p)A. (14)

During the training phase, we set the baseline activity profile assuming that all
incoming traffic elements are generated from the normal distribution N.

The EM algorithm used by SCAN to cluster data is shown in Figure 3. The EM
algorithm is a general method of finding the maximum-likelihood estimate of the
parameters of a distribution from a given data set when the dataset has missing
values. For this discussion, let us assume that we have a density function P(Z|Θ)
that is governed by the set of parameters Θ. In addition, we have a dataset of size
n drawn from this distribution, Z = {z1, ...,zn}. The function L(Θ|Z) is called the
likelihood function and is defined as the likelihood of the parameters given the

7 It should be pointed out here that the incoming traffic could be composed of either pack-
ets, flows or connections.
8 The term traffic element is used to denote any of the elements in one connection record.
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dataset, i.e.

L(Θ|Z) = P(Z|Θ) =
n

∏
i=1

P(zi|Θ). (15)

In a maximum likelihood problem, our goal is to find Θ that maximizes L.

POTION starts with an initial guess for the parameters of the mixture model for
each cluster and then iteratively applies the Expectation Step (E) and the Maximiza-
tion Step (M) in order to converge to the maximum likelihood fit. In the E-step, the
EM algorithm first finds the expected value of the complete-data log-likelihood,
given the observed data and the parameter estimates. In the M-step, the EM algo-
rithm maximizes the expectation computed in the E-step. The two steps of the EM

Input: Dataset D and initial estimates
Output: Clustered set of data points.
Algorithm:
(a) Initialize: Set an initial guess for the probability p to an arbitrary

non-singular choice p[0]
j

(b) Iterate: At step k
(i) E Step: Determine cluster memberships. Compute the sufficient statistics,

assuming the parameter values p[k]
j .

(ii) M Step: Derive p[k+1]
j as a maximum likelihood estimate based on the

sufficient statistics collected in the E-Step
Score clustering and save if best seen so far

(c) Terminate: Terminate when
1. The difference in the log-likelihood between two consecutive steps

L(T, p[k+1]
j )−L(T, p[k]

j )≤ ε.

where L() is the likelihood function
and ε is the accuracy threshold (We use ε=10−3)

OR
2. Number of iterations = N (We use N=100),

whichever comes first

Fig. 3. EM algorithm for clustering.

algorithm are repeated until an increase in the log-likelihood of the data, given the
current model, is less than the accuracy threshold ε.

The EM algorithm is guaranteed to converge to a local maximum which may or
may not be the same as the global maximum. Typically, the EM algorithm is exe-
cuted multiple times with different initial settings for the parameter values. Then a
given data point is assigned to the cluster with the largest log-likelihood score.

The EM Algorithm extends the traditional k-means algorithm in two important
ways. First, instead of assigning cases or observations to clusters to maximize the
differences in the value of means for continuous variables, the EM clustering algo-
rithm computes probabilities of cluster memberships based on one or more proba-
bility distributions. The goal of the clustering algorithm is to maximize the overall
probability or likelihood of the data, given the final clusters. Second, unlike the
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classic implementation of k-means clustering, the general EM algorithm can be
applied to both continuous and categorical variables.

The classical EM algorithm does have a few disadvantages. In general, the algo-
rithm is hard to initialize and the quality of the final solution depends on the quality
of the initial solution. It may also converge to a poor locally optimal solution. This
means that a solution may be acceptable, but is far from the optimal one. The EM
algorithm needs an unknown number of iterations to converge to a good solution.
That is, it is hard to set a threshold on the maximum number of iterations that is
sufficient. The EM algorithm usually requires several passes over a dataset.

4.4 Data Summaries for Data Reduction

Our aim was to design a clustering algorithm which is fast and requires only a
few passes over the data. The data space is assumed to contain data points with
both numerical and categorical attributes. The attributes of each data point are the
words from the corresponding audit file line. Note that we are using the term word
to loosely describe a monitored attribute (e.g., IP addresses, port numbers, etc.).
From the flow records that have been hashed and stored in the Bloom filters and
the associated arrays, we calculate data summaries for every time slice. A list of
data summary items are shown in Fig. 4. Data reduction techniques like sufficient
statistics and data summaries are often used to enhance the speed of convergence
of the EM algorithm [30].

Our enhancements to the classical EM algorithm consist of three stages:

• Stage I: At the end of each time slice, we make a pass over the connection record
dataset and build data summaries. Data summaries are particularly important in
the EM algorithm framework as they reduce the I/O time by avoiding repeated
scans over the data. In addition, data summaries allow periodic parameter esti-
mation as the records are being read. This enhances the speed of convergence of
the EM algorithm.

• Stage II: We make another pass over the dataset to build cluster candidates using
the data summaries collected in the first stage. After the frequently appearing
words have been identified, the algorithm builds all cluster candidates during this
pass. The cluster candidates are hashed and stored in Bloom filters and associated
arrays. The dataset is processed line by line. When a line is found to belong to one
or more dense regions (i.e. one or more frequently appearing words have been
discovered in the line), a cluster candidate is formed. This is the E-step of the EM
algorithm, where the cluster membership is determined. If the cluster candidate
is not present in the Bloom filter, it is inserted into the filter with the value of one.
If the cluster candidate is present in the Bloom filter, the corresponding value in
the array is incremented
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• Flow Concentration Factor: Total number of TCP flows that have c as the source, s as the destination server and p
as the destination port in the ith time slice.

• Total number of data points per cluster: Number of points per cluster.
• Percentage of control packets: Percentage of control packets is specific to an application. A change in the rate should

identify an anomaly.
• Percentage of data packets
• Average flow duration over all flows
• Maximum number of flows to a particular service
• Average flow duration per destination
• Sum of points: Sum of all the points yi in the jth cluster Yj i.e.

S j = ∑
∀(yi ∈Y j)

yi. (16)

• Sum of square of points: Sum of square of all the points yi in the jth cluster Yj i.e.

SS j = ∑
∀(yi ∈Y j)

(yiyT
i ). (17)

• Percentage of same service to same host: Percentage of incoming traffic that originates from a particular source port
and terminates at a particular destination IP address.

• Percentage of same host to same service: Percentage of incoming traffic that originates from a particular source IP
address and terminates at a particular destination port.

• Resent rate: Number of bytes that have been resent. Control packets count as one byte.
• The variance of the count of packets: This variance is an indicator of the distribution of hosts contacted in a time

interval. During the event of a port scan, a high variance in the packet counts across all source-destination pairs
should reveal an unusual spread in the number of machines contacted in an interval

• Wrong resent rate: Number of bytes that were sent even after being acknowledged.
• Duplicate ACK rate: Number of duplicate acknowledgements received.
• Data bytes sent in either direction: Tracks the number of data bytes exchanged per flow.

Fig. 4. Data summaries.

• Stage III: Clusters are selected from the set of candidates.

Learning steps (periodic M-steps) are used to accelerate convergence. By using
data summaries, the clustering algorithm can run the M-step at different frequencies
while scanning the connection records. We can minimize the convergence time by
running the M-step after every point. Unfortunately, the EM algorithm would not
produce the globally optimal solution in such a scenario. On the other hand, we
can produce a solution that is closer to the globally optimum solution by executing
the M-step after all the n points have been read (as in the classical EM algorithm).
This, however, would require a longer convergence time. Therefore, it is desirable
to set the frequency of M-step execution in between the two aforementioned cases,
but closer to the latter scenario. When a good approximation to the solution has
been reached, we can execute normal EM iterations until the algorithm converges.
During the final step of the clustering algorithm, the Bloom filter and the associated
arrays are inspected, and the regions with values equal or greater than the threshold
value are reported by the algorithm as clusters.
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4.5 Anomalous Flow Detection

The first task in an anomaly detection process is network baselining. Network
baselining can be defined as the act of measuring and rating the performance of
a network. Providing a network baseline requires evaluating the normal network
utilization, protocol usage, peak network utilization, and average throughput of the
network usage over a period of time. Our approach to network baselining recog-
nizes the fact that any parametric model of network traffic is an approximation
to reality. Since our ultimate goal is anomaly detection, which we formulate as
detecting a marked change in the baseline model parameters, we will not be ad-
dressing the more general problem of parameter estimation as an intermediate step
to anomaly detection.

In our model, elements of the network flow that are anomalous are generated from
the anomalous distribution (A), and normal traffic elements are generated from
the normal distribution (N). Therefore, the process of detecting anomalies involves
determining whether the incoming flow belongs to distribution A or distribution N.
We use an approach similar to [4] and calculate the likelihood of the two cases to
determine the distribution to which the incoming flow belongs to. We assume that
for normal traffic, there exists a function FN which takes as parameters the set of
normal elements Nt , at time t, and outputs a probability distribution PNt over the
data T generated by distribution T. Similarly, we have a function FA for anomalous
elements which takes as parameters the set of anomalous elements At and outputs
a probability distribution PAt . Assuming that p is the probability with which a flow
xt belongs to N, the likelihood Lt of the distribution T at time t is defined as

Lt (T) =
n

∏
k=1

PT (xk)

=

[
(p)|Nt | ∏

xi∈Nt

PNt (xi)

][
(1− p)|At | ∏

x j∈At

PAt

(
x j

)
]

. (18)

The likelihood values are often calculated by taking the natural logarithm of the
likelihood rather than the likelihood itself because likelihood values are often very
small numbers that are close to zero. We calculate the log-likelihood as follows:

LLt (T) = |Nt | ln(p)+ ∑
xi∈Nt

lnPNt (xi)

+ |At | ln(1− p)+ ∑
x j∈At

lnPAt

(
x j

)
. (19)

We measure the likelihood of each flow, xt , belonging to a particular group by com-
paring the difference LLt (T)−LLt−1 (T). If this difference is greater than some
value α, we declare the flow anomalous. We repeat this process for every flow
in the time interval. Note that we have to recompute the probability distributions
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PNt (xt) and PAt (xt) at every step because of changes in their distributions.

5 Simulation Results

Before we present the details of the simulation results, we would like to set forth
three important assumptions that we have made. These are: (1) user and/or network
activities are observable, (2) normal and intrusive activities each have distinctive
behavior, and (3) anomalous activity forms a small percentage of total network
activity.

We evaluated SCAN using a synthetic dataset that was generated by combining
the data from the 1999 DARPA intrusion detection project [33] and the Widely In-
tegrated Distributed Environment (WIDE) project [34]. The WIDE backbone net-
work consists of links of various speeds, from 2Mbps (Constant Bit Rate)CBR
ATM up to 10Gbps Ethernet. The WIDE dataset we analyzed consisted of approx-
imately 40GB of data from a 24 hour long trace that was collected on September
22, 2005.

The 1999 DARPA dataset that we analyzed consisted of five weeks of TCPdump
data. Week 1 and 3 have normal attack—free network traffic. Week 2 consists of
network traffic with labelled attacks, while week 4 and week 5 contain 201 in-
stances of 58 different attacks, 177 of which are visible in the inside tcpdump data.
We trained our model on the DARPA dataset using week 1 (5 days) and week 3 (7
days), then evaluated the detector on weeks 4 and 5. Like the original participants
of the 1999 DARPA Intrusion Detection Evaluation team, evaluation is done in an
off-line manner. For our experiments, we only use the inside TCPdump data.

The TCPDump files consisted of hundreds of thousands of lines of network data.
Perl scripts were used to parse the TCPDump files into connection records. The
connection records were then used to build the data summaries at the end of every
time interval. We also aggregated the incoming network traffic into flows based
on the flowID, and calculated various network parameters (see Fig. 4) for every
time interval. The duration of a time interval is 60 seconds. The resulting flow
records and the data summaries were stored in plain text files, which were then
used as inputs to the clustering algorithm. SCAN was implemented in the MATLAB
environment.

The experimental evaluation of SCAN has been divided into three steps. In Sec-
tion 5.1, we evaluate the performance of the sampling algorithm and compare its
performance with the simple random sampling algoritm. Section 5.1 is followed
by Section 5.2, where we compare the performance of the EM algorithm based
clustering algorithm with the traditional k-means clustering algorithm. Lastly, in
Section 5.3 we evaluate the performance of the anomalous flow detection algo-
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rithm.

5.1 Evaluation of the Sampling Algorithm

This section describes a set of simulations that were performed to compare the
performance of the proposed adaptive sampling technique with the simple random
sampling technique. The metrics used to compare the sampled data sets are also
described in this section.

5.1.1 Experimental Setup

Simulations were conducted to compare and evaluate the performance of the pro-
posed adaptive sampling algorithm with the simple random sampling algorithm.
The proposed adaptive sampling algorithm as well as the simple random sampling
algorithm were implemented and simulated in an offline manner using the Perl pro-
gramming language. The Perl scripts were implemented on an Intel R© Pentium
4 laptop with 1 gigabyte of RAM, 100 gigabyte of hard disk space and running
the Slackware R© Linux operating system. The algorithms were evaluated using
data from the Widely Integrated Distributed Environment (WIDE) project [34]. As
mentioned above, the WIDE backbone network consists of links of various speeds,
from 2Mbps CBR (Constant Bit Rate) ATM up to 10 Gbps Ethernet.

5.1.2 Metrics for Evaluation

In order to compare the performance of the proposed adaptive sampling algorithm
with the simple random sampling algorithm, a useful criterion to use is the mean
square error (MSE) of the estimate or its square root, the root mean squared error,
measured from the population that is being estimated. Formally we can define the
mean square error of an estimator X of an unobservable parameter θ as MSE (X) =
E

[
(X −θ)2

]
. The root mean square error is the square root of the mean square error

and the root mean square error is minimized when θ = E (X) and the minimum
value is the standard deviation of X .

In the second set of experiments, we verified whether the traffic data sampled by the
proposed sampling scheme has the self similar property. For this verification, we
used two different parameters: the mean of the packet count and the Hurst parame-
ter. The peak-to-mean ratio (PMR) can be used as an indicator of traffic burstiness.
PMR is calculated by comparing the peak value of the measure entity with the av-
erage value from the population. However, this statistic is heavily dependent on
the size of the intervals, and therefore may or may not represent the actual traffic
characteristic. A more accurate indicator of traffic burstiness is given by the Hurst
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parameter. The Hurst parameter (H), as mentioned above in Section 3.2, is a mea-
sure of the degree of self-similarity. In this paper we use the R-S statistical test to
obtain an estimate for the Hurst Parameter (H). We run the test on both the original
and the sampled data.

5.1.3 Experimental Results

In figure 5, we compare the proposed sampling scheme with the simple random
sampling algorithm using the standard deviation of packet delay as the comparison
criterion.
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Fig. 5. Standard deviation of packet delay.

Packet delay is an important criterion for detecting DoS attacks, especially attacks
that focus on degrading the quality of service in IP networks [35]. The results show
that over different block sizes, the proposed adaptive scheme has a lower standard
deviation when compared with the simple random sampling algorithm. Since stan-
dard deviation is directly proportional to the root mean square error criterion, this
implies that the proposed algorithm predicts the packet mean delay better than the
simple random sampling algorithm while reducing the volume of traffic.

In figure 6 and figure 7 we show the average sampling error for the Hurst param-
eter and the sample mean respectively. As one can see from figure 6, the random
sampling algorithm resulted in higher average percent error for the Hurst parame-
ter when compared to adaptive sampling. This could be the result of missing data
spread out over a number of sampling intervals. In figure 7, the average percent-
age error for the mean statistic was marginally higher for our sampling algorithm
when compared with the simple random sampling algorithm, albeit the difference
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Fig. 6. Average percentage error for the Hurst parameter.
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Fig. 7. Average percentage error for the mean statistic.

was insignificant. One possible reason for this marginal difference is the inherent
adaptive nature of our sampling algorithm—i.e., the proposed sampling algorithm
is more likely to miss short bursts of high network activity in periods that typically
have low network traffic. The simple random sampling scheme would be less likely
to have the same problem.
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5.2 Evaluation of the Clustering Algorithm

To evaluate quality of results and performance we tested our clustering algorithm
with the DARPA/MIT Lincoln labs intrusion detection dataset. POTION is com-
pared against the k-means clustering algorithm. The k-means clustering algorithm
assigns multivariate observations to a pre-determined number of groups (k). Each
of the k groups consists of mk data items and a group centroid (yk). In the beginning,
the algorithm randomly selects k initial clusters from the dataset as the group cen-
troids. Then the k-means algorithm calculates the arithmetic mean of each cluster
formed in the dataset. In other words, the objective it tries to achieve is to minimize
total intra-cluster variance

k

∑
i=1

∑
j∈Si

∣∣x j−µi
∣∣2

,

where there are k clusters Si = 1,2, ...,k and µi is the centroid or mean point of all
the points x j ∈ Si. The steps outlining the basic k-means algorithm are shown in
figure 8.

Input: A set of N data vectors X = {x1, ...,xn} and number of clusters k.
Output: A partition of the data vectors given by the cluster identity vector:
Y = {y1, ...,yn} ,yn ∈ {1, ...k}
Algorithm:
(a) Initialize:Arbitrarily assign classes to datapoints.
(b) Iterate for p iterations: At step k

(i) For each datapoint in the dataset, assign that datapoint to a class such
that the distance from this datapoint to the center of that class is
minimized.

(ii) For each class, recalculate the means of the class based on the datapoints
that belong to that class.

Fig. 8. k-means algorithm for clustering.

The drawback of the k-means algorithm is that the quality of the local optimum
strongly depends on the initial guess (either the centers or the assignments). If we
start with a wild guess for the centers it would be fairly unlikely that the process
would converge to a good local minimum. Another disadvantage of the k-means
algorithm is that the answers it gives are not unique. Therefore it is difficult to
compare the quality of the clusters produced.

5.2.1 Experimental Setup

Since the end goal is to accurately detect intrusions using the anomaly detec-
tion paradigm, as a first step we processed the “incoming” data as described in
Section 4.2. In addition to cluster sizes, inter-cluster distances are used in our
clustering-based detection process. For the k-means algorithm, the inter-cluster dis-
tance is defined as the Euclidean distance between two cluster centroids. For the
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EM algorithm, it is defined as the Mahalanobis distance between two cluster cen-
troids. The EM and the k-means algorithms were written and compiled in Matlab
and simulated in an offline manner. The processed datasets were stored as plain text
files. All experiments were run on a Intel Pentium computer running at 1.7 GHz,
having 100 gigabytes of disk space and 1 gigabyte on main memory.

5.2.2 Metrics for Evaluation

Accuracy is the main quality concern for clustering. In our case one cluster is con-
sidered accurate if there is no more than ε error in its centroid/mean. If µ j is the
correct mean of cluster j and Mj is the value estimated by the algorithm, then the
cluster j is considered accurate if

∣∣µ j−M j
∣∣

µ j
≤ e,

where e is the estimation error and in this paper has been assumed to be 0.1. That
is, we will consider a cluster to be accurate if it differs by no more than 10% of its
“true” mean. The accuracy of clustering of POTION was also estimated by varying
the percentage of missing audit data.

Since the end goal of employing the clustering algorithm is to use it for outlier de-
tection based intrusion detection, we also evaluated the performance of the anomaly
detection algorithm when the input data was clustered using POTION and k-means
respectively. We use the Receiver-Operating Characteristic (ROC) curves in both
cases to evaluate the efficiency and accuracy of the anomaly detection process. The
ROC curve approach analyzes the tradeoff between false alarm and detection rates
for detection systems. ROC analysis was originally developed in the field of sig-
nal detection. ROC curves for intrusion detection indicate how the detection rate
changes as internal thresholds are varied to generate more or fewer false alarms to
tradeoff detection accuracy against analyst workload. Measuring the detection rate
alone only indicates the types of attacks that an intrusion detection system may de-
tect. Such measurements do not indicate the human workload required to analyze
false alarms generated by normal background traffic. False alarm rates in the range
of a few hundred per day make a system almost unusable, even with high detection
accuracy, because putative detections or alerts generated can not be believed and
security analysts must spend many hours each day dismissing false alarms. Low
false alarm rates combined with high detection rates, however, mean that the puta-
tive detection outputs can be trusted and that the human labor required to confirm
detections is minimized.
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5.2.3 Experimental Results

During the training phase we set up a baseline of normal activity. This is achieved
by feeding the flow records and data summaries, obtained after processing the nor-
mal tcpdump data, as inputs to the clustering algorithm. The cluster boundaries that
are obtained at the conclusion of this phase gives us the “boundary” of a normal
cluster.

The cluster centers, covariance matrices, and probabilities for each cluster that
are obtained during the training phase are used as baseline inputs when SCAN
is brought online. This is the testing phase. As incoming network data is processed
and clustered by SCAN, any points that lie beyond a cluster boundary are termed
as outliers. Based on the tolerance level of the IDS and the relative distance of the
outliers from the cluster centers, the outliers will be labelled as normal points or
anomalies. In our simulations, we assume that the tolerance level is zero. This im-
plies that during the testing phase, any point that lies outside a cluster boundary is
considered an anomaly.
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Fig. 9. ROC curve for detection of the SYN Flood attack using POTION.

As mentioned above, we also compared the performance of POTION with the tra-
ditional k-means clustering algorithm. The k-means algorithm was trained using
a “normal” dataset to cluster the normal behavior points. For the test data set,
the probability of it belonging to the most probable cluster, was computed. If this
was below a threshold, the instance was flagged as anomalous. After several runs
(n=10), the outlier threshold for probability of belonging to a cluster was selected
as 0.7. Figure 9 and figure 10 show the performance of the the traditional k-Means
clustering algorithm against POTION while detecting the SYN Flood attack [36] 9 .

9 A SYN flood attack or a neptune attack is a network-based denial of service attack that is
perpetrated by sending large amounts of TCP SYN packets to a target host from a spoofed
source address. The spoofed addresses are nonexistent on network. The victim’s server
then responds with a SYN/ACK back to the nonexistent address. Because no address re-
ceives this SYN/ACK, the victim just waits for the ACK from the client. The ACK never
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The ROC curves show that POTION outperforms the traditional k-Means clustering
algorithm.
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Fig. 10. ROC curve for detection of the SYN Flood attack using the k-means clustering
algorithm.

From figure 10 we see that the k-means clustering approach incurs a large number
of false positives when all the features (figure 4) were used for clustering. This is in
line with the known k-means clustering algorithm’s weakness of poor performance
in the presence of a large number of features in the dataset.

5.3 Evaluation of the Anomaly Detection Algorithm

5.3.1 Experimental Setup

In the last stage of the evaluation process, we evaluated the performance of the
anomalous flow detection module in SCAN under two scenarios: when complete
audit data is available and when only partial audit data is available. In the later
case, to generate partial audit data, we assumed that the missing data are missing
completely at random (MCAR). When we say that data are missing completely at
random, we mean that the probability that an observation (Xi) is missing is unrelated
to the value of Xi or to the value of any other variables. To introduce N% missing
features to a data set of D records, each of which has F features, we select randomly
b(N×D×F)/100c records. For each selected record, we delete a randomly chosen
feature to obtain a MCAR dataset.

We however contend that our scheme will work as well, in cases where we have
bursty missing data. Such scenarios might occur when, for example, a network el-

arrives, and the victim’s server eventually times out. If the attacker sends SYN requests
often enough, the victim’s available resources for setting up a connection will be consumed
waiting for these bogus ACK’s. These resources are usually low in number, so relatively
few bogus SYN requests can create a DoS event.
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ement is temporarily overwhelmed with the sudden surge in flow of network traffic
and stops collecting data. Because, SCAN does not differentiate between bursty
missing data and MCAR datasets, in such a case, it would determine the probable
values of the network parameters based on the past information and use the thus
calculated values to detect intrusions.

5.3.2 Metrics for Evaluation

As in Section 5.2, we use the Receiver-Operating Characteristic (ROC) curves in
both cases to evaluate the efficiency and accuracy of the anomaly detection process.
We use a practical assumption about the intrusion data — the number of normal in-
stances is much larger than that of attack instances. This is usually true in reality.
However, unlike in Portnoy et al. [37], we do not make the strict hypothetical re-
quirement that the percentage of attacks has to be less than a certain threshold (e.g.,
1̃.5%).

5.3.3 Experimental Results
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Fig. 11. ROC curve for detection of the SSH Process Table attack using complete audit
data.

The performance of SCAN at detecting a SSH Process Table attack when complete
audit data is available is shown in figure 11. The attack is similar to the Process
Table attack in that the goal of the attacker is to cause the SSHD daemon to spawn
the maximum number of processes that the operating system will allow. In fig-
ure 12, the performance of SCAN at detecting a SYN flood attack is evaluated. In a
SYN flood attack, an attacker makes a large number of half-open connections to a
given port of a server during a short period of time. This causes the data structure in
the ‘tcpd’ daemon in the server to overflow. Due to the buffer overflow, the system
will be unable to accept any new incoming connections till the queue empties.
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Fig. 12. ROC curve for SYN Flood (Neptune) attack detection using complete audit data.
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Fig. 13. ROC curve for SYN Flood attack detection using varying degrees of missing data
(via random sampling).

In figure 13, we plot SCAN’s ROC curves for the case in which complete audit
data is available, and in cases when 5%, 7%, 11% and 17% of the audit data are
missing. The simple random sampling algorithm was used to sample the network
traffic data.

Figure 14 shows the accuracy of clustering 10 versus percentage of missing data. It
can be seen that even with 10% missing data, the accuracy of clustering is in the
high eighties. As expected, we see that the accuracy of clustering as well as the

10 Accuracy of clustering is measured as the average percentage of correctly classified data
over multiple runs.
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Fig. 14. Accuracy of clustering with POTION vs. percentage of missing data.

performance of the anomaly detection scheme degrades with increasing percentage
of missing data.
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Fig. 15. Comparison of adaptive sampling and random sampling in the detection of the
SYN Flood attack.

Lastly, in figure 15, we compared the performance of the adaptive sampling tech-
nique and the random sampling technique for detecting the SYN Flood attack when
clustering was done using POTION in both cases. As expected, the adaptive sam-
pling technique showed superior performance.
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6 Conclusion

In this paper, we have presented an anomaly detection scheme—called SCAN—
that has the ability to detect network based denial-of-service attacks in gigabit-
speed networks with a relatively high degree of accuracy in the absence of com-
plete audit data. By employing an intelligent sampling scheme, SCAN reduces the
computational complexity [38] by reducing the volume of audit data that is pro-
cessed without losing the intrinsic characteristics of the network traffic. In addition,
SCAN also employs an improved Expectation-Maximization algorithm based clus-
tering technique to impute the missing values and further increase the accuracy of
anomaly detection.
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