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Abstract— There is an emerging need for the traffic processing
capability of network security mechanisms, such as intrusion
detection systems (IDS), to match the high throughput of today’s
high-bandwidth networks. Recent research has shown that the
vast majority of security solutions deployed today are inadequate
for processing traffic at a sufficiently high rate to keep pace
with the network’s bandwidth. To alleviate this problem, packet
sampling schemes at the front end of network monitoring systems
(such as an IDS) have been proposed. However, existing sampling
algorithms are poorly suited for this task especially because they
are unable to adapt to the trends in network traffic. Satisfying
such a criterion requires a sampling algorithm to be capable
of controlling its sampling rate to provide sufficient accuracy at
minimal overhead. To meet this utopian goal, adaptive sampling
algorithms have been proposed. In this paper, we put forth an
adaptive sampling algorithm based on weighted least squares
prediction. The proposed sampling algorithm is tailored to
enhance the capability of network based IDS at detecting denial-
of-service (DoS) attacks. Not only does the algorithm adaptively
reduce the volume of data that would be analyzed by an IDS,
but it also maintains the intrinsic self-similar characteristic of
network traffic. The latter characteristic of the algorithm can
be used by an IDS to detect DoS attacks by using the fact that
a change in the self-similarity of network traffic is a known
indicator of a DoS attack.

I. INTRODUCTION

The Internet today continues to grow and evolve as a global
infrastructure for new services. Business needs have dictated
that corporations and governments across the globe should
develop sophisticated, complex information networks, incor-
porating technologies as diverse as distributed data storage
systems, encryption and authentication mechanisms, voice and
video over IP, remote and wireless access, and web services.
As a result, Internet service providers and network managers
in corporate networks are being motivated to gain a deeper
understanding of the network behavior through monitoring
and measurement of the network traffic flowing through their
networks.

Network-based security systems, like intrusion detection
systems (IDS), have not kept pace with the increasing usage
of high-speed networking technologies such as Gigabit Eth-
ernet. The repeated occurrences of large-scale attacks (such
as distributed denial-of-service (DDoS) attacks and worms)
that exploit the bandwidth and connectivity of networks made
possible by such technologies are a case in point.

The single biggest reason that can be attributed to the
incapability of current solutions to detect intrusions in high-
speed networks is the prohibitively high cost of using tra-

ditional network monitoring schemes like host and router
based monitoring solutions. These schemes typically measure
network parameters of every packet that passes through a net-
work device. This approach has the drawback that it becomes
extremely difficult to monitor the behavior of a large number
of sessions in high-speed networks. In other words, traditional
network monitoring schemes are not scalable to high-speed
networks.

To alleviate the aforementioned problem, sampling algo-
rithms have been proposed. Over the years, network man-
agers have predominantly relied on static sampling algorithms
for network monitoring and management. In general, these
sampling algorithms employ a strategy where the samples are
taken either randomly or periodically at some fixed interval.
The major advantage of using a sampling algorithm is that
it reduces bandwidth and storage requirements. Traditional
sampling algorithms typically use a static or fixed rule to
determine when to sample the next data. Static sampling of
network traffic was first proposed by Claffy et al. [1] in
the early 1990’s for traffic measurement on the NSFNET
backbone. In their much cited paper, Claffy et al. describe the
application of event and timed-based sampling for network
traffic measurement.

Static sampling algorithms like simple random sampling
employ a random distribution function to determine when each
sample should be taken. The distribution may be uniform,
exponential, Poisson, etc. In random sampling, all items have
some chance of selection that can be calculated. The advantage
of utilizing a random sampling algorithm is that it ensures that
bias is not introduced regarding which entity is included in the
sampled population.

However, given the dynamic nature of network traffic, static
sampling does not always ensure the accuracy of estimation,
and tends to over sample at peak periods when efficiency
and timeliness are most critical. More generally, static random
sampling algorithms do not take into account traffic dynamics.
As a result, they cannot guarantee that the sampling error in
each block falls within a prescribed error tolerance level.

In the commercial world, NetFlow [2] is a widely deployed
general purpose measurement feature of Cisco and Juniper
routers. The volume of data produced by NetFlow is a problem
in itself. To handle the volume and traffic diversity of high
speed backbone links, NetFlow resorts to 1 in N packet
sampling. The sampling rate is a configuration parameter that
is set manually and is seldom adjusted. Setting it too low,



causes inaccurate measurement results; setting it too high can
result in the measurement module using too much memory
and processing power, especially when faced with increased
volume of traffic or unusual traffic patterns.

Under dynamic traffic load conditions, simple periodic
sampling may be poorly suited for network monitoring. During
periods of idle activity or low network loads, a long sampling
interval provides sufficient accuracy at a minimal overhead.
However, bursts of high activity require shorter sampling
intervals to accurately measure network status at the expense
of increased sampling overhead. To address this issue, adaptive
sampling algorithms have been proposed to dynamically adjust
the sampling interval and optimize accuracy and overhead.

In this paper, we put forth an adaptive sampling algorithm
that is based on weighted least squares prediction. The pro-
posed sampling algorithm uses previous samples to estimate
or predict a future measurement. The algorithm is used in
conjunction with a set of rules which defines the sampling
rate adjustments that need to be made when a prediction is
inaccurate. To gauge the performance of the proposed sam-
pling algorithm, we compared it with simple random sampling
where the samples are taken at time intervals determined by
a random distribution.

A. Motivation

The growth of the Internet and the advances in networking
technologies have also brought about unwanted side effects:
the proliferation of network-based attacks and cyber crime [3].
However, as pointed out above, current security mechanisms
especially in the domain of attack detection have not scaled
to handle the higher network throughputs.

Several approaches for either sampling or attack detection
have been proposed in the research community. However, to
the best of our knowledge, none of the proposed algorithms
for network traffic sampling have taken an approach that is
tailored to meet the needs of attack detection. From this
perspective we attempt to answer one key question in this
paper: Is it possible to design a low cost packet sampling
algorithm that will enable accurate characterization of the IP
traffic variability for the purpose of detecting DoS attacks in
high throughput networks?

We believe that the proposed sampling algorithm is tailored
to enhance the capability of network-based IDS at detecting a
DoS attack. The proposed sampling algorithm would ideally
precede the IDS and sample the incoming network traffic. The
key characteristic is that it adaptively reduces the volume of
data that would be analyzed by the network IDS, and also pre-
serves the intrinsic self-similar characteristic of network traffic.
We believe the latter characteristic of the proposed sampling
algorithm can be used by an IDS to detect traffic intensive DoS
attacks by leveraging on the fact that a significant change in the
self-similarity (See Appendix A for details on self-similarity)
of network traffic is a known indicator of a DoS attack [4],
[5].

This paper is organized as follows. In Section II, we review
the related work in the area of packet sampling. Section III
presents the weighted least square predictor and the proposed
adaptive weighted sampling algorithm. In Section IV, we

describe the simulation results and compare the performance
of the proposed sampling algorithm with simple random
sampling. In Section V we conclude the paper by summarizing
the paper’s contributions and suggesting possible areas for the
application of the proposed sampling algorithm.

II. RELATED WORK

The biggest challenge in employing a sampling algorithm
on a given network is scalability. The increasing deployment
of high-speed networks, the inherently bursty nature of In-
ternet traffic, and the storage requirements of large volume
of sampled traffic have a major impact on the scalability
of a sampling algorithm. In the context of packet sampling,
this implies that either the selected sampling strategy should
take into account the trends in network traffic or the selected
sampling algorithm should sample most if not all the packets
that are flowing through the network. The major impediment
towards adopting the latter approach is that a higher sampling
rate would imply greater memory and space requirements for
the sampling device. In addition, a higher sampling rate would
run the risk of not being scalable to high-speed networks.

Packet sampling has been previously proposed for a va-
riety of objectives in the domain of computer networking.
Sampling network traffic was advocated as early as 1994. As
mentioned above, Claffy et al. [1] compared three different
sampling strategies to reduce the load on the network param-
eter measurement infrastructure on the NSFNET backbone.
The three algorithms studied in [1] were, systematic sampling
(deterministically taking one in every N packets), stratified
random sampling (taking one packet in every bucket of size
N ), and simple random sampling (randomly taking N packets
out of the whole set). The results showed that event-driven al-
gorithms were more accurate than time-driven ones, while the
differences within each class were small. This was attributed
to trends in network traffic.

Drobisz et al. [6] proposed a rate adaptive sampling algo-
rithm to optimize the resource usage in routers. The authors
proposed using the packet inter-arrival rates and CPU usage
as the two methodologies to control resource usage and vary
the sampling rate. They also showed that adaptive algorithms
produced more accurate estimates than static sampling under a
given resource constraint. In another paper, Cozzani et al. [7]
used the simple random sampling algorithm to evaluate the
ATM end-to-end delays. In the SRED scheme in [8], Ott
et al. use packet sampling to estimate the number of active
TCP flows in order to stabilize network buffer occupancy for
TCP traffic. The advantage of this scheme is that only packet
headers need to be examined.

Another approach taken by Estan and Varghese [9], involved
a random sampling algorithm to identify large flows. In the
algorithm, proposed in [9], the sampling probability is deter-
mined according to the inspected packet size. In another study,
Cheng et al. [10] proposed a random sampling scheme based
on Poisson sampling to select a sample that is representative
of the whole dataset. The contend that using Poisson sampling
is better as it does not require the packet arrival to conform to
a particular stochastic distribution. Sampling strategies were
also used in [11] for the detection of DoS attacks. Sampling



has also been proposed to infer network traffic and routing
characteristics [12]. In [13], Duffield et al. focused on the
issue of reducing the bandwidth needed for transmitting traffic
measurements to a remote server for later analysis, and devised
a size-dependent flow sampling algorithm. In another paper,
Duffield et al. [14] investigated the consequences of collecting
packet sampled flow statistics. They found that flows in the
original stream whose length is greater than the sampling
period tend to give rise to multiple flow reports when the
packet inter arrival time in the sampled stream exceeds the
flow timeout.

Sampling for intrusion detection entails a more thorough
examination of the sampled packets. In addition, unlike some
of the sampling applications mentioned above, sampling for
intrusion detection and more specifically for anomaly detection
requires near line-speed packet examination. This is especially
because a store-and-process approach towards sampled pack-
ets or packet-headers for off-line analysis is not sufficient to
prevent intruders. Hence, in the design of an intrusion detec-
tion algorithm, sampling costs are of paramount importance.

III. THE PROPOSED SAMPLING ALGORITHM

Traffic measurement and monitoring serves as the basis for
a wide range of IP network operations and engineering tasks
such as trouble shooting, accounting and usage profiling, rout-
ing weight configuration, load balancing, capacity planning,
etc. Traditionally, traffic measurement and monitoring is done
by capturing every packet traversing a router interface or a
link. With today’s high-speed (e.g., Gigabit or Terabit) links,
such an approach is no longer feasible due to the excessive
overheads it incurs on line-cards or routers. As a result,
packet sampling has been suggested as a scalable alternative
to address this problem.

Early packet sampling algorithms assumed that the rate of
arrival of packets in a network would average out in the
long term. However, it has been shown [15] that network
traffic exhibits periodic cycles or trends. The main observation
of [15] and other studies have been that not only does network
traffic exhibit strong trends in the audit data but these trends
also tend to be long term.

This section presents the proposed sampling algorithm. In
Section III-A, we describe the weighted least squares predictor
that is utilized for predicting the next sampling interval. This
predictor has been adopted because of its capability to follow
the trends in network traffic. Thereafter, in Section III-B we
describe the sampling algorithm itself.

A. Weighted Least Square Predictor

Let us assume that the vector Z holds the values of the N
previous samples, such that ZN is the most recent sample and
Z1 is the oldest sample. Having fixed a window size of N ,
when the next sampling occurs, the vector is right shifted such
that ZN replaces ZN−1 and Z1 is discarded. The weighted
prediction model therefore predicts the value of ZN given
ZN−1, ..., Z1. In general, we can express this predicted value
as a function of the N past samples i.e.,

ẐN = αT Z̃, (1)

where ẐN is the new predicted value, Z̃ is the vector of past
N − 1 samples, and αT is a vector of predictor coefficients
distributed such that newer values have a greater impact on the
predicted value ẐN . A second vector, t, records the time that
each sample is taken and is shifted in the same manner as Z.
The objective of the weighted prediction algorithm is to find
an appropriate coefficient vector, αT , such that the following
summation is minimized

S =
N−1∑
i=1

wi

(
Zi − Ẑi

)2

, (2)

where wi, Zi, and Ẑi denote the weight, the actual sampled
value, and the predicted value in the ith interval, respectively.

The coefficient vector is given by:

αT =
(
Z̃T WZ̃

)−1

Z̃T W, (3)

where W = wTw is a (N − 1) × (N − 1) diagonal weight
matrix and w is a N × 1 weight vector with weight co-
efficient’s wi that are determined according to two criteria:

1) The “freshness” of the past N − 1 samples. A more
recent sample has a greater weight.

2) The similarity between the predicted value at the be-
ginning of the time interval and the actual value. The
similarity between the two values is measured by the
distance between them. The smaller the Euclidean dis-
tance is, the more similar they are to each other.

Based on the above two criteria, we define a weight coeffi-
cient as

wi =
1

(tN − ti)


 1∣∣∣Zi − Ẑi

∣∣∣2 + η


 , 1 ≤ i ≤ N − 1, (4)

where η is a quantity introduced to avoid division by zero.

B. Adaptive Weighted Sampling

Adaptive sampling algorithms dynamically adjust the sam-
pling rate based on the observed sampled data. A key element
in adaptive sampling is the prediction of future behavior based
on the observed samples. The weighted sampling algorithm
described in this section utilizes the weighted least squares
predictor (see section III-A) to select the next sampling
interval. Inaccurate predictions by the weighted least squares
predictor indicates a change in the network traffic behavior
and requires a change in the sampling rate.

The proposed adaptive sampling algorithm consists of the
following steps (see Fig. 1):

1) Fix the first N sampling intervals equal to τ . (In our
simulations we used τ = 60 sec. and N = 10)

2) Apply the weighted least squares predictor to predict the
anticipated value, ẐN , of the network parameter.

3) Calculate the network parameter value at the end of the
sampling time period.

4) Compare the predicted value with the actual value.
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5) Adjust sampling rate according to the predefined rule set
if the predicted value differs from the actual value

The predicted output ẐN which has been derived from the
previous N samples, is then compared with the actual value
of the sample, ZN . A set of rules is applied to adjust the
current sampling interval, ∆TCurr = tN − tN−1, to a new
value, ∆TNew, which is used to schedule the sampling query.
The rules used to adjust the sampling interval compare the
rate of change in the predicted sample value, ẐN −ZN−1, to
the actual rate of change, ZN −ZN−1. The ratio, R, between
the two rates is defined as:

R =

∣∣∣∣∣
ẐN − ZN−1

ZN − ZN−1

∣∣∣∣∣ . (5)

Based on the value of R, which ranges from RMIN to RMAX
1, we define the next sampling interval ∆TNew as shown in
Equation (6). The variables β1 and β2, in Equation 6, are
tunable parameters. When determining the values for β1 and
β2, one needs to consider the rate of change of the network
parameter under consideration. As in [16], we used the values
β1 = 2 and β2 = 2 in our simulations.

∆TNew =




(1 + R) × ∆TCurr if R > RMAX

β1 × ∆TCurr if RMIN < R < RMAX

R × ∆TCurr if R < RMIN

β2 × ∆TCurr if R is Undefined
(6)

The value of R is equal to 1 when the predicted behavior
is the same as the observed behavior. If the value of R is
greater than RMAX , it implies that the measured value is
changing more slowly than the predicted value and this means
that the sampling interval needs to be increased. On the other
hand, if R is less than Rmin, it implies that the measured
value of the network parameter is changing faster than the
predicted value. This indicates more network activity than
predicted, so the sampling interval should be decreased to yield
more accurate values for future predictions of the network

1Based on the results obtained from simulations performed by us, we
selected a value of RMIN = 0.82 and RMAX = 1.21. These values were
selected because they provided good performance over a wide range of traffic
types.

parameter. The value of R may be undefined. This case arises
when both the numerator and denominator of Equation (5) are
zero. This condition is generally indicative of an idle network
or a network in steady state. In such a scenario, the sampling
interval is increased by a factor of β2(> 1).

IV. SIMULATION RESULTS

Simulations were conducted to evaluate the performance
of the proposed adaptive sampling algorithm. We evaluated
the proposed sampling algorithm using data from the Widely
Integrated Distributed Environment (WIDE) project [17]. The
WIDE backbone network consists of links of various speeds,
from 2Mbps CBR (Constant Bit Rate) ATM up to 10 Gbps
Ethernet. The WIDE dataset we analyzed consisted of a 24-
hour trace that was collected on September 22, 2005.

When comparing the performance of the proposed adap-
tive sampling algorithm with the simple random sampling
algorithm, a useful criterion to use is the mean square er-
ror (MSE) of the estimate or its square root, the root mean
squared error, measured from the population that is being
estimated. Formally we can define the mean square error of an
estimator X of an unobservable parameter θ as MSE (X) =
E

[
(X − θ)2

]
. The root mean square error is the square root

of the mean square error and the root mean square error is
minimized when θ = E (X) and the minimum value is the
standard deviation of X .

In Fig. 2, we compare the proposed adaptive sampling
scheme with the simple random sampling algorithm using
the standard deviation of packet delay as the comparison
criterion. Packet delay is an important criterion for detecting
DoS attacks, especially attacks that focus on degrading the
quality of service in IP networks [18]. The results show
that over different block sizes, the proposed adaptive scheme
has a lower standard deviation when compared with the
simple random sampling algorithm. Since standard deviation is
directly proportional to the root mean square error criterion,
this implies that the proposed algorithm predicts the packet
mean delay better than the simple random sampling algorithm
while reducing the volume of traffic.

In the second set of experiments, we verified whether the
traffic data sampled by the proposed sampling scheme has
the self similar property. For this verification, we used two
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Fig. 2: Standard deviation of packet delay.

different parameters: the mean of the packet count and the
Hurst parameter. The peak-to-mean ratio (PMR) can be used
as an indicator of traffic burstiness. PMR is calculated by
comparing the peak value of the measure entity with the
average value from the population. However, this statistic is
heavily dependent on the size of the intervals, and therefore
may or may not represent the actual traffic characteristic. A
more accurate indicator of traffic burstiness is given by the
Hurst parameter (See Appendix A for details).
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Fig. 3 and Fig. 4 show the average sampling error for
the Hurst parameter and the sample mean, respectively. As
one can see from Fig. 3, the random sampling algorithm
resulted in higher average percent error for the Hurst parameter
when compared to adaptive sampling. This could be the
result of missing data spread out over a number of sampling
intervals. In Fig. 4, the average percentage error for the mean
statistic was marginally higher for our sampling algorithm
when compared with the simple random sampling algorithm,
albeit the difference was insignificant. One possible reason for
this marginal difference is the inherent adaptive nature of our
sampling algorithm—i.e., the proposed sampling algorithm is
more likely to miss short bursts of high network activity in
periods that typically have low network traffic. The simple

random sampling scheme would be less likely to have the
same problem.
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V. CONCLUSION

In this paper, we have presented an adaptive sampling
algorithm which uses weighted least squares prediction to
dynamically alter the sampling rate based on the accuracy
of the predictions. Our results have shown that compared to
simple random sampling, the proposed adaptive sampling al-
gorithm performs well on random, bursty data. Our simulation
results show that the proposed sampling scheme is effective
in reducing the volume of sampled data while retaining the
intrinsic characteristics of the network traffic.

We believe that the proposed adaptive sampling scheme
can be used for a variety of applications in the domain of
network monitoring and network security. The variations in
the self similarity and long range dependence of network
traffic are known indicators of a denial-of-service attack [5].
Therefore, an anomaly detection scheme could successfully
use the proposed sampling algorithm to sample and reduce
the volume of inspected traffic while still being able to
detect minor variations in the self-similarity and long range
dependence of network traffic.
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APPENDIX

A. Self Similarity and the Hurst Parameter

Self-similarity, a term borrowed from fractal theory, implies
that an object (in our case network traffic) appears the same
regardless of the scale at which it is viewed. In a seminal
paper published in 1994, Leland et al. [19] showed that the

traffic captured from corporate networks as well as the Internet
exhibits self-similar behavior. Prior to the publication of [19],
network traffic was assumed to be Poisson in nature. However,
modeling network traffic using the Poisson distribution implied
that the it would have a characteristic burst length which would
tend to be smoothed by averaging over a long enough time
scale. This was in contrast to the measured values, which
indicated that there was a significant burstiness in network
traffic over a wide range of time intervals.

The self-similar nature of network traffic can be explained
by assuming that network workloads are described by a power-
law distribution; e.g., file sizes, web object sizes, transfer
times, and even users think times have heavy-tailed distri-
butions which decay according to a power-law distribution.
A possible explanation for the self-similar nature of Internet
traffic was given in [20], where the authors suggest that many
ON/OFF sources with heavy-tailed ON and/or OFF periods
resulting in core network traffic to be self-similar. The main
properties of self-similar processes include slowly decaying
variance and long-range dependence. An important parameter
of a self-similar process is the Hurst parameter, H , that can
be estimated from the variance of a statistical process. Self-
similarity is implied if 0.5 < H < 1.

The Hurst parameter is defined as follows: For a given set of
observations X1,X2 . . . , Xn with sample mean,Mn defined as
(1/n)

∑
j Xj , adjusted range R(n) and sample variance S2,

the rescaled adjusted range or the R/S statistic is given by

R (n)
S (n)

=
1

S (n)
· A, (7)

where

A =


Max

k∑
j=1

(Xj − Mn) − Min

k∑
j=1

(Xj − Mn)




Hurst discovered that many naturally occurring time series
are well represented by the relation

E

[
R (n)
S (n)

]
∼ cnH , as n → ∞ (8)

with the Hurst parameter H normally around 0.73, and a finite
positive constant, c, independent of n. On the other hand, if
the Xk‘s are Gaussian pure noise or short range dependent,
then H = 0.5 in equation (8).

Li, et al. [4], demonstrated mathematically that a significant
change in the Hurst parameter can be used to detect a DoS
attack, but their algorithm requires an accurate baseline model
of the normal (non-attack) traffic. In another paper, Xiang et
al. [21] contend that DDoS attacks can be detected by adopting
a modified version of the rescaled range statistic.


