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Abstract—Despite the recent surge in the application of deep
learning to wireless communication problems, very little is known
about the required training dataset size to solve difficult problems
with acceptable accuracy, including the problem of transmitter
classification. Many researchers use rules-of-thumb to find out
how much training data is needed for certain classification or
identification tasks. For the artificial neural network (ANN)
research, these rules of thumb may suffice, however, for convolu-
tional neural networks (CNN), a class of deep neural networks,
these rules of thumb may not hold, and researchers are often
left to figure out the training dataset size needed for accurate
classification. In this paper, we investigate the correlation between
training dataset size and classification accuracy for transmitter
classification applications by investigating whether the rules-of-
thumb used in ANN research applies in CNN-based transmitter
classification tasks. We predict classification performance of a
CNN-based architecture given a dataset size using a power law
model and the Levenberg-Marquardt algorithm. We use the chi-
squared goodness-of-fit test to validate our predicted model. Our
results show that we can predict classification accuracy for larger
training dataset sizes with different experimental scenarios with
at least 97.5% accuracy. We also compare our scheme with
similar prior works in wireless transmitter classification. Finally,
we propose a rule-of-thumb for the required training dataset size
in transmitter classification using CNNs.

Index Terms—CNN; CWT; Transmitter classification; Per-
formance prediction; Inverse law model; Levenberg-Marquardt
Algorithm

I. INTRODUCTION

Transmitter classification [1] [2] is the process of accurately
classifying wireless transmitters based on hardware attributes
or features in the transmitted signal. Transmitter classification
is also referred to as radio transmitter classification. It is a
core technique used in spectrum management, IoT security,
etc, to perform difficult transmitter recognition tasks. Before
the popularity of deep learning models, wireless transmitter
classification algorithms leveraged carefully crafted features
that require domain knowledge and precision to classify trans-
mitters. Transmitter classification does not need to uniquely
discriminate transmitters as is done in RF fingerprinting [3]
and transmitter identification [4], [5] applications. Spectrum
management is the term that describes the efficient manage-
ment of the radio spectrum to maximize spectrum use while
minimizing RF interference. It encapsulates spectrum sensing,
spectrum monitoring and spectrum forensics, all of which
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enables cross technology spectrum sharing. Transmitter classi-
fication has found wide applications in the spectrum forensic
paradigm as it assists in rapidly identifying transmitter(s) that
inadvertently misuse spectrum resources. With the abundance
of devices introduced into the wireless spectrum, the challenge
of classifying these devices become burdensome.

Prior works have shown that the transmitter classification
problem can be effectively addressed using convolutional
neural networks (CNN). CNN is effective because it is able
to extract features from raw data via several hidden layers
in a network, thereby making it possible to learn complex
non-linear associations between the input data and output
classification labels. CNNs require a huge amount of data and
powerful computational resources [6]. Authors in [3] used a
CNN algorithm to fingerprint IEEE 802.15.4 devices. Youssef
et al. [4] utilized CNN and other machine learning algorithms
to identify RF transmitters based on their intrinsic physical
characteristics.

While several prior studies have explored the utilization of
CNNs for transmitter classification or identification (e.g., [3]–
[5], [7]), none of them provided any formal discussions on
the impact of the training dataset size on classification perfor-
mance. Like all deep learning techniques, the performance of
CNNs is directly impacted by the size of the training dataset.
Through the findings presented in this paper, we shed light
on this understudied problem. Specifically, in this paper, we
focus on quantitatively analyzing the relationship between the
size of the training dataset and classification accuracy.

In computational biology and related fields, researchers
have identified ways of estimating the training dataset size
needed for acceptable classification performance [8] [9] [10].
In the wireless communication domain, such an estimation
is more challenging because the input to the deep learning
algorithm (IQ data and other representation of the transmitted
signals) has complex underlying processes and do not have
typical average values when compared to the input data used
in other domains [11]. Often, the quantity of data needed
depends on the complexity of the classification problem and
the deep learning algorithm. The relationship between dataset
size and performance have been studied in many non-deep
neural networks literature [12] [13] where features used for the
classification are crafted by domain experts. Since the features
are manually crafted, the training dataset size is small when
compared with deep neural networks where the features are
automatically learned by the algorithm. Also, their applications



(discrete choice analysis and medical bio-informatics) which
uses non-deep machine learning algorithms require smaller
training dataset for classification whereas wireless transmitter
data with higher complexity requires more training dataset.

The use of deep learning to solve challenging problems in
communications and signal processing is not new. However,
to the best of our knowledge, none of those prior studies
investigated the quantitative relationship between the size of
the training dataset and the ML algorithm’s performance.
Using the findings presented in this paper, we seek to shed
light on this important problem. Specifically, in this paper, we
present findings that show the impact of the dataset size on
the performance of transmitter classification using a CNN. In
addition, we also show whether the rule-of-thumb proposed
in the existing literature helps in transmitter classification.
Generally, a rule-of-thumb is a factor of certain characteristics
of the prediction problem [12].

For non-linear algorithms like CNN, immense amount of
data is necessary to achieve a comparable performance re-
ported in linear machine learning algorithms. For example, the
popular Facebook face recognition system called DeepFace
utilized a training dataset of 4 million facial images of more
than 4000 classes to achieve an accuracy of 97.35% [14].
Levine et al. [15] trained a network of 800,000 grasp attempts
to train a robotic arm to learn different grasp strategies. Esti-
mating the appropriate training dataset size for deep learning
algorithms is important for determining the practicality of the
algorithms and ensuring the viability of the results, but is also
a difficult task.

In this paper, we generate a dataset for training and testing
a CNN for transmitter classification, we developed a scheme
for the prediction of classification performance and finally,
we propose a rule-of-thumb for transmitter classification using
CNN.

The main contributions of the paper are summarized as
follows:

• Using quantitative results, we show the relationship be-
tween the training dataset size and performance of trans-
mitter classification using a CNN. Previous works have
studied this relationship in non-deep neural networks.
Our study focuses mainly on how this relationship holds
for deep neural networks, specifically CNNs. We also
propose a rule-of-thumb for minimal dataset size for
acceptable performance of CNN-based transmitter clas-
sification.

• We propose a scheme for predicting the classification
performance of a CNN based on its dataset size via the in-
verse law model and the Levenberg-Marqardt algorithm.
To verify the prediction accuracy, we used the chi squared
goodness-of-fit test, and showed how our predicted values
match the empirical results. We also compare our scheme
with other schemes proposed in prior works.

The quantitative results presented in this paper are rele-
vant to only the specific configuration of the CNN that was
used. However, we believe that our findings provide valuable
insights on the relationship between the dataset size and

classification performance when a CNN is used for transmitter
classification and similar problems [3]–[5].

Section II provides some technical background to the com-
ponents of our study. In section III, we discuss the dataset
generation process. Section IV discusses the technicalities of
the classification performance prediction scheme. Section V
describes the experimental set up consisting of the transmitter
component, receiver component and the transmitter categoriza-
tion scheme. In section VI, the evaluation of the scheme is
presented. We discuss related works in section VII. Finally,
section VIII concludes the work and discusses the future
direction of our research.

II. TECHNICAL BACKGROUND

A. Continuous Wavelet Transform

Deep learning algorithms can be used to solve the trans-
mitter classification problem by using the intrinsic attributes
of the transmitters, such as a power amplifier’s non-linearity,
an oscillator’s imperfections, etc. To magnify these attributes
for classification, we can pre-process the signal using efficient
transforms.

Some popular transforms in the signal processing do-
main include discrete wavelet transform (DWT), short time
Fourier transform (STFT), Fourier transforms (FT), continuous
wavelet transform (CWT) etc. One deficiency of FT is that it
has no mechanism for marking the beginning and end of the
intermittent sine-wave. This deficiency is corrected by STFT
via analyzing smaller sections of the signal at a time. For
DWT, a scanty depiction of the signal is provided. A pre-
processing technique that has proven to work efficiently for
IQ samples in transmitter identification is the CWT. [4].

CWT is a tool for time-frequency analysis of signals that
enables a clear depiction of many frequency components of
a signal as a function of time. CWT clearly separates the
physical characteristics of transmitters in a 2D representation,
thus improving the classification accuracy of the deep learning
algorithm. The CWT is the more ideal candidate for signal or
time series analysis due to its more fine grained resolution and
is usually chosen in most tasks. In theory, the CWT compares
a received signal with several shifted and scaled versions of
the mother wavelet. Despite the overlap between the scales,
the finer sampling scale usually leads to higher precision
during the analysis of the received signal. In other words,
the isolation of transients in signals and characterization of
oscillatory properties becomes possible.

B. CNN for Transmitter Classification

CNN and other deep learning algorithms have inherent ben-
efits associated with using them in communication or signal
processing applications. We briefly discuss these benefits.

Benefits of using CNN in Spectrum Management: CNN
extracts features or attributes from raw data by leveraging the
hidden layers in neural networks. Unlike traditional machine
learning applications, where the data representation is manu-
ally hard-coded as a set of features, the representation of the
data is constructed automatically in CNN.



As a result of CNN’s non-linearity property, it is able to
learn complex non-linear associations between input data and
their labels (or outputs) for accurate predictions. Several works
[6], [7], [16]–[18] including transient classification, estimation
of transmitter I/Q imbalance, amongst others have utilized
CNN for their tasks as it is capable of learning filters with
varying complexity as the layers deepen. Another reason CNN
is very useful for such applications is that the many layers
of processing units are capable of extracting non-linear and
abstract features of wireless signals that are constant for local
spectral and temporal variations [7].

C. Curve fitting for Classification Accuracy Prediction

Our approach is similar to what is referred to as sample
size determination (SSD) [8]. SSD is a way of selecting the
number of observations to include in a statistical sample.
For transmitter classification, the dataset size is dependent
on so many factors such as difficulty of the classification
task, complexity of classification algorithm, etc. The most
common approach to predicting the dataset size needed for a
target accuracy is the empirical or experiment-based approach
[11]. The empirical approach fits experimentally generated
classifier’s learning curve to empirical models of dataset size
versus accuracy.

There are three popular curve fitting models [19] that show
how error, E, depends on the size of the training data, n:

1) Power Law: The distribution of many physical, bio-
logical and many artificial phenomena follows a power law.
It is given by the general equation: E = bn−c, where E,
the classification error is 1−accuracy and n ε [1,∞) is the
dataset size. Accuracy is defined as how much the test error
of the classification algorithm conforms to its training error.
The variable, b, is the learning rate, and the variable, c, is
the decay rate. Power laws are useful in modelling stochastic
processes and non-linear relationships.

2) Inverse Square Root Model: This model was motivated
by Bias-Variance decomposition proposed by Geman et al.
[20]. It is given by the equation: E = a+ bn−

1
2 . The variable

a is a bias term which helps to compensate for model mis-
specification. That is, the error approaches a as n tends to
infinity. The relationship between the extended power law
model and the inverse square root model is that the inverse
square root assumes that the datasets are independent, thereby
making c = 1

2 .
3) Extended Power Law Model: This model given by: E =

a+bn−c. The variable, a, is the minimum achievable error. The
extended power law has three parameters to be estimated and
this estimation involves non-linear least-squares optimization
which can be unstable or fail [19].

III. DATASET GENERATION

This section describes the steps in the generation of the
dataset used to train and test the CNN algorithm employed.
The dataset is generated using our testbed consisting of several
hardware devices that serve as transmitters and receiver. We

discuss the transmitter-receiver chain which includes: base-
band waveform generation, transmission of the signal through
the channel, and the signal reception. We also discuss CWT
(the preprocessing technique used), and the CNN classification
algorithm employed. Fig. 1 shows the equipment setup for the
training dataset generation.

A. Baseband Waveform Generation

We utilized the popular GNU Radio Companion signal pro-
cessing blocks to generate OFDM packets that is transmitted
through the hardware devices. A random source that generates
a stream of bits (i.e., 0s and 1s) is created. These bits are then
mapped to an OFDM waveform using QPSK modulation with
an FFT length of 512 and occupies 200 tones with a cyclic
prefix of 128. For transmission, the OFDM waveform is then
up-converted to a center frequency of 2.45 GHz.

B. RF Transmission

At the transmission stage, the hardware support package,
USRP hardware driver (UHD), links GNU radio with the
transmitter hardware. The UHD is a library used to control
and communicate with all the USRP devices. It runs on a
general purpose processor (GPP). This is achieved by a GNU
radio block that takes the sample rate, RF bandwidth, buffer
size, center frequency and attenuation as input. The physical
address of the hardware device is also specified. The waveform
is then transmitted over the air through the antennas on the
hardware.

C. RF Reception

On the reception side, the receiver receives the signal
through the antenna by latching onto the same channel as
the transmitter. We assume that the receiver knows the center
frequency and bandwidth of the transmitter. A computer
running GNU Radio companion uses the UHD USRP Source
block, which holds the sample rate and the center frequency of
the transmitted signal, to down-convert the signal to baseband
frequency. The received signal is sent to a low noise amplifier
after which the signal is split into the in-phase and quadrature
component at baseband. The baseband signal is then low-pass
filtered and then sent to the analog-to-digital converter (ADC).
After the ADC is done, the digital samples are clocked into
an FPGA. The FPGA image is then digitally down-converted
via fine frequency tuning and then decimated using several
filters. After the decimation is done, the raw samples are
streamed to a host computer through the host interface (an
Ethernet gigabit link, in this case). The UHD enables this
communication between the USRP and the host computer. The
host computer then collects the complex samples via GNU
Radio. The IQ data is written to a file and sent for further
processing using MATLAB.

D. Signal Data Preprocessing using Continuous Wavelet
Transform

As discussed in section II, CWT helps to magnify the fea-
tures in the received signal that can be used in the classification



Fig. 1. Equipment Setup for the Dataset Generation. (Transmitter: USRP 2921; Receiver: USRP 2921)

process. For CWT, from N samples for an N -length signal,
a M × N matrix of coefficients is constructed (where M is
the number of scales) [21]. The wavelet transform scales are
typically a power of 2 and are a function of the number of
voices per octave, and the range from zero to the largest scale.
The scales are automatically determined via the energy spread
of the wavelength in both frequency and time [21].

After the received data has been collected, continuous
wavelet transform (CWT) is employed to preprocess the
signals in such a way to scale them up, thereby highlighting
the transmitter attributes in the received signal. The file created
in section III-C is sent to MATLAB where the CWT function
in the wavelet toolbox is used to transform the signal. After
the signal has been transformed, the resulting 2D matrix of
dimension M × N for each samples is stacked together,
resulting in a three dimensional matrix which is sent to the
deep learning classifier. The matrix generated by the CWT
function can also be viewed as a magnitude scalogram, the
absolute value of the CWT represented as a function of time
and frequency [21]. Since we are interested only in the matrix,
we refer interested readers to [21] for more information on the
magnitude scalogram.

While certain differences can be seen among certain trans-
mitters in the time domain, CWT does a better job of high-
lighting a transmitter’s attributes due to the spatial correlations
introduced by the transform. These correlations are harder to
see when only time domain is considered.

E. CNN Architecture

In order to implement our deep learning algorithm, we
started with a Tensorflow CNN model [22] and then modified
it to fit our needs.

The three main components of the CNN architecture are
the convolutional, pooling and fully connected layers. Our
network has 2 convolutional layers, 2 max pooling layers and
1 fully connected layer. The convolutional layers apply a 5×5
filter to the input matrix. In the resultant sub-region, convo-
lution operations are performed to create a single value in
the corresponding output feature map. The rectified linear unit
(ReLU) activation function, which is scale-invariant, is applied
to the values in the feature map to introduce non-linearities
into the model. When compared to the sigmoid activation
function, the ReLU suffers less from the vanishing gradient
problem and thus results in a better gradient propagation.

TABLE I
CNN PARAMETERS

Parameters Value
Batch Size 200

Learning Rate (α) 1× 10−4

Maximum Pooling 2× 2
Strides 2

Convolutional layer Filters 32
Kernel Size 5× 5

Number of Classes 2, 3 & 4
Dropout Probability 80%

Training & Test Sizes 60% & 40%
Image height and width 71× 1000
Number of Parameters 419328

Optimizer Adam Optimizer
Activation Function ReLU

The pooling layer is used to down-sample the data extracted
by the convolutional layer. This is useful for dimensionality
reduction to reduce the processing time which also reduces
the number of parameters, and the computations performed in
the network. We used the 2 × 2 maximum pooling function
(i.e., the algorithm keeps the maximum value in the sub-
region of the feature map). This implies that the maximum
value has important features that can be used for transmitter
classification. Usually, the convolutional and pooling layers are
both referred to as the convolutional layers. The parameters
used for training and testing are listed in Table I.

F. Classification Using CNN

The CNN algorithm described in the architecture above
takes the CWT matrix as an input and automatically learns
features in the data and then goes through the two convo-
lutional layers of convolution and maximum pooling. In the
fully connected layer, where all the nodes are connected to
every other nodes in the previous pooling layer, the feature
classification is done. The dense layer that comes after the
last convolutional layer is responsible for grouping extracted
features in the convolutional layer. A softmax activation func-
tion is used to compute the probability values for each node; it
shows how likely each row vector falls into their corresponding
target class.

IV. TRANSMITTER CLASSIFICATION PERFORMANCE
PREDICTION SCHEME

We discuss the inverse law model selected, the parameter es-
timation algorithm utilized, the model fitting process and then



we explain how the classification performance is predicted. In
the context of our study, transmitter classification performance
prediction is the process whereby the performance of a larger
dataset size is predicted using a power law model, parameter
estimation algorithm and a model fitting technique. The param-
eters estimated are variables b and c explained in section III.
The CNN classification explained in section III provides data
(i.e., dataset size and classification accuracy) used to estimate
the parameters for fitting the model. Figure 2 is a high level
diagram of four stages in the performance prediction stage.
All four stages occur in a sequential manner and subsequent
subsections explain them in more details.

A. Selecting an Inverse Law Model

Our empirical approach relies on findings from studies that
demonstrated that classifier learning curves generally follows
the power laws [23]. From the three models described in
section II-C, we chose the power law model (expressed by
Equation 1) to fit our model. Before selecting this model, we
tested all three models. The extended power law performed
poorly when compared to the other two models. While the
difference in performance between the power law model and
inverse square root model is minimal at smaller dataset sizes,
we observed that the predicted classification performance for
the inverse square root model did not match the performance
of the original experimental data. Performance, in this context,
is defined as how close the predicted accuracy values are to
the accuracy values from the actual experiments in section
III-F. After running multiple trials of the power law model
and the inverse square root model, we found that the power
law model achieved the best performance at both smaller and
larger dataset sizes.

E = bn−c (1)

To fit the model, the initial results from our experiments
were used to set up a system of equations from equation 1.
From these systems of equations, we then use the parameter
estimation algorithm, explained in section IV-B, to estimate
the values of variables b and c.

B. Parameter Estimation Algorithm

After the learning curve has been generated as described
in section IV-A, the parameters needed for fitting the model
are estimated. These parameters would vary for different
experiments since the experiments are designed to explore
different classes of transmitters.

This step is crucial as this is where we employ our pre-
ferred parameter estimation algorithm. There are many popular
parameter estimation algorithms in the literature. These algo-
rithms solve for the needed parameters and they can also be
used to fit a learning curve for the experimental data available.
We discuss briefly the Levenberg-Marquardt algorithm used to
estimate the parameters used in this paper.

Levenberg-Marquardt Algorithm: In many linear least
squares problems, the Gauss-Newton (GN) method can be
used to estimate parameters where a search direction is ob-
tained at each iteration [24]. To ensure that the function de-
creases at every iteration, the direction of search is considered
when a line search is carried out. However, when non-linearity
sets in, the Gauss-Newton method encounters problems and
hence a non-linear estimation algorithm becomes necessary.
The Levenberg-Marquardt (LM) algorithm helps to overcome
the problems encountered by the GN method.

A stopping criterion of 1 × 10−4 multiplied by a function
tolerance is used to terminate the Levenberg-Marquardt algo-
rithm. The search direction used is computed as a cross be-
tween the GN direction and the steepest descent direction [24].
The algorithm helps in solving non-linear least squares prob-
lems. We utilized the MATLAB implementation of lsqnonlin
function which has the Levenberg-Marquardt algorithm as an
option. Given Equation 1, the LM algorithm estimates the
parameters b and c. In order to estimate the parameters from
the system of equations generated from Section IV-A, we
initialized both the parameters, b and c, with the value of zero.

C. Model Fitting
In order to extrapolate or predict dataset sizes for certain

performances, there is a need to empirically estimate some
parameters that can be used for such predictions. To generate
the learning curve, preliminary experiments with a smaller
dataset size and their corresponding classification accuracy
is conducted. This is a popular methodology in statistics for
extrapolation or prediction. The classification accuracy and
dataset size from the preliminary experiments in addition to
power law models is then used to set up equations to estimate
parameters b and c.

The learning curve is a plot showing the test accuracy versus
dataset size. In this plot, there are three broad sections. The
first section is characterized by a rapid increase in accuracy as
the dataset size is increased. The second section shows how the
increase in accuracy is less rapid as the dataset size increases.
In the third section, the accuracy plateaus as the dataset size
increases showing that there is little to no improvement in
classification accuracy as the dataset size is increased.

In the medical bioinformatics research, researchers have
explored inverse power laws in empirically generated learning
curves to predict performance at larger dataset sizes. Mukher-
jee et al. [10] tested their method on relatively small data set
(n < 500) and found out that the differences between pre-
dicted and actual classification error was very small (between
1%− 7%).

To achieve our goal, we used an existing algorithm [8]
to fit our power law model to preliminary learning curve
points. This is done to predict the accuracy of a deep learning
classifier at larger training dataset size for which data we may
not have the resources to generate.

D. Classification Accuracy Prediction
In this step, we extrapolate the dataset size needed for higher

classification accuracy. Since we are constrained by time and



Fig. 2. Overview of the Transmitter Classification Performance Prediction Scheme

resources, the ability to predict the dataset size that we cannot
experimentally ascertain becomes imperative. Therefore, inter-
ested readers can gain insights from our experiments on how
much data would be required for their classification problems.

We employ equation 1, and the estimated parameters from
section IV-B to predict accuracy for larger dataset sizes. The
estimated parameter is applied to dataset sizes that have not
been considered before. A fitted curve will then be leveraged
to extrapolate the performance of the deep learning classifier
for larger dataset sizes.

With this step, accuracy for larger dataset sizes is predicted
with some level of confidence. For example, Figueroa et al.
[8] used an Hessian matrix and second-order derivatives to
calculate a 95% confidence interval. Simply put, the fitted
curve generated from the model fitting process is what we
refer to as the predicted classification accuracy. More of this
prediction is discussed in section VI-B.

V. EXPERIMENTAL SETUP

We describe the setup of the transmitter and receiver used
for the classification and prediction. All our experiments were
conducted in a lab environment with varying distance between
the transmitter and the receiver thereby allowing for multipath
and other realistic channel conditions. In addition, we present
the transmitter categorization approach utilized.

A. Transmitter Component

We utilized diverse types of transmitters in this section.
The sets of transmitters include four USRP 2921, four USRP
B200 and four Adalm Pluto SDR. We used the 2.45 GHz
band for the radio transmissions, and the frequency offset was
corrected. For all the transmitters, GNU radio was used to set
up the transmitter block.

An OFDM waveform that received 10, 000 samples from a
random source with an FFT length of 512 was implemented.
The cyclic prefix length of 128 creates the OFDM symbols
using QPSK modulation. The generated OFDM signal was
sent to the transmitter sink, which was then used to transmit
the signal over the air through the antennas.

B. Receiver Component

The receiver only needs to know the center frequency and
the bandwidth used by the transmitter. We utilized the National
Instrument USRP 2921 to receive the signals over the air.
The IQ sample was collected using a GNU Radio script that
was running on the receiver. The USRP Source block received
the IQ data from the transmitter and a GNU radio graphical
sink (GUI Frequency Sink) is used to plot the received signal
to confirm an accurate reception of the transmitted signal.

Generally, the sink displays multiple signals in frequency by
taking a set of floating point streams to plot the power spectral
density (PSD) of the signal. The IQ data is also written to a
file that is pre-processed in MATLAB. Data was collected for
the various distances between the transmitter and the receiver.

C. Transmitter Categorization based on Hardware Attributes

Many components of hardware devices exhibit some type
of attributes unique to each device. For example, the power
amplifiers used in many wireless devices tend to exhibit non-
linearities when they are operated at high power [25] [26].
These non-linearities can be used to group the transmitters
into different categories.

There are three categories that cover the type of devices used
in our experiments. The difference between these classes is
found in the range of values for the third order intercept point
(IIP3), frequency accuracy and sample rate. The IIP3 shows
the effect of the power amplifier non-linearity. The frequency
accuracy, which we associate to oscillator imperfection, is
shown in the variation of the frequency offset from device
to device. These features have been carefully chosen in the
absence of a standard transmitter categorization scheme in the
transmitter classification literature. Grouping transmitters that
share similar hardware characteristics seem to generalize well
in the experiments.

The experiments conducted in this section are designed
for different categories under which we have grouped the
transmitters used in this paper. In table II, we classify them
into three broad categories based on three hardware features
or attributes unique to each transmitter category.

1) Category A (USRP 2900 Series): The transmitters in
this class are devices that use tighter filters and more reliable
linear power amplifiers. Because of these features, distinction
of transmitters in this class becomes more difficult. We have
already seen this trend in our results. In other words, the
performance is expected to be poorer when compared to other
classes.

2) Category B (USRP B200 Series): The transmitters in this
class are composed of lower quality components compared to
class A. This can be seen in their hardware attributes. They
are specifically designed for low-cost experimentation. They
utilize a single chain of the AD 9364, used when software
and hardware complexity is to be reduced. Transmitter classi-
fication is projected to be easier compared to devices in class
A because the lower quality hardware attributes account for
relatively easier classification.

3) Category C (Pluto SDR Series): The transmitters in
this category are more constrained than those in classes A
and B. Despite its miniature size and cost, the Pluto SDR



TABLE II
TRANSMITTER CLASSIFICATION METHOD

Transmitter Categorization

Hardware Features Category A
(USRP 2900

Series)

Category B
(USRP B200

Series)

Category C
(PlutoSDR)

Frequency Accuracy
(in ppm)

2.5 2.0 25

ADC/DAC Sample
Rate (in Mega
Samples/seconds)

400 61.44 20

Third Order Intercept,
IIP3 (in dBm)

0− 15 −20 −18

is capable of many practical SDR applications. It is expected
that the devices in this class can be more readily distinguished
compared to those in classes A and B because their cheaper
hardware component becomes very useful for classification
purposes.

D. Types of Experiments

1) Experiment 1: Categorization of Transmitters in the
Same Class: In this experiment, devices in the same trans-
mitter category, as identified in table II are considered. The
same OFDM waveform is used for all the transmitters. This is
the most difficult classification task because the transmitters
are identical (similar manufacturer, model and make), and
the classification algorithm has to rely on unique transmitter
attributes, such as non-linearity in their power amplifiers,
oscillator imperfection resulting from the crystal oscillators
that give rise to an unwanted frequency offset. As seen in
table II, the IIP3 is the effect caused by the non-linearity of
the power amplifier. We measure oscillator imperfections by
looking at the frequency accuracy specified for these devices
by their manufacturers.

2) Experiment 2: Categorization of Transmitters in Dif-
ferent Classes: In this experiment we use a total of three
transmitters (i.e., one transmitter from each category in table
II). All three transmitters are of different models and make.
In addition, they all transmit the same OFDM waveform as
experiment 1. Compared to experiment 1, the classification
task is easier.

VI. EVALUATION OF RESULTS

In this section, we discuss our results, conduct the goodness-
of-fit test to verify our power law model, compare our pre-
diction with prior works and propose a rule-of-thumb for
transmitter classification.

A. Results

For experiments 1 and 2, we generated data for dataset
sizes between 3, 000 and 7, 000. Dataset below 3, 000 did
not show any interesting results, hence, their omission. The
plots in this section show the relationship between the clas-
sification accuracy and the training dataset size. Intuitively,
the classification accuracy should improve as more data is

added. Depending on the type of experiment, the number of
dataset needed to achieve optimum accuracy varies. Figure
3a compares the classification accuracy for two transmitters
across the three transmitter categories. The cyan, blue and
black curves represent the classification accuracy obtained
from our experiments while the red, green and magenta curves
represent the classification accuracy from the prediction model
explained in section IV-A. From the figures in figure 3, the
predicted models follows the experimental results with a very
minimal deviation for most of the experiments. The plots
are synonymous to a qualitative evaluation of the model as
they show how the predicted model matches the experimental
data. Our quantitative evaluation, described in section VI-C, is
done using the chi square goodness-of-fit test to numerically
examine how close the model is to predicting the classification
performance for larger dataset sizes.

The classification done in experiment 2 in figure 4 has a
steeper curve at lower dataset sizes because the features are
easily distinguishable for smaller dataset sizes for heteroge-
neous transmitters. Distinguishing between two heterogeneous
transmitters is a relatively easier classification task, as a result
of this, we omit results for this category since they do not
provide much insight into the effectiveness of our model.
However, the results for three heterogeneous transmitters is
shown.

B. Discussion of Results

In figure 3a, we observe that the power law model and the
estimation algorithm successfully fit our experimental results
with minimal errors. However, the three experiments reach
the saturation point at different dataset sizes where additional
data points do not significantly improve performance. Take for
instance, in figure 3b, the model fits the experimental data, but
more data is needed to achieve a better classification accuracy
when compared to the two transmitter classification shown
in figure 3a. In figure 3c, the four transmitter configuration
requires a higher dataset size to achieve a classification ac-
curacy of 90%. It is important to note that the transmitters
classification for four transmitters (shown in figure 3c) is
harder than that of two and three transmitters. This is not
surprising as an increase in the number of transmitters makes
the classification algorithm’s job harder.

In figure 3b, the classification accuracy achieved for cate-
gory A transmitters (USRP 2921) was lower compared to the
other two categories B and C transmitters (USRP B200 and
PlutoSDR respectively). One reason for this could be that the
USRP 2921 transmitters are better equipped thereby dimin-
ishing the manifestation of unique transmitter attributes (e.g.,
power amplifier non-linearity) that helps in classifying them.
For the plutoSDR transmitters, the device lends itself easily to
leverage these transmitter attributes because they manifest such
attributes more than the better equipped transmitters (USRP
B200 and USRP 2921). At lower dataset sizes (between 3000
and 20, 000) for the predicted model, the difference between
categories B and C transmitters is minute and have similar
performance at higher dataset sizes as shown in figure 3b.
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Fig. 3. Comparison of Classification Accuracy Prediction with their corresponding experimental accuracy for Experiment 1 across all Three Transmitter
Categories A, B & C (a) Two Transmitters (b) Three Transmitters (c) Four Transmitters

In figure 3c, when the number of transmitters increased to 4,
category C transmitters outperformed the other two categories.
This further proves our point that category C transmitters
easily manifest important attributes that helps to significantly
improve their classification accuracy.

The results presented in this section is aimed at providing
a baseline for determining dataset size for similar transmitter
classification tasks. We believe that these results will help to
bridge the gap in understanding dataset size requirement for
using deep learning in spectrum management applications such
as transmitter classification.

C. Goodness-of-fit Test for our Power law Model

We do not rely only on the visualization of the learning
curves in section VI-B which is a typical qualitative test
of our fitted model, we also quantitatively test the fitted
model to verify that it follows the experimental results. In
order to quantitatively appraise our power law model, we
measure how far the power law model deviates from similar
measurements recorded from our empirical data. To measure
the distance between the distribution of the empirical data, and
the distribution of the power law model, we use a goodness-of-
fit measure. In the interest of space, the goodness-of-fit test is
performed for only experiment 1. Our hypothesis investigates
the match between the performance of the predicted model and
the performance of the actual experiment. The null hypothesis
is that the predicted model matches the empirical data if
a threshold is exceeded. The alternative hypothesis states
otherwise.

A goodness-of-fit test generates a p-value that quantifies the
tenability of the hypothesis. Essentially, the test is based on
the calculation of the distance between the distribution of the
empirical data, and the power law model hypothesized. If p is
above a threshold, t (typically set to 0.95), the dissimilarity
between the empirical data (from our experiment) and the
predicted power law model can be credited to only statistical
variations, hence, the null hypothesis is accepted. However, if
the value of p is less than t, we can verify that the hypothesis
is wrong (i.e., null hypothesis is rejected), and not a good
fit to the empirical data. We utilized the χ2 goodness of fit
evaluation. The values in the χ2 column is calculated by

TABLE III
GOODNESS-OF-FIT TEST FOR EXPERIMENT 1

Transmitter
Category

No. of
Transmit-

ters

χ2

value
p− value (p)

2 0.0406 p ≥ 0.995
Category A 3 0.0933 p ≥ 0.995

4 0.1921 p ≥ 0.995
2 0.0383 p ≥ 0.995

Category B 3 0.5982 0.975≤p≤ 0.995
4 0.319 0.975 ≤p≤ 0.995
2 0.1211 p ≥ 0.995

Category C 3 0.0387 p ≥ 0.995
4 0.023 p ≥ 0.995

equation 2, where mi represents the predicted accuracy and
ei represents the actual experimental accuracy.

χ2 =

∑k
i (mi − ei)2

ei
(2)

Table III shows the p-value and the χ2 value for Experiment 1.
The p-value is the level of marginal significance that represents
the probability of occurrence of a given event. We see from
the table that all the experiments we performed had p−values
greater than our threshold of 0.95.
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D. Comparison of Training Dataset Size Predictions with
Prior Works and our Proposed Rule-of-Thumb

1) Comparison of Prediction: As a proof of concept, we
compare our prediction accuracy with similar prior works in
transmitter classification. We hereby note that the goal of many
existing works in the literature varies from ours. For example,
authors in [16] study the adaptation of CNNs to the problem
of identifying coexisting wireless devices. Their main goal
was to show that the classification performance of their CNN
model outperformed other machine learning algorithm. In their
experiment, they considered the homogeneous deployments of
Wi-Fi 802.11n, Bluetooth and ZigBee device tagged: Wi-Fi
(W), ZigBee (Z), and Bluetooth (B) and their corresponding
heterogeneous deployments tagged Wi-Fi-ZigBee (WZ), Wi-Fi-
Bluetooth (WB), Bluetooth-ZigBee (BZ) and Wi-Fi-Bluetooth-
ZigBee (WBZ).

In [16], their transmissions were captured within an SNR
range of 0 and 30 dB. They generated 15, 400 samples from
4.3 million sweeps consisting of 78, 400 features. While the
result from the different transmitter categories in table II can
be considered in this comparison, we note that our category
C transmitters (PlutoSDR) has very similar properties with
their Wi-Fi transmitter, and hence, enables a somewhat direct
comparison. We compare the results from their confusion
matrix which showed the prediction error per class. If we
observe figure 3a, we see that when the dataset size is about
16, 000, we achieve a similar performance (0.86) to their Wi-
Fi to Wi-Fi classification (see Figure 3 of [16]) at 20dB. While
it is difficult to directly compare our results with results from
other works in the literature, we observe that on the average,
the performance of Bitar et al.’s CNN model closely aligns
with our predicted model. However, further comparison with
other works in the literature is very difficult to do since the
testbed setup and channel condition varies across board.

2) Proposed Rule-of-Thumb for CNN-Based Transmitter
Classification: In the context of transmitter classification,
we define rule-of-thumb as conventions or principles that
researchers follow when estimating dataset size for classifi-
cation performance. One of the popular rule-of-thumb is that
the dataset size should be at least 50 to 1, 000 times the
number of classification classes [13] [27]. Some researchers
[28] [29] also theorize that the dataset size should be at least
10 times the number of weights in the network. Clearly, from
our results in section VI-B, these two rules-of-thumb do not
hold for transmitter classification in the spectrum management
paradigm.

Based on the results for experiment 1 (shown in figures
3a−c), we propose a rule-of-thumb that the dataset size should
be at least 10, 000 to 30, 000 times the number of the transmit-
ters to be classified. This is because the transmitters classified
in experiment 1 require a larger dataset size than those of
experiment 2. Typically, in other domains (such as computer
vision, medical bio-informatics, etc), for classification of four
classes or less, the training dataset size is usually between 50
to 1000 times the number of classes. However, in the wireless

transmitter classification domain, there is a need for more
training data since data collection is more unconventional in a
wireless environment. For instance, during live capture of IQ
data, phenomena such as fading, shadowing, Doppler effects,
etc, can significantly impair the quality of the dataset. This
implies that the data generation process in radio frequency
(RF) domain is more complex which makes the possibility of
a representative dataset more difficult.

For the classification done in experiment 2, we propose
that the rule-of-thumb be at least 1, 000 to 5, 000 times the
number of the transmitters that needs to be classified. We see
that the rule-of-thumb for the transmitters in experiments 1
and 2 varies significantly. For example, in experiment 2, for
three transmitters of different classes, the dataset size needed
is 6, 000 (i.e., 2, 000 times 3 transmitters). Following the rule-
of-thumb of using between 1, 000 and 5, 000 times the number
of transmitters, 2, 000 which is well within this range, results
in a classification accuracy of 0.89 for both the experiment
and prediction as observed in figure 4.

The difference between the rule-of-thumb for experiments
1 and 2 can be attributed to the difficulty of the classification
done. For Experiment 2 where the transmitters are heteroge-
neous, smaller dataset size is needed, resulting in a different
rule-of-thumb with a lower factor.

VII. RELATED WORKS

In domains such as computer vision and medical bio-
informatics, there is a plethora of standard dataset, which
researchers can utilize for various classification tasks. For
example, the MNIST database consists of 60, 000 training
images and 10, 000 testing images [30], an extended dataset
called EMNIST [31] contains 240, 000 training images and
40,000 testing images of handwritten digits and characters.
Researchers have used CNN with the MNIST data to achieve
a test accuracy of 99.77% [32]. This standard dataset is a result
tedious investigation into the correlation between dataset size
and performance.

In the medical bio-informatic field, Figueroa et al. [8]
designed and implemented an algorithm that fit inverse power
law to a learning curve generated from a smaller dataset. They
also predicted their classifier’s performance for larger dataset
sizes. Alwosheel et al. [12] also empirically established a rule-
of-thumb for ANN-based discrete choice analysis using real
and synthetic data. They conducted extensive Monte Carlo
analyses with varying level of complexity to establish their
rules-of-thumb. Similarly, Choe et al. [13] conducted a study
to determine the optimum size of training data needed to
achieve high classification in the medical image classification
systems. This type of investigation is yet to be investigated for
transmitter classification tasks.

Merchant et al. [3] utilized deep learning to fingerprint IEEE
802.15.4 devices via developing a framework that trained a
CNN algorithm with time-domain complex baseband error sig-
nal. In addition, Youssef et al. [4] investigated several machine
learning algorithms with wavelets transforms to identify and



classify wireless transmitters. None of these works attempted
to investigate the correlation explored in this work.

The similarity between our work and authors of [8] and
[10] is in the use of the learning curve to empirically fit our
experimental data. This is a well known statistical approach to
estimating sample size (or training dataset size). Our work de-
parts from theirs in our dataset generation process, parameter
estimation algorithm and application domain. In addition, we
evaluate our work using the goodness-of-fit test with a high
level of confidence. To the best of our knowledge, our work
is the first to do this type of analysis on training dataset size
requirement for CNN-based transmitter classification.

VIII. CONCLUSION

In this paper, we have successfully utilized CNN to classify
different categories of transmitters with varying difficulty level
by utilizing continuous wavelet transform (CWT). We were
also able to fit our experimental data to the power law model
thereby predicting classification accuracy for larger dataset
sizes for which we had no training data. In experiment 1
(which consists of transmitters in the same category), our
prediction model is able to predict with at least 97.5% confi-
dence in some experiments and more than 99.5% confidence
in other experiments. Our study provides insights into dataset
size requirements for the application of CNN to transmitters
that have similar hardware features as the transmitters in table
II. Intuitively, classification accuracy will improve as more
data is provided to the deep learning algorithm, for different
transmitter categories, however, rate of improvement varies.
From our experiments, the transmitters in category C achieved
a higher classification accuracy because they have features that
are easily distinguishable in difficult classification scenarios.
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