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“Seeing is not Always Believing”: Detecting Perception
Error Attacks Against Autonomous Vehicles
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Abstract—Due to the great achievements in artificial intelligence, it is predicted that autonomous vehicles with little or even no human
involvement will come to market in the near future. Autonomous vehicles are equipped with multiple types of sensors. An autonomous
vehicle relies on its sensors to perceive its environment, and this sensory information plays a key role in the vehicle’s driving decisions.
Hence, ensuring the trustworthiness of the sensor data is crucial for drivers’ safety. In this paper, we discuss the impact of perception
error attacks (PEAs) on autonomous vehicles, and propose a countermeasure called LIFE (LIDAR and Image data Fusion for detecting
perception Errors). LIFE detects PEAs by analyzing the consistency between camera image data and LIDAR data using novel machine
learning and computer vision algorithms. The performance of LIFE has been evaluated extensively using the KITTI dataset.

Index Terms—Autonomous vehicle, Machine learning, Computer vision, Stereo camera, LIDAR, Perception error attack.
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1 INTRODUCTION

DUE to the great advances in artificial intelligence (AI),
autonomous driving achieved great success in recent

years. Automakers such as Waymo have already shown
off their autonomous vehicle technology by providing self-
driving taxi service [1]. Compared to traditional vehicles,
autonomous vehicles need very little human inputs for
driving control. Therefore driver safety relies heavily on the
onboard computing systems, which in turn depends on the
ability of the system to perceive its surrounding environment.

In order to perceive driving conditions, an autonomous
vehicle needs to sense its environment using sensors first. To
better “understand” the surrounding environment, multiple
types of sensors, such as camera, LIDAR (Light Detection
and Ranging), radar, sonar, etc., are typically used in con-
junction with each other. Then the autonomous driving
system extracts useful information from the sensory data
using AI algorithms (e.g., object detection algorithm) to
navigate the vehicle. Therefore, autonomous vehicles can
operate properly and safely only under the condition that
sensors correctly capture stimuli from the environment.

Unfortunately, vehicle sensors are vulnerable to all kinds
of attacks and mishaps. Adversaries can either hack sensors
remotely or simply taint or damage sensors physically. In
addition, sensors may deviate their calibrated positions due
to attacks and mishaps. Such attacks and mishaps could
cause perception errors that make sensors fail to perceive the
surrounding driving environment correctly. In this paper,
we focus on perception errors induced by attacks and coin
the term perception error attacks (PEAs) to denote such attack-
s. At Black Hat Europe 2015, Petit et al. demonstrated the
potential danger posed by PEAs by successfully attacking
camera and LIDAR systems using cheap commodity hard-
ware [2]. Yan et al. demonstrated that the sensors on a Tesla
Model S could be attacked so that the autonomous driving
system fails to detect certain objects [3]. Cao et al. demon-
strated the feasibility to launch LIDAR spoofing attacks to

• J. Liu and J. Park are with the Department of Electrical and Computer
Engineering, Virginia Tech, Arlington, VA, 22203.
E-mail: jinshan@vt.edu, jungmin@vt.edu

make the Baidu Apollo platform falsely detect nonexistent
objects [4]. These works demonstrate the seriousness of the
threats posed by PEAs on autonomous vehicles.

In this paper, we propose a scheme called LIDAR and
Image data Fusion for detecting perception Errors (LIFE) to
detect PEAs. As its name implies, the proposed scheme
specifically focuses on the fusion of LIDAR and image
data—which are most commonly employed by autonomous
vehicle manufacturers (e.g., KITTI [5], Ford [6], Waymo [7])
as the primary sensors—to detect instances of PEAs. Besides
autonomous driving, LIFE can also be applied to other
application domains that use stereo cameras and LIDAR,
such as robots used for outdoor navigation [6], robots used
indoors [8], and unmanned aerial vehicles (UAV) [9].

Although different types of sensors generate different
sensory data in completely different formats, the heteroge-
neous sensory data manifest a high level of correlation when
the different sensors sense the same object. Motivated by
this fact, LIFE uses machine learning and computer vision
techniques to extract features from LIDAR and camera data,
then detects PEAs by analyzing the consistencies among
detected features. We assert that LIFE can successfully detect
most forms of PEAs by detecting inconsistencies induced by
the attacks. To circumvent LIFE, an attacker would need to
attack two or more types of sensors in such a way that the
correlation between the relevant data points is maintained.
Our results indicate that such an attack is very difficult, if
not impossible, to carry out in real-world scenarios.

The idea of fusing different types of sensors to increase
reliability is not new. LIDAR and camera data can be fused
to increase the accuracy of object detection [10], [11], [12]
and object tracking [13], [14]. However, the primary aim
of existing sensor fusion algorithms is to increase percep-
tion accuracy for certain categories of objects under non-
adversarial scenarios. All these papers implicitly make an
assumption that all sensor data are trustworthy. This as-
sumption creates a vulnerability that can be exploited by
PEAs. A sensor fusion algorithm can produce an erroneous
output if some of the sensory data that it uses in the
fusion process has been corrupted by a PEA. Different from
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previous works, LIFE is specifically designed to detect PEAs
by employing novel AI algorithms to analyze the correlation
between LIDAR and camera sensory data. Hence, LIFE
enhances the security of autonomous vehicles.

The contribution of our work is summarized below:
• We propose a novel scheme LIFE to detect PEAs target-

ing autonomous vehicles. LIFE takes advantage of the
diversity of the different types of sensors to detect PEAs.

• LIFE can figure out the sensory data that are impacted by
PEAs. Forwarding such information to driving systems
can make the driving plan safer and more secure.

• LIFE is compatible with autonomous vehicles equipped
with LIDAR and stereo cameras or multiple cameras that
have significant overlaps in the captured images.

• The performance of LIFE has been evaluated extensively
using the KITTI dataset [5], which is a definitive dataset
of an autonomous vehicle’s sensory data.

2 RELATED WORK

2.1 Perception Error Attacks Against Sensors
Camera, radar, LIDAR, etc., all have high feasibility of being
attacked without requiring physical access [15]. Some intelli-
gent remote attacks such as spoofing, using smart materials
to absorb signals, are almost impossible to be detected by
systems without analyzing the correlation among hetero-
geneous sensors. Recent literature has demonstrated that
remote attacks on autonomous driving sensors are feasible
in real-world experiments. Petit et al. attacked the camera
and LIDAR of a target vehicle using commodity hardware
costing less than $60 [2]. Shin et al. extended Petit’s work
by making illusions appear closer than the spoofer’s lo-
cation [16]. In addition, they demonstrated the feasibility
of saturation attacks, which can completely incapacitate a
LIDAR from sensing a certain direction. Cao et al. [4] ex-
plored the feasibility of fooling the the Baidu Apollo LIDAR
perception module and achieved an attack success rate of
75%. Sun et al. [17] further explored the general vulnerabil-
ity of current LIDAR-based perception architectures. Yan et
al. performed blinding attacks on camera as well as jamming
and spoofing attacks on radar and ultrasonic sensors on a
Tesla S automobile [3], [18]. Furthermore, Ethernet connec-
tions or inter-vehicle networks provide more feasibility to
hack sensor data [19], [20].

Several methods to detect PEAs have been proposed
in [2], [3], [16], [18], [21], including (1) adding redundancy
by introducing more sensors, (2) using inter-vehicle com-
munications to compare sensor measurements, (3) relying
on other sensors to detect attacks. However, these methods
are likely to be ineffective in detecting PEAs. Although
employing multiple sensors of the same type may increase
resilience to random faults, it is not an effective strategy
against intentional attacks, such as PEA, that exploit vulner-
abilities of a certain type of sensor apparatus. Using inter-
vehicle communications to compare sensor measurements
is also an ineffective strategy since this requires the vehicles
to have V2V (vehicle to vehicle) communications capability
and be located within other vehicles’ communication range.

Given the limitations of the other approaches, we claim
that the most practical approach for detecting PEAs is to
employ a combination of heterogeneous sensors. Similar

ideas were proposed in the literature [3], [4], [16], but no
techniques or mechanisms that instantiate such ideas were
proposed. LIFE is a concrete realization of the idea that
takes advantage of the diversity of the different types of sensors
employed by a typical autonomous vehicle to detect PEAs.

2.2 Sensor Fusion Algorithms

Several recent studies have shown the efficacy of sensor
fusion algorithms that combine LIDAR and camera sensory
data to increase 2D and 3D object detection accuracy [10],
[11], [12], [22], [23], [24]. However, these algorithms were
designed to work in non-adversarial settings. The reliability
of these algorithms can degrade significantly when PEAs
are launched against sensors. For instance, F-PointNet [10]
uses a cascade approach to fuse LIDAR and camera data.
It first generates 2D proposals on images, then projects 2D
proposals to 3D space to generate 3D frustums. The shape
and location are refined using the LIDAR data and the 3D
frustums. This approach is not secure against camera PEAs
because F-PointNet cannot generate correct 2D proposals
from corrupted image data. The detection failures will be
accumulated to the subsequent LIDAR fusion steps. An
alternative idea is to project LIDAR points onto different
planes to form LIDAR feature maps, then concatenate LI-
DAR and image feature maps to generate the object detec-
tion results [11], [12], [22], [23]. The fusion algorithms will
be either (1) more influenced by LIDAR feature maps, or
(2) be more influenced by image feature maps. In the first
case, the fusion algorithms have the potential in alleviating
the impacts of camera PEAs, but can be more easily fooled
by LIDAR PEAs. Similarly, fusion algorithms that rely more
on camera images have the potential in defending against
LIDAR PEAs, but are more vulnerable to camera PEAs. In
Section 8.2, we will present the results of our evaluation of
the prior works and show their limitations.

In the aforementioned sensor fusion algorithms, there
are no intermediate steps to verify whether the features
extracted from LIDAR data and image data are consistent.
They aggregate all features to perform the object detection
tasks. The features are extracted by neural networks, hence
are too abstract to be used for consistency checking. Differ-
ent from prior sensor fusion algorithms, LIFE was specifi-
cally designed to detect PEAs by employing novel sensor
fusion algorithms to establish mappings between features
extracted from LIDAR and camera and detects PEAs by
analyzing the features that cannot be mapped.

Besides, existing LIDAR and camera data fusion algo-
rithms mainly focus on detecting certain common traffic
objects, including cars, pedestrians, and cyclists. The detec-
tion of other objects still relies on a unitary type of sensors.
For example, Baidu Apollo [25] perceives road obstacles by
fusing LIDAR and radar data, and perceives traffic lights
solely based on cameras. Therefore, previous LIDAR and
camera data fusion algorithms have limited capability in
detecting PEAs targeting objects that can only be perceived
by unitary type of sensors. Different from prior works, LIFE
detects PEAs by correlating and checking the consistency of
data related to all the surrounding objects.

Attack resilient sensor fusion algorithms have been pro-
posed in cyber-physical systems [21], [26], [27], [28]. These
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schemes use explicit mathematical models to characterize
the evolvement of the metrics (e.g., velocity) obtained from
sensor data. Then the erroneous sensor data can be detected,
corrected, or mitigated by solving an optimization problem.
However, these optimization-based techniques are not ap-
plicable to LIDAR and camera fusion algorithms because the
data dimensionality is too high and the features cannot be
abstracted down to simple scalars or vectors. As a result, the
detection of erroneous or anomalous sensor readings cannot
be formulated as a well-defined optimization problem. In
contrast, LIFE employs machine learning (ML) algorithms
to correlate the LIDAR and camera data streams, which
cannot be done with non-ML methods due to the high data
dimensionality and high analysis complexity.

3 THREAT MODEL

3.1 PEAs Targeting LIDAR and Camera
A LIDAR is composed of multiple laser transceivers and a
rotary system for scanning, as shown in Fig. 1. Surround-
view can be acquired by rotating the lasers and transceivers
periodically. A LIDAR detects an object using the following
procedure. First, a LIDAR emits laser pulses while spinning.
When the emitted pulses hit an object, laser energy reflects
back to the LIDAR. LIDAR can calculate the distance to the
object from the elapsed time and the speed of light. The
direction of the object can be derived from the rotation angle
of its spin. LIDAR can form a point cloud by aggregating all
the measured points, of which each point’s coordinate is
the relative position to the LIDAR origin. An example of
point cloud is shown in Fig. 3a. An adversary can attack a
LIDAR system by injecting fake echoes or by preventing it
from receiving reflected echoes. Well-known attacks against
LIDAR are described below:

Spoofing attack: Attackers can inject fake echoes to cause
a LIDAR to detect nonexisting objects falsely. The attack
method is shown in Fig. 1. A photodiode is used to syn-
chronize with the victim LIDAR. Then the delay component
triggers the attack laser after a certain amount of time to
inject fake points in the following LIDAR detection cycles.
Up to date, the most effective spoofing attack was demon-
strated in [4]. Fake points can be generated at all the vertical
viewing angles and an 8◦ horizontal angle at a distance
of greater than 10 meters. Approximately 100 fake points
can be generated, and 60 of them targeting the center 8-10
vertical LIDAR lasers can be stably spoofed. More spoofed
points can be generated using more advanced equipment
or multiple devices. Spoofing attacks in [4] can also fool the
Baidu Apollo perception module [25] into detecting a cluster
of spoofed points as an actual object by carefully controlling
the position of the spoofed points. The victim autonomous
vehicle dropped its speed from 43 km/h to 0 km/h within
one second, which could possibly cause an accident.

Saturation attack [16]: LIDAR is a type of transducer that
converts laser pulse intensity into electrical signals. When
the input signal energy level is too high, LIDAR will enter
the saturation region. Increasing the input energy level will
cause almost no change in output. By illuminating a LIDAR
with a strong light of the same wavelength as the LIDAR,
one can cause the LIDAR to enter its saturation region,
and hence prevent it from detecting reflected echoes. As
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Fig. 1. Diagram illustrating how to launch PEAs towards LIDAR.

a consequence, reflected echoes are concealed. To launch a
saturation attack, an attacker only needs to shoot a laser
with the same wavelength towards the victim LIDAR. Ex-
perimental results show that objects along certain directions
can be completely concealed with a strong light source.

A stereo camera has two lenses with a separate image
sensor frame for each lens. The outputs are two stereo images
with slightly different vision angles, as shown in Fig. 3b. The
most effective and easily-launched attack targeting a camera
is the blinding attack [2], [3]. This attack causes cameras to
fail to capture images by shooting light towards camera or
objects. Experiments in [3] show that shooting LED light and
laser 15◦ to the axis perpendicular to a camera lens can lead
to the camera’s complete blindness for 3 seconds. Moreover,
aiming a LED light at an angle of 45◦ towards an object can
conceal the object from a camera.

3.2 Attack Model
Based on the experimental results presented in [2], [3], [4],
[16], we consider the following attack model.

Attack scenarios: The attacker can either hide the equip-
ment along the roadside (e.g., hide behind a traffic sign)
to attack incoming autonomous vehicles, or drive a vehicle
equipped with devices that can shoot laser pulses to attack
the nearby victim’s LIDAR and camera. The attacker’s goal
is to launch PEAs to alter the vehicle’s driving decisions and
potentially cause serious accidents.

Attacker’s capability: We assume that an attacker is able
to either launch remote attacks on LIDAR and cameras
using the aforementioned equipment or physically attack
the sensors in order to cause them to malfunction. However,
the attacker has the following constraints to launch PEAs.
(1) The attacker does not have access to the data process-
ing system located within the vehicle. (2) Even though an
attacker can attack a LIDAR and a camera simultaneously,
he/she is not able to maintain the correlation between these
two types of sensory data. Maintaining such a correlation
requires knowledge of the precise positions of the sensors
and the calibration metrics of the victim vehicle. For ex-
ample, when projecting LIDAR points onto camera images,
move the camera by 5 mm can cause tens of pixels projection
differences. (3) We assume that the effect of an attack is
instantaneous. To attack a camera, an attacker modifies
the luminance of a certain region of pixels instantly. To
attack a LIDAR, an attacker modifies multiple LIDAR points
simultaneously. It may be technically feasible to launch
PEAs in a very gradual manner, such as slowly increasing
the intensity of the light to attack cameras, or inject very
few spoofed LIDAR points over a certain time duration.
However, it requires extremely sophisticated control over
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Fig. 2. Flowchart of LIFE.

multiple attack lasers. As far as we know, no research has
demonstrated launching PEAs in such a gradual manner.
So in our model, we assume the attackers do not have the
capability to carry such attacks.

LIFE is designed to detect PEAs targeting sensors rather
than attacks targeting sensory data processing algorithms.
Prior researches have demonstrated that physical adversari-
al attacks can fool the perception algorithms. For example, a
stop sign can be mistakenly recognized as a speed limit sign
by sticking black and white papers [29]. In addition, it is
possible to use 3D printers to create adversarial objects that
cannot be detected by LIDAR-based perception algorithms
[30]. Under these scenarios, sensors still capture the correct
stimuli. Perception failures are caused by the unreliability
of perception algorithms. Therefore, LIFE should conclude
that both sensors are working properly. Detecting physical
adversarial attacks targeting specific perception algorithms
is beyond the scope of this paper.

4 OVERVIEW OF LIFE
In this section, we will give an overview of the proposed
LIFE system. LIFE detects PEAs by analyzing the correlation
between LIDAR and camera data. For each detected incon-
sistency, LIFE determines which sensor’s data is reliable and
which one can be considered anomalous. In summary, LIFE
carries out the following two core functionalities:
1. Consistency checking: LIFE detects inconsistencies by

correlating LIDAR and camera data.
2. Sensor reliability evaluation: For each detected inconsis-

tency, LIFE determines whether it is caused by PEA and
figures out which sensor is under attack.
Besides determining whether LIDAR or camera is under

PEA, LIFE also points out the locations of data points that
are affected by PEAs (i.e., positions of spoofed or concealed
LIDAR points, regions of problematic image pixels). LIFE
outputs all the detected inconsistencies caused by PEAs
and provides the corresponding sensor reliability results.
Inconsistencies caused by sensors’ inherent limitations or
errors in object detection algorithms rather than PEAs are
ignored by LIFE. A flowchart of LIFE is illustrated in Fig. 2.
A detailed illustration of LIFE procedures is shown in Fig. 3.

4.1 Consistency Checking Methods
We use the following two ideas to correlate LIDAR data that
senses objects in 3D position and camera data that senses
information on 2D image planes. On the one hand, we can
project 3D LIDAR data points onto 2D image planes, which

corresponds to the object matching method. It is effective in
detecting inconsistencies caused by LIDAR spoofing attack,
camera blinding attack, object detection errors, etc. On the
other hand, we can calculate the position of a 3D LIDAR
data point if we know its projected stereo 2D image co-
ordinates, which corresponds to the corresponding point
method. It can detect inconsistencies caused by LIDAR
saturation attacks and LIDAR distance measurement errors.

4.1.1 Object matching method
The overall idea is to project 3D LIDAR points onto im-
ages, then check whether objects detected from LIDAR and
images match each other. The procedures are illustrated in
Fig. 3a. It can be summarized in the following steps:
1. Extract objects from LIDAR point cloud. It is composed

of the following substeps:
– Remove data points reflected by the ground. We will

call them ground points in the rest of this paper, and
we will call the remaining points aboveground points.

– Apply DBSCAN (density-based spatial clustering of
applications with noise) clustering algorithm [31] to
the aboveground points. Each cluster represents an
object extracted from LIDAR data.

– Project each cluster onto the image, and record the
projected cluster positions.

2. Run an object detection algorithm on camera images.
3. Check whether the positions of projected LIDAR clusters

match the positions of detected objects on images.

4.1.2 Corresponding point method
The overall idea is to check whether the distance informa-
tion obtained from LIDAR is consistent with distance infor-
mation obtained from two stereo camera images. Although
we focus on stereo cameras in our analysis, this method
is applicable to two or more individual cameras that have
significant overlaps in their captured scenes. The procedures
are illustrated in Fig. 3b. If two points on two stereo images
are projected from the same 3D world point, then we call
them a pair of corresponding points, or a corresponding pair,
as shown in Fig. 3b. Given the coordinates of a pair of
corresponding points, we can calculate the corresponding
3D position and check whether there exist LIDAR data
points in the vicinal region. If no LIDAR points are found
nearby, then LIDAR may be affected by PEAs. This method
can be summarized in the following four steps:
1. Apply scale-invariant feature transform (SIFT) descrip-

tor [32] to find corresponding pairs from stereo images.
2. Compute the 3D position of the point in space that

projects to these two stereo image points.
3. Remove wrongly formed corresponding pairs.
4. Check whether there exist actual sensory LIDAR data

points in the vicinity of the calculated 3D position.

4.2 Sensor Reliability Evaluation

Consistency checking methods can detect the inconsisten-
cies caused by PEAs, but cannot determine which sensor is
under PEAs. Identifying unreliable sensors is accomplished
by the sensor reliability evaluation method. The procedures
are illustrated in Fig. 3c. The evaluation results are based
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(a) Flowchart of object matching method. The idea is to project 3D LIDAR data points onto 2D image plane to check consistencies.
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(c) Flowchart of sensor reliability evaluation method. Reliability evaluation is based on differences between predicted data and actual data.

Fig. 3. Illustration of LIFE procedures using KITTI data.

on measuring the difference between the predicted sensor
data and the actual sensory data. At each time instance, we
can use preceding sensor data to predict the current data
and check how large the difference between the prediction
and actual measurements. In this paper, we use the deep
learning framework described in [33] to predict camera im-
ages. However, LIDAR data is very sparse 3D data. Directly
inferring LIDAR data in the 3D coordinate system requires
a tremendous amount of computation resources. Also, the
exact locations of LIDAR points are not predictable. To
overcome these challenges, we construct distance image for
LIDAR data at each time instance, and predict the distance
image instead. A distance image is an image whose size is
the same as the camera image, and each pixel value rep-
resents the distance to LIDAR coordinate origin. Distance
image can be constructed by projecting LIDAR data onto the
camera image plane and interpolating. The sensor reliability
evaluation task is carried out in the following steps:
1. Construct a distance image at each time instance.
2. Predict distance image and camera image at the current

time instance based on data in previous time instances.
3. For each detected inconsistency, justify which sensor

is more reliable based on the differences between the
predicted data and actual sensory data.

5 BACKGROUND AND PRELIMINARIES

5.1 Introduction to KITTI Dataset
LIFE is evaluated using one of the world’s most popular
autonomous driving dataset, the KITTI Dataset [5]. It serves
as a standard dataset for benchmarking autonomous driving
tasks, such as object detection, pedestrian, vehicle track-
ing, etc. The KITTI test vehicle is equipped with a stereo
camera with two lenses and a rotating LIDAR. The camera
is synchronized at about 10 Hz with respect to the LIDAR.
The rectified camera image resolution is roughly 1250× 370
pixels. The equipped LIDAR has a 360◦ horizontal field of
view, but we are only interested in the data points that can
be projected onto camera images. Each LIDAR point uses
a 3-dimension vector to represent x, y, z coordinates (cor-
responding to forward, left, and up direction, unit: meter)
in the LIDAR coordinate system. Examples of LIDAR point
cloud and stereo camera images at one time instance are
shown in Fig. 3a and Fig. 3b, respectively.
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5.2 Camera Model

The (projective) camera model carries the 3D to 2D mapping
using homogeneous coordinates instead of Cartesian coordi-
nates. Given a point (x, y) in a R2 Cartesian coordinate, the
triple (kx, ky, k) for any k 6= 0 is called a homogeneous
coordinate for this point. By this definition, multiplying the
homogeneous coordinates by any non-zero number yields
the same point. The same definition applies to points in
R3 Cartesian coordinate. In the following sections, we will use
homogeneous coordinates to represent points in R2 and R3, unless
we specify it is Cartesian coordinate.

Suppose X is a point in a 3D coordinate, then the imaged
point x is the intersection between the ray passing through
camera center C and point X and the camera image plane,
as illustrated in Fig. 4a. Such mapping is characterized by a
3× 4 calibration matrix P as x = PX.

In practice, P can be computed with very high precision
using multiple view geometry techniques [34]. In this paper,
we assume that errors only exist in the measured image
coordinates (xi), not in calibration matrices (P).

5.3 Deep Learning Frameworks

An objection detection algorithm uses a classification algo-
rithm to classify the category of an object and uses regres-
sion methods to approximate the position of the object on
the image simultaneously. In this paper, we will use a real-
time object detection algorithm called YOLOv3 (You Only
Look Once, version 3) [35]. It can detect objects at 45 frames
per second while maintaining almost the same accuracy as
other object detection algorithms. It outputs the category of
the detected objects with a rectangle surrounded to illustrate
the location of the object. There are a total of 80 categories
in Yolo object labels, including truck, pedestrian, stop sign,
etc. But some categories such as tree, fence, wall, are not
included in the YOLO pretrained model.

In the sensor reliability evaluation task, we need to
compare the predicted data with actual sensory data. Our
prediction framework is based on PredNet [33], a deep
learning framework using recurrent neural network (RN-
N) and convolutional LSTM (long short term memory)
units [36]. The objective of PredNet is to predict the N th
camera image and distance image given the previous N − 1
consecutive images. If N is too large, too much computation
resources and time are required. If N is too small, data is
not sufficient for an accurate prediction. N is set to be 10
in our experiments. The predicted frame can capture the
movement of objects accurately, but the whole image is a
little bit blurred compared to the real ones.

6 CONSISTENCY CHECKING

6.1 Object Matching Method

6.1.1 Remove Ground Points
Since object information is only contained in aboveground
points, we need to remove ground points first. It can be
challenging due to the following two reasons: (1) Ground
can be bumpy or sloped; (2) The further the distance to the
vehicle, the sparser the LIDAR points are. Simply setting
a threshold and regarding LIDAR points lower than the

threshold as ground points is infeasible. Here we will in-
troduce our heuristic grid-based algorithm, which is simple
but very effective. It consists of the following steps:
• Partition all LIDAR points into 0.5m× 0.5m grids based

on their x,y coordinates.
• Among all points in the ith row of the grids, find the

minimum value of z, denote it as zi. If zi − zi−1 > 0.5,
it indicates that there is no ground point in the ith row,
hence set zi = zi−1.

• LIDAR points in the same row with height 0.5 m higher
are regarded as aboveground points.

• For the remaining points in each grid, if the range of
z coordinates is less than 0.2, then all the points in the
grid are ground points. Otherwise, regard the points in
the lowest 0.2 meters as ground points and others as
aboveground points.

6.1.2 LIDAR Points Clustering
We will use DBSCAN, a density-based clustering algorith-
m [31], to cluster aboveground points. It can determine
the number of clusters automatically. Besides, clusters are
formed based on the density of data points without prior
statistics distribution assumptions. Both features are benefi-
cial in processing the aboveground LIDAR data points.

In DBSCAN, a point is a core point if it has more than a
specified number of neighboring points (MinPts) within a
predefined distance ε. These are points at the interior of a
cluster. In our experiments performed on the KITTI dataset,
we use ε = 0.7m, and MinPts=20. A border point has fewer
than MinPts neighbors within ε, but is in the neighborhood
of a core point. A noise point is any point that is neither a
core point nor a border point. For each core point, a cluster
can be formed by adding all neighboring border points and
core points within ε to the cluster iteratively. Each cluster
represents a detected object from LIDAR points.

6.1.3 Match Detected Objects
At each time instance, the positions of objects on the image
plane can be obtained either from camera images by run-
ning object detection algorithms, or from LIDAR data by
projecting LIDAR clusters onto the image. We can check the
consistency by comparing whether object boundaries from
LIDAR and camera are roughly the same. A rectangle is
used to represent object boundaries in both algorithms. We
use Intersection over Union (IOU) to measure the closeness
between detected objects from image and LIDAR. Ideally,
real-world objects and LIDAR data clusters form one to one
correspondences. But sometimes LIDAR points reflected by
different objects may be aggregated into the same cluster. To
deal with this issue, we propose Intersection over Minimum
(IOM), defined as the union over the minimum area of
the two rectangles formed by the LIDAR cluster and object
detector, as an additional metric to measure how well objects
extracted from LIDAR match objects obtained from images.
The matching method is summarized in Algorithm 1.

The 2D positions of the unmatched objects from im-
ages, 3D positions of unmatched LIDAR clusters, and their
projected 2D positions are served as the inputs of sensor
reliability evaluation step. Unmatched objects are either due
to errors in object detection algorithms or due to PEAs.
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3D point

imaged point

(a) X is a point in a 3D coordinate. The
imaged point x is the intersection be-
tween camera image plane and the ray
passing through camera center C and X.

(b) Two rays passing through the camera
centers and image points may not inter-
sect with each other. We need to find X
so that the error d21 + d22 is minimized.

measurement 
error

uncertain 
region

(c) The shaded area illustrates the uncertainty re-
gion, which depends on the angle between the rays
passing through camera centers. Points are less pre-
cisely localized if rays become more parallel.

Fig. 4. Camera model diagrams. C, C1 and C2 are camera centers. X is a 3D point, x1, x2 and x are projected image points.

Algorithm 1 Object Matching Algorithm
1: Input: Top left and bottom right corner coordinates for detected ob-

jects on images (list image) and projected LIDAR clusters (list lidar).
2: Output: Classify detected objects as matched or unmatched.
3: Sort list image based on the occupied area in descending order.
4: for each object in list image do
5: Calculate IOU with all elements in list lidar, find the maximum.
6: if the maximum IOU is larger than 0.5 then
7: Mark the two objects in list image and list lidar as matched.
8: Delete both objects from the lists.
9: else

10: Calculate IOM with all entries in list lidar, find the maximum.
11: if the maximum IOM is larger than 0.9 then
12: Delete the matched object from list image.
13: Mark the object in list lidar as matched.
14: end if
15: end if
16: end for
17: Label all remaining objects in list image and list lidar as unmatched.

These two scenarios can be distinguished in the sensor
reliability evaluation task. In the state-of-art object detection
algorithms, there always exist false positives (a non-existing
object is falsely detected as a real object) and false negatives
(the failure to detect an existing object). These errors are due
to the failures of detection algorithms rather than attacks
targeting sensors. The sensory data still maintain sequential
correlations. Therefore, these object detection errors will not
be recognized as PEA instances in the sensor reliability
evaluation step. On the contrary, if the inconsistencies are
caused by PEAs such as spoofed LIDAR points, the sequen-
tial correlation among the sensory data is broken. Such PEAs
can be detected in the sensor reliability evaluation step.

6.2 Corresponding Point Method
6.2.1 Identify Corresponding Points
Calculating 3D position from a pair of corresponding points
is very sensitive to image coordinate measurement errors.
This requires us to localize corresponding point positions
accurately. As a result, we need first to identify feature points
that are significantly distinguishable from other points and
use feature points to form corresponding pairs.

Here we use SIFT descriptor [32] to extract feature
points. SIFT descriptor is invariant to translation, rotation,
and scaling. It uses a 128-dimensional vector to represent
each point. The feature vector is calculated based on gra-
dient magnitude and orientations. Points located on weak
edges and backgrounds will be discarded by setting some
predefined thresholds. After that, corresponding pairs can

be formed based on the Euclidean distance of feature vectors
using the nearest neighbor method. Corresponding point
examples are shown on the stereo images in Fig. 3b.

6.2.2 Calculate 3D Position from Corresponding Points
We will derive a closed-form solution to find the 3D position
of a point given its projected coordinates on two stereo
camera images. Suppose the 3D Cartesian coordinate of
the data point is x = [x, y, z]T, and its homogeneous
coordinate is X = [x, y, z, 1]T = [xT, 1]T. Given Cartesian
image coordinates of a pair of corresponding points (u1, v1),
(u2, v2) and calibration matrices P1,P2, we want to find x.

We choose to use homogeneous image 2D coordinates
x1 = [u1, v1, 1]

T and x2 = [u2, v2, 1]
T. Without measure-

ment error in both 3D and 2D coordinates, we should have:

P1X = k1x1, P2X = k2x2, (1)

in which k1 and k2 are scaling factors to make the last
coordinate of x1,x2 equal to 1 (note that k1x and x repre-
sent the same point in homogeneous coordinate). However,
due to numerical and coordinate measurement errors, it is
impossible to find X to satisfy Equation (1) . Instead, we try
to find a point X with its projected positions x̂1 = P1X and
x̂2 = P2X, such that the reprojection error d1 = ‖x1 − x̂1‖
and d2 = ‖x2 − x̂2‖ can be minimized, as shown in Fig. 4.
Therefore, we can formalize an optimization problem as:

Minimize ‖P1X− k1x1‖2 + ‖P2X− k2x2‖2 . (2)

with variables X (or x), k1, k2. Denote Pij as the jth (j =
1, 2, 3, 4) column of matrix Pi (i = 1, 2). Then we have:

P1X− k1x1 = [P11,P12,P13,−x1,0] ·
[
xT, k1, k2

]T
+P14,

P2X− k2x2 = [P21,P22,P23,0,−x2] ·
[
xT, k1, k2

]T
+P24.

For simplicity, define

W1 = [P11,P12,P13,−x1,0],

W2 = [P21,P22,P23,0,−x2], X+ = [xT, k1, k2]
T.

Then the optimization problem (2) is changed to:

Minimize ‖W1X
+ +P14‖2 + ‖W2X

+ +P24‖2.

The optimal solution is:

X+ = −(WT
1 W1 +WT

2 W2)
−1 · (WT

1 P14 +WT
2 P24).

Note that the last two dimensions of X+ are scaling factors
that can be simply discarded. The first three dimensions are
the needed 3D coordinates in Cartesian coordinate system.
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Fig. 5. Geometry explanation of fundamental matrix. C1 and C2 are
camera centers. X is a 3D point and x is the projected image point. The
corresponding point of x must be located on line l on the other image
plane. This relationship can be characterized by fundamental matrix F.

6.2.3 Remove Wrongly Formed Corresponding Pairs
In practice, there exist some pairs of points with similar SIFT
features, but are actually projected from different points. We
need to eliminate the wrongly formed corresponding pairs.

As shown in Fig. 5, a 3D point projected onto x must be
located on the ray connecting x and the center of the left
stereo camera C1. This ray is projected on line l on the right
image plane. That means a corresponding point of x must
lie on the line l. Suppose x is an imaged point on the left
image plane, and x′ is a corresponding point of x on the
right image plane. The aforementioned relationship can be
characterized by the fundamental matrix F as x′TFx = 0.
It should be noted that xTFx′ is not necessarily equal to 0.
Given P1 and P2, the calibration matrix of the left stereo
camera and the right stereo camera, the fundamental matrix
F can be derived as follows [34]:
• Find a vector C such that P1C = 0. The vector C is the

null space of P1. It is also the homogeneous coordinate
of the center of the first camera in the 3D coordinate.

• Calculate e = P2C.
• Calculate P†1, the pseudo-inverse of P1.
• For each three dimensional vector e = [e1, e2, e3]

T,
denote [e]× as:

[e]× =

 0 −e3 e2
e3 0 −e1
−e2 e1 0

 .
• The fundamental matrix F = [e]×P2P

†
1.

In our experiments, if x1 and x2 form a correct corre-
sponding pair, then the absolute value of xT

2 Fx1 is always
less than 200. If a pair is wrongly formed, such value can
be larger than 10,000. As a result, we set threshold to be
300, and if |xT

2 Fx1| > 300, x1 and x2 will be regarded as a
wrongly identified pair.

6.2.4 Find Vicinal LIDAR Points
The last step of the corresponding point method is to check
whether there exist LIDAR points within a cuboid with
its center located at the calculated 3D position. The size
of the cuboid is guided by the following observations: (1)
The further the distance to the LIDAR origin, the sparser
LIDAR points will be. Moreover, LIDAR points reflected by
the ground are much sparser than points reflected by above-
ground objects. Such phenomena are illustrated in the 3D
LIDAR point cloud in Fig. 3a. (2) Image coordinates errors
in corresponding points are unavoidable. But the severity
of measurement errors highly depends on the location of

Algorithm 2 Hierarchical Interpolation Algorithm
1: Input: 3D LIDAR point coordinates and calibration matrix.
2: Output: Distance image A.
3: Separate LIDAR points as ground points and aboveground points.
4: Project ground points onto distance image A, using a linear interpo-

lation method to fill in missing values.
5: Initialize the remaining elements in A to∞.
6: Run DBSCAN for aboveground points.
7: for each LIDAR cluster do
8: (1) Project cluster points onto a new distance image Atemp of the

same size using the calibration matrix.
9: (2) Linear interpolate the projected LIDAR points.

10: (3) Use morphological methods to preserve the object shape.
11: (4) A = min(A,Atemp), min denotes element-wise minimum.
12: end for
13: return A.

the 3D points, as illustrated in Fig. 4c. Besides, the scales of
uncertainty in x, y, z directions are different. The x direction
is the most sensitive, while the z direction is the least.

Denote the Euclidean distance between the calculated
point and origin of the LIDAR coordinate system on the
xy plane as d (unit: meter). In our experiments, we ignore
the calculated points with d greater than 50 meters, for the
reason that LIDAR points at those distances are too sparse
and the measurement errors are too large for consistency
checking. For d less than 50 meters, we choose the cuboid
with length, width and height (parallel to x, y, z axis) equal
to 0.1d, 0.05d and 0.1 + 0.003d, respectively. For each pair
of corresponding points, if LIDAR points exist within this
cuboid, we call that pair a good corresponding pair. Otherwise,
we call it a bad corresponding pair.

7 SENSOR RELIABILITY EVALUATION

7.1 LIDAR Data Interpolation
Conventional interpolation methods such as linear interpo-
lation, upsampling using kernel filters [22], interpolate a
missing value point based on the values of all its neigh-
bors. Hence, some interpolated values are calculated using
values projected from different objects. Such phenomena
may degrade the interpolation performance significantly, as
illustrated in Fig. 6b.

Algorithms proposed in [37], [38] can solve the interleav-
ing issue by incorporating the corresponding camera images
in the LIDAR interpolation process. However, these algo-
rithms will not work when the cameras are under PEAs. To
solve these issues, we propose a hierarchical interpolation al-
gorithm without the involvement of image data. The overall
steps are summarized in Algorithm 2, and the performance
is shown in Figure 6c. Instead of interpolating projected
LIDAR points altogether, the hierarchical interpolation algo-
rithm interpolates projected LIDAR clusters obtained from
DBSCAN independently and assembles them to construct
the distance image. We first project all ground points onto
a distance image and run the linear interpolation algorithm.
Then for each LIDAR cluster, project all cluster points onto
distance image and linearly interpolate them. Only the n-
earest distance value is kept if multiple (interpolated) points
are projected onto the same pixel. This procedure continues
until all clusters are assembled.

However, the 2D linear interpolation method will inter-
polate all objects as polygons. In order to solve this defor-
mation issue, we borrow the idea of morphological dilation
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(a) LIDAR points projected onto image plane. (b) Standard linear interpolation results. (c) Hierarchical interpolation results.

Fig. 6. Performance comparison between conventional linear interpolation method and hierarchical interpolation method.

and erosion [39]. First, change the projected LIDAR cluster
points to a binary image, which 1 indicates a projected LI-
DAR point exists in that position, and 0 otherwise. Second,
dilate the binary image with a filter of size 13× 1, following
by dilating the binary image with a filter of size 1 × 9.
The size of the filter is chosen based on the gap between
adjacent projected LIDAR points. Third, fill in regions of
zeroes if they are enclosed by ones. This step is to reduce
the prediction errors caused by holes inside objects. Finally,
erode the binary image with the same filters and multiply it
to the interpolation results elementwisely.

7.2 Data Prediction Using Deep Learning
Camera image and distance image prediction are both based
on PredNet introduced in [33]. We regard distance maps
as one-channel images to process. More implementation
details of PredNet in LIFE are presented in Appendix A.

We train two separate neural networks for predicting
camera and distance images. Both neural networks take data
from 9 continuous time instances as input and output the
predicted data for the next time instance. The loss function
is defined as the L1 error between the predicted image and
the actual one. Models are trained using data from more
than 40,000 time instances in the KITTI dataset. Sequences
of 10 time instances data are sampled. 55 recording sessions
are used for training, 4 are used for validation, and 5 are
used for testing. Two Titan XP GPU of 12 GB memory
are used for training. We resize all camera and distance
images to 504×152 pixels to further reduce the computation
resources and computation time. Adam optimization [40]
using default parameter settings with batch size 4 is applied.
Prediction performance is illustrated in Fig. 3c and Fig. 7.

7.3 Evaluation of Sensor Reliability
For each detected inconsistency, we compare the difference
between the predicted data and the actual data to evalu-
ate which sensory data is unreliable. For distance images,
we use absolute value error to measure the differences.
To mitigate the prediction errors caused by boundaries of
objects, we apply a minimum filter of size 3 × 3 to the
absolute error map. Values are scaled to [0, 1], in which
0 indicates no difference, and 1 indicates the difference is
greater than 50 meters. For camera images, we use structural
similarity (SSIM) index [41] to measure the differences. SSIM
is more representative than mean square error and absolute
error in image processing. It is a perception-based metric
that considers image degradation as a perceived change in
structural information, while also incorporating perceptual
phenomena such as luminance and contrast. SSIM is com-
puted locally within a sliding window that moves pixel by
pixel across the image, resulting in a SSIM map. The value
of SSIM index is bounded in (0, 1], where 1 is reachable only

when two images are identical in the sliding window, and
0 indicates no structural similarity. An absolute error map
example and SSIM map example are illustrated in Fig. 3c.

In the object matching method, we calculate the bound-
aries of the unmatched objects on the resized images. In
SSIM map, if the average SSIM index in the bounded region
is lower than 0.5, camera data is considered to be unreliable.
In an absolute error map, if the number of pixel values
greater than 0.1 exceeds 300 or two-thirds of the bounded
region size, LIDAR data is considered to be unreliable. In the
corresponding point method, for each bad corresponding
pair, project the calculated 3D coordinate onto the image
plane and calculate the absolute error in a 13 × 13 square
centered at the projected point. If more than 100 pixels in
the bounded region have values greater than 0.1, LIDAR is
determined to be unreliable. The inconsistencies caused by
object detection errors are ignored by LIFE since the sensory
data still maintain the sequential correlation.

But the newly appeared object cannot be predicted at the
first time instance it appears on the image (e.g., another car
passing by on the adjacent lane). Such cases always impact
the evaluation results on the boundary of images and are
likely to make LIFE generate evaluation errors. To solve
this issue, we ignore the prediction errors in the leftmost
and rightmost 10 columns of SSIM maps and absolute error
maps. Such modifications have no impact on PEA detection
because it is infeasible to attack a sufficient amount of data
points that can be projected within such small regions.

8 PERFORMANCE EVALUATION

8.1 Emulation of Perception Error Attacks
We realize that the ideal way to evaluate the efficacy of LIFE
is to use datasets obtained from experiments performed
under real-world conditions. Unfortunately, we were not
able to conduct such experiments due to our lack of access
to an autonomous vehicle and testbed. We are aware that
several recent studies have studied PEAs or similar security
issues with experimental data [2], [3], [4], [16]. However,
it should be noted that those experiments were conducted
using sensor modules detached from a vehicle or using
sensor modules attached to a stationary vehicle. We would
not be able to evaluate the efficacy of LIFE with such data
(collected from a detached sensor module or a stationary
vehicle), because LIFE needs to be fed data collected by
sensors on a moving vehicle that reflects the dynamism of
the vehicle’s surrounding environment as it travels through.
For this reason, we resorted to using datasets that emulate
PEAs, knowing full well the limitations of such an ap-
proach. In order to maximize the credibility of our emulated
datasets, we emulated PEAs by carefully modifying the raw
KITTI datasets based on the experimental results reported
in the aforementioned studies. We would like to emphasize
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Fig. 7. Illustration of how LIFE detects perception error attacks targeting LIDAR and camera.

that the modifications of the KITTI datasets were based on
experimental results reported in prior studies, and were not
based on our arbitrary assumptions.

1. Emulating LIDAR spoofing and saturation attacks. The
spoofing attack is emulated based on experimental results
introduced in [4], and the saturation attack is emulated
based on [16]. As shown in Fig. 1, the attack laser(s) inject
pulses to LIDAR receiver apertures at several horizontal
degrees to spoof or conceal points within this angle. As
discussed in [4], to effectively fool the data processing
algorithm, the spoofed points should be scattered around 8◦

horizontal angle in the front view. Based on these results, we
first randomly select two rays in the forward direction that
originated from the LIDAR coordinate system origin with
an angle of 8◦. To emulate spoofing attacks, we randomly
choose a distance between 5 − 15 m and generate 80-120
faked points at that distance between the two selected rays.
The heights are no more than 1.7 meters, the typical height
of a vehicle. To emulate saturation attack, we remove all
aboveground points between the two selected rays. Examples
of point cloud under PEAs are illustrated in Fig. 7.

2. Emulating PEAs targeting cameras. The PEAs targeting
cameras are generated using image processing software. We
emulated the effect of a strong light beam shooting towards
a camera, as illustrated in Fig. 7.

3. Emulating PEAs caused by other attack methods and
sensor malfunctions. We also evaluated the performance of
LIFE under two other PEAs that may potentially happen
in practice: (1) Distance error attack, caused by moving a
LIDAR apparatus to its calibrated position so that LIDAR
points appear nearer or further than their actual positions.
To emulate this PEA, we randomly choose two rays with
angle 8◦ and move all LIDAR points between the two rays
10−15 meters away. (2) Rotation error attack, caused by ro-
tating the sensors so that LIDAR or camera slightly deviates
from its calibrated position. To emulate this type of PEA, we
rotate all LIDAR points 3.5◦ clockwise. Since LIFE allows
some measurement errors when checking the consistency
between LIDAR and camera, it has limited capability to
detect rotation errors with an angle less than 3◦.

4. Description of Dataset. We use the same datasets to
evaluate LIFE performance as those used for testing im-
age/LIDAR data prediction performance in section 7. They
contain the following five driving scenarios:

• Dataset 1: Highway traffic with a lot of moving vehicles.
• Dataset 2: Open area with very few vehicles passing by.
• Dataset 3: Business street with many pedestrians.

• Dataset 4: School campus.
• Dataset 5: Residential area with only a few moving

vehicles and many vehicles parked along the road.
These five datasets cover most of the real-world driving

scenarios. Since data from consecutive time instances are of
little difference, we observe very similar detection results
for data from two or three consecutive time instances occa-
sionally. Therefore, we further select data for testing LIFE
performance every five time instances (≈ 0.5s). We denote
the collection of LIDAR data and stereo image data at each
time instance as a bundle. The generated PEAs are based
on data from these selected bundles. The number of testing
bundles in each dataset is summarized in Table 2.

We generate LIDAR spoofing, saturation, distance error,
and rotation error attacks in all testing bundles. For camera
PEAs, we only modified images in the first 20 bundles of
each dataset. The reason is that the SSIM index is very sen-
sitive to changes in luminance, which makes LIFE extremely
effective in detecting camera PEAs. It is unnecessary to man-
ually modify images using software for all testing bundles.
Performance of LIFE under non-adversarial and adversarial
scenarios is illustrated in Fig. 7. More performance results
under different scenarios are illustrated in Appendix B.

8.2 Limitations in Existing Sensor Fusion Algorithms
In this subsection, we present findings from our experiments
that were conducted to evaluate the performance of F-
PointNet [10], MV3D [11], and AVOD [12] when PEAs are
launched. The purpose of these algorithms is to estimate the
3D positions of cars, pedestrians, and cyclists.

Although average precision (AP) is the most widely
used metric to evaluate object detection algorithms, it is
not sufficient to demonstrate how the algorithms react to
PEA instances. In our emulated LIDAR PEAs, the falsified
LIDAR points may only impact the detection of one or even
no existing objects. Nevertheless, there exist multiple objects
in each testing bundle. Failing to detect one object correctly
only decreases the AP slightly. Therefore, we evaluated the
performance of prior sensor fusion algorithms by counting
the number of testing bundles that contain one or more
detection failures due to the existence of PEAs. For exam-
ple, suppose a sensor fusion algorithm detects six out of
seven objects correctly1 in the non-adversarial scenario in

1. An object is detected correctly if its category is classified correctly
and the overlap between the 3D bounding box and the ground truth
exceeds a threshold. The thresholds are different for cars, pedestrians,
and cyclists in the KITTI benchmark
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TABLE 1
Fraction of PEA instances that cause detection failures.

F-PointNet MV3D AVOD
Camera blinding attack 0.99 0.98 0.99
LIDAR spoofing attack 0.27 0.23 0.26
LIDAR saturation attack 0.49 0.43 0.53
LIDAR distance error attack 0.46 0.48 0.50
LIDAR rotation error attack 0.79 0.83 0.84

a testing bundle. When LIDAR suffers a saturation attack,
the algorithm is able to detect only four out of seven
objects correctly. This indicates that a PEA was responsible
for degrading the sensor fusion algorithm’s performance.
Such a metric can better describe how the PEAs impact
the detection accuracy. We use the testing bundles used in
section 8.1 to evaluate the performance of existing LIDAR
and camera data fusion algorithms. For each type of PEA,
we summarize the fraction of PEA instances that cause
detection failures (i.e., the number of bundles that PEAs
cause detection failures over the total number of testing
bundles) in Table 1.

From Table 1, we observe that when cameras suffer
blinding attacks, all the evaluated LIDAR and image data
fusion algorithms fail to detect objects reliably. In other
words, these sensor fusion algorithms are very vulnerable
to camera PEAs. On the other hand, these algorithms are
robust to LIDAR spoofing attacks. They can counter the im-
pacts of LIDAR saturation attacks and distance error attacks
to some extent as well. One possible reason for these results
is that these algorithms focus on detecting cars, pedestrians,
and cyclists. If the spoofed or eliminated points are not
in the vicinity of existing LIDAR points associated with
the target objects, they are unlikely to impact the detection
results. Since rotation error attacks modify the positions of
all the aboveground LIDAR data points, prior algorithms
have very limited capability in mitigating their impacts. In
conclusion, existing algorithms are somewhat effective in
mitigating some types of PEAs, but not all.

8.3 LIFE Performance in Non-adversarial Scenarios
Object detection algorithms can only detect certain types of
objects listed in the training labels, such as cars, persons,
etc. They do not detect other objects not included in the
training labels, such as trees, walls, barriers, etc. Therefore,
inconsistencies are always detected without the existence of
PEAs. But LIFE is designed to tolerate such inconsistencies
in the sensor reliability evaluation step. If LIFE detects that
either LIDAR or camera data is anomalous under non-
adversarial scenarios, this is an instance of a false alarm.

The performance of LIFE with and without PEAs at a
specific time instance is illustrated in Fig. 7. For camera
images under non-adversarial settings, the average value
in the whole SSIM map is always greater than 0.8. For
distance images under non-adversarial settings, due to the
imperfections in prediction algorithms, there exist some
large values in the absolute value error map (shown as white
dots). However, these large values are scattered and sparsely
distributed. After applying the minimum filter, almost all of
the errors are smoothed to values very close to 0.

We recorded the average number of overall correspond-
ing pairs and bad corresponding pairs (defined in sec-
tion 6.2.4) for all the tested bundles in each testing dataset.

Results are summarized in Table 2. We can observe that even
though sensors do not suffer PEAs, there still exist several
bad corresponding pairs, especially in open areas such that
objects are far away from the vehicle (the driving scenario
in Dataset 2). The reason is that imperfect point coordinate
measurements can cause errors when we calculate the 3D
position from a pair of corresponding points. The further the
calculated 3D position, the larger the error could be. More
surrounding objects can help reduce the number of bad
corresponding pairs, while fewer objects near the vehicle
will increase the number.

As shown in Table 2, LIFE generates a small number of
false alarms. We observe eight false alarms out of 1011 test
bundles, and all of them identify LIDAR as unreliable. The
camera is never falsely determined to be unreliable under
non-adversarial scenarios since the SSIM map is sufficiently
distinguishable between adversarial and non-adversarial
scenarios. False alarms are due to the following reasons:
(1) The LIDAR prediction algorithm is inaccurate so that
the bounding regions formed by unmatched LIDAR clusters
or bad corresponding pairs happen to have high values in
the absolute error map. (2) When the vehicle makes a turn,
there may exist unmatched LIDAR clusters corresponding
to newly appeared objects in the middle of images, which
cannot be predicted correctly based on historical data. Due
to the large error in absolute error maps, such instances are
recognized as under PEAs in the sensor reliability evalua-
tion step. However, all LIDAR points associated with false
alarms are either at least 10 meters away to the left or right
of the vehicle or at least 30 meters away in front of the
vehicle. We assert that such false alarms barely impact the
applicability of LIFE. LIFE does not generate false alarms in
the vicinity of the vehicle, while attacks in nearer regions are
expected to have larger safety impacts. Autonomous driving
systems can focus more on the PEA detection results in the
near region to alleviate the impacts of false alarms.

8.4 LIFE Performance in Adversarial Scenarios

8.4.1 Performance of LIFE against LIDAR PEAs
The performance of LIFE under adversarial scenarios is also
illustrated in Fig. 7. When LIDAR is under PEAs, we can
observe that the white pixels (large values) in an absolute
value error map are clustered together. After applying the
minimum filter, the cluster will remain there, which is very
different from non-adversarial scenarios. The average num-
ber of bad corresponding pairs and the number of bundles
that LIFE correctly detects LIDAR PEAs in each dataset are
summarized in Table 2. The number of bad corresponding
pairs is not listed for spoofing attack, because injecting
fake echoes won’t impact existing LIDAR points and the
number of bad corresponding pairs will not be increased. In
other PEA scenarios, the number of bad corresponding pairs
is significantly increased. In other words, a much greater
degree of inconsistencies is detected by LIFE when there
exist PEAs targeting LIDAR.

However, LIFE may sometimes fail to detect PEAs tar-
geting LIDAR. Our results indicate that all the failures can
be categorized into the following three categories: (1) Elim-
inated or incorrectly positioned LIDAR points happen to
project onto regions that no corresponding pairs are formed.
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TABLE 2
Performance of LIFE in non-adversarial and adversarial scenarios.

Metric description Dataset 1 Dataset 2 Dataset 3 Dataset 4 Dataset 5

Dataset overview Number of bundles for testing 167 78 212 46 508
Average number of total corresponding pairs 211.0 435.1 238.8 395.5 365.0

Non-adversarial
scenarios

Average number of bad corresponding pairs 5.09 6.12 0.93 3.09 3.03
False alarms 2 (1.2%) 1 (1.3%) 2 (0.9%) 0 (0%) 3 (0.6%)

Distance error attack Average number of bad corresponding pairs 14.77 12.83 16.32 16.54 11.85
Correctly detect PEAs targeting LIDAR 167 (100%) 73 (94%) 212 (100%) 45 (100%) 500 (98%)

Rotation error attack Average number of bad corresponding pairs 44.77 12.95 13.63 15.32 17.45
Correctly detect PEAs targeting LIDAR 167 (100%) 78 (100%) 212 (100%) 45 (98%) 508 (100%)

Saturation attack Average number of bad corresponding pairs 13.22 13.90 11.61 12.39 10.87
Correctly detect PEAs targeting LIDAR 167 (100%) 69 (88%) 212 (100%) 44 (96%) 497 (98%)

Spoofing attack Correctly detect PEAs targeting LIDAR 158 (95%) 76 (97%) 191 (90%) 44 (96%) 496 (98%)

Hence, no inconsistencies between LIDAR and camera will
be detected, so that LIFE will not execute the sensor reliabili-
ty evaluation step. However, such an occurrence is rare—we
only observed three such cases out of 1011 testing bundles.
(2) Most injected fake echoes/points are behind or very near
existing aboveground objects. The induced fake objects can
be detected by the object matching method. But when we
construct a distance image, only the nearest distance value is
kept if multiple (interpolated) points are projected onto the
same pixel. Hence, spoofing attacks have limited impacts
on the distance image. (3) The emulated LIDAR saturation
attacks affect very few aboveground LIDAR points, hence
no bad corresponding pairs related to such attacks are
formed. In scenarios (2) and (3), the PEAs are expected to
have almost no impact on the safety of a moving vehicle.
As a consequence, it is not important to detect instances
of such attacks. Based on the above discussions, we claim
that instances of false dismissals are very unlikely to im-
pact safety as those instances rarely affect the autonomous
driving system’s actions.

8.4.2 Performance of LIFE against camera PEAs
When cameras suffer PEAs, object detection algorithms rec-
ognize fewer objects, hence increase the number of inconsis-
tent instances with LIDAR data. In the reliability evaluation
step, since the SSIM index is very sensitive to the change
in luminance, the values in SSIM map are always less than
0.2, which are much lower than those in non-adversarial
scenarios (above 0.8). This phenomenon can be observed in
Fig. 7. In our experiments, LIFE was able to detect all of the
100 emulated PEAs targeting cameras.

8.4.3 Performance when both sensors are under PEAs
We consider a more capable attacker who can attack both
types of sensors simultaneously. In this case, inconsisten-
t instances can still be detected by the object matching
method, because there always exist LIDAR clusters having
no matched results obtained from object detectors. Howev-
er, the corresponding point method doesn’t work because
LIFE can hardly find any corresponding pairs when cam-
eras are under PEAs. To resolve this issue, if cameras are
determined to suffer PEAs by the object matching method
and the following reliability evaluation step, LIFE detects
LIDAR PEAs by analyzing absolute error maps directly. This
modified heuristic method works as follows. First, apply
a 3 × 3 minimum filter to the error map. Then for each
pixel, calculate whether there are more than 40 pixels having
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Fig. 8. Task scheduling in LIFE.

values greater than 0.1 in the surrounding 9× 9 region with
the selected pixel as the center. If the number of such pixels
exceeds 400, LIFE determines that LIDAR is under PEAs.
Although this modified method may result in an increase in
false alarms, this more conservative approach is beneficial
in terms of safety when the camera is under PEAs. We use
the same 100 bundles as in section 8.4.2 to evaluate LIFE’s
performance when both sensors are under PEAs. All camera
PEAs can be effectively detected. The LIDAR PEA detection
ratio for spoofing, saturation, distance error, and rotation
error attacks are 97%, 96%, 97%, 100%, respectively.

8.5 Computation Time Analysis

We evaluated the performance of LIFE using one Intel Core
i7 CPU and two Titan XP GPUs. We assert that this only
represents a fraction of the computing power of real-world
systems used for autonomous vehicles. For instance, the
Nvidia autonomous driving platform uses two Volta GPUs
and two Turing GPUs for robot taxi applications [42]. The
overall computation power of these four GPUs is much
higher than those used in our study. Moreover, Tesla is
developing new AI chips, which are expected to be 7× faster
than the Nvidia system in terms of TOPS (tera operations
per second) [43]. Considering the computing power of cur-
rent and emerging autonomous driving systems, we claim
that the computation overhead of LIFE is reasonable, and
does not pose an impediment to its adoption.

Most of the tasks in LIFE can be executed in parallel. The
task scheduling and the average running time of each task
are shown in Fig. 8. The figure shows that the total execution
time of one execution instance of LIFE is approximately
0.108 sec. Tasks such as detecting feature points, construct-
ing the SSIM map, and data prediction can all be executed
with high parallelization and efficiently executed by a GPU.
Our software implementation of LIFE was written in Python
using freely available packages, and the time to execute all
tasks is roughly the same as the KITTI data sampling period.
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The bottleneck lies in the LIDAR interpolation algorithm s-
ince packages using GPU to accelerate 2D interpolation have
not been ready for public use yet. In commercial systems,
it is common practice to employ optimization techniques,
in terms of both software and hardware, to reduce the
execution time of real-time software.

8.6 Application of LIFE in Driving Systems

In this section, we discuss how to use the PEA detection
results to enhance safety and security in actual autonomous
driving systems. As explained in previous sections, besides
reporting whether LIDAR and camera are under PEAs, LIFE
also outputs the detailed locations of the PEA instances,
such as positions of spoofed LIDAR points and the prob-
lematic regions of camera images. The remaining sensory
data are still considered as reliable. In other words, LIFE
specifies the untrustworthy data points rather than simply
claiming whether sensors are under PEAs. The locations of
the PEA instances can be served as additional inputs to the
autonomous driving systems so that the driving systems
can reevaluate the driving plan based on more trustworthy
sensory data. For example, when LIFE determines that a
cluster of LIDAR points are spoofed points, the driving
system can ignore these points in the LIDAR data processing
steps. Different approaches are required to handle LIDAR
saturation attacks and camera blinding attacks since part
of the sensory data are missing. The driving system either
needs to predict the location of surrounding objects based
on sensory data in previous timestamps or purely relies on
normal sensors to make the safest driving decisions.

9 LIMITATIONS AND FUTURE WORK

Autonomous driving system is an extremely complicated
system, which requires thousands of real-world scenarios to
be taken into consideration. In this section, we discuss some
limitations of LIFE.

(1) Our emulated attacks are based on existing exper-
imental results, which may deviate from actual scenarios.
It is unknown how the emulated PEAs may impact the
performance of production-level autonomous driving sys-
tems such as Baidu Apollo. In addition, the KITTI dataset
represents only driving conditions with good weather and
an excellent field of view for the driver. Due to the lack of
data, we were not able to evaluate the performance of LIFE
in adverse driving conditions.

(2) Since several algorithms used in LIFE are not essential
in navigating autonomous vehicles (e.g., predict camera and
distance images), we need extra efforts to build the associ-
ated models to incorporate LIFE into existing autonomous
driving platforms. Moreover, LIFE requires autonomous
vehicles to have stereo cameras or multiple cameras that
have significant overlaps in the captured images. Not all
autonomous vehicles meet such requirements.

(3) The current execution time has not been fully op-
timized to meet the real-time. Besides, the data prediction
algorithms are not perfect and there exist a small number
of false alarm instances that may impact real-world driving
potentially. Since the sensor reliability evaluation results are
highly dependent on the quality of the predicted data, a

more reliable prediction algorithm is expected to further
reduce the false alarm rates.

(4) An adversary may be able to circumvent LIFE if it
launches PEAs that take effect gradually over a time period,
during which time the impact of each attack instance is too
insignificant to be detected by LIFE. The accumulated effect
of the attack instances can cause the targeted autonomous
driving system to malfunction. However, as noted in Sec-
tion 3, such attacks are very difficult to carry out using
existing technologies. In our threat model, we assume that
the adversary is not able to carry out such attacks.

In the future, we will incorporate LIFE into production-
level autonomous driving platforms and evaluate the per-
formance of LIFE in end-to-end evaluations. Such end-to-
end evaluations help us better understand the computation
overhead of LIFE and how much gap the current results
towards practical situations. Besides, we will analyze how
to utilize intermediate sensor data processing results from
the autonomous driving platforms to speed up LIFE.
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